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Abstract

This document describes a data format specification for non-opaque (user-visible) representations of user data to be used
by, and shared between, Khronos standards. The intent of this specification is to avoid replication of incompatible format
descriptions between standards and to provide a definitive mechanism for describing data that avoids excluding useful
information that may be ignored by other standards. Other APIs are expected to map internal formats to this standard
scheme, allowing formats to be shared and compared. This document also acts as a reference for the memory layout of a
number of common compressed texture formats.
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Chapter 1

Introduction

Many APIs operate on bulk data— buffers, images, volumes, etc. — each composed of many elements with a fixed and
often simple representation. Frequently, multiple alternative representations of data are supported: vertices can be rep-
resented with different numbers of dimensions, textures may have different bit depths and channel orders, and so on.
Sometimes the representation of the data is highly specific to the application, but there are many types of data that are
common to multiple APIs — and these can reasonably be described in a portable manner. In this standard, the term data
format describes the representation of data.

It is typical for each API to define its own enumeration of the data formats on which it can operate. This causes a problem
when multiple APIs are in use: the representations are likely to be incompatible, even where the capabilities intersect.
When additional format-specific capabilities are added to an API which was designed without them, the description of the
data representation often becomes inconsistent and disjoint. Concepts that are unimportant to the core design of an API
may be represented simplistically or inaccurately, which can be a problem as the API is enhanced or when data is shared.

Some APIs do not have a strict definition of how to interpret their data. For example, a rendering API may treat all
color channels of a texture identically, leaving the interpretation of each channel to the user’s choice of convention. This
may be true even if color channels are given names that are associated with actual colors — in some APIs, nothing stops
the user from storing the blue quantity in the red channel and the red quantity in the blue channel. Without enforcing a
single data interpretation on such APIs, it is nonetheless often useful to offer a clear definition of the color interpretation
convention that is in force, both for code maintenance and for communication with external APIs which do have a defined
interpretation. Should the user wish to use an unconventional interpretation of the data, an appropriate descriptor can be
defined that is specific to this choice, in order to simplify automated interpretation of the chosen representation and to
provide concise documentation.

Where multiple APIs are in use, relying on an API-specific representation as an intermediary can cause loss of important
information. For example, a camera API may associate color space information with a captured image, and a printer API
may be able to operate with that color space, but if the data is passed through an intermediate compute API for processing
and that API has no concept of a color space, the useful information may be discarded.

The intent of this standard is to provide a common, consistent, machine-readable way to describe those data formats
which are amenable to non-proprietary representation. This standard provides a portable means of storing the most
common descriptive information associated with data formats, and an extension mechanism that can be used when this
common functionality must be supplemented.

While this standard is intended to support the description of many kinds of data, the most common class of bulk data used
in Khronos standards represents color information. For this reason, the range of standard color representations used in
Khronos standards is diverse, and a significant portion of this specification is devoted to color formats.

Later sections provide a description of the memory layout of a number of common texture compression formats.
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Chapter 2

Overview

This document describes a standard layout for a data structure that can be used to define the representation of simple,
portable, bulk data. Using such a data structure has the following benefits:

* Ensuring a precise description of the portable data
» Simplifying the writing of generic functionality that acts on many types of data

* Offering portability of data between APIs
The “bulk data” may be, for example:

¢ Pixel/texel data
¢ Vertex data

* A buffer of simple type

The layout of proprietary data structures is beyond the remit of this specification, but the large number of ways to describe
colors, vertices and other repeated data makes standardization useful.

The data structure in this specification describes the elements in the bulk data in memory, not the layout of the whole. For
example, it may describe the size, location and interpretation of color channels within a pixel, but is not responsible for
determining the mapping between spatial coordinates and the location of pixels in memory. That is, two textures which
share the same pixel layout can share the same descriptor as defined in this specification, but may have different sizes, line
strides, tiling or dimensionality. An example pixel format is described in Figure 2.1: a single 5:6:5-bit pixel with blue in
the low 5 bits, green in the next 6 bits, and red in the top 5 bits of a 16-bit word as laid out in memory on a little-endian
machine (see Table 11.2).

: Channel ; :
Pixel colors  Channels values e, Bit encoding ) Byte
4 210 Byte packing
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) 5 4 3 2 1 0 Omn 0 k¥
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4 3 2 1 0
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Figure 2.1: A simple one-texel texel block

In some cases, the elements of bulk texture data may not correspond to a conventional texel. For example, in a compressed
texture it is common for the atomic element of the buffer to represent a rectangular block of texels. Alternatively the
representation of the output of a camera may have a repeating pattern according to a Bayer or other layout, as shown in
Figure 2.2. It is this repeating and self-contained atomic unit, termed a texel block, that is described by this standard.
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Source Bayer
colors samples

Figure 2.2: A Bayer-sampled image with a repeating 2x2 RG/GB texel block

The sampling or reconstruction of texel data is not a function of the data format. That is, a texture has the same format
whether it is point sampled or a bicubic filter is used, and the manner of reconstructing full color data from a camera
sensor is not defined. Where information making up the data format has a spatial aspect, this is part of the descriptor:
it is part of the descriptor to define the spatial configuration of color samples in a Bayer sensor or whether the chroma
difference channels in a Y'CpCg format are considered to be centered or co-sited, but not how this information must be
used to generate coordinate-aligned full color values.

The data structure defined in this specification is termed a data format descriptor. This is an extensible block of contiguous
memory, with a defined layout. The size of the data format descriptor depends on its content, but is also stored in a field at
the start of the descriptor, making it possible to copy the data structure without needing to interpret all possible contents.

The data format descriptor is divided into one or more descriptor blocks, each also consisting of contiguous data, as shown
in Table 2.1. These descriptor blocks may, themselves, be of different sizes, depending on the data contained within. The
size of a descriptor block is stored as part of its data structure, allowing applications to process a data format descriptor
while skipping contained descriptor blocks that it does not need to understand. The data format descriptor mechanism is
extensible by the addition of new descriptor blocks.

Data format descriptor

Descriptor block 1

Descriptor block 2

Table 2.1: Data format descriptor and descriptor blocks

The diversity of possible data makes a concise description that can support every possible format impractical. This
document describes one type of descriptor block, a basic descriptor block, that is expected to be the first descriptor block
inside the data format descriptor where present, and which is sufficient for a large number of common formats, particularly
for pixels. Formats which cannot be described within this scheme can use additional descriptor blocks of other types as
necessary.

Later sections of this specification provide a description of the in-memory representation of a number of common com-
pressed texture formats.

2.1 Glossary

Data format: The interpretation of individual elements in bulk data. Examples include the channel ordering and bit
positions in pixel data or the configuration of samples in a Bayer image. The format describes the elements, not the bulk
data itself: an image’s size, stride, tiling, dimensionality, border control modes, and image reconstruction filter are not
part of the format and are the responsibility of the application.

Data format descriptor: A contiguous block of memory containing information about how data is represented, in accor-
dance with this specification. A data format descriptor is a container, within which can be found one or more descriptor
blocks. This specification does not define where or how the the data format descriptor should be stored, only its content.
For example, the descriptor may be directly prepended to the bulk data, perhaps as part of a file format header, or the
descriptor may be stored in a CPU memory while the bulk data that it describes resides within GPU memory; this choice
is application-specific.
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(Data format) descriptor block: A contiguous block of memory with a defined layout, held within a data format descriptor.
Each descriptor block has a common header that allows applications to identify and skip descriptor blocks that it does not
understand, while continuing to process any other descriptor blocks that may be held in the data format descriptor.

Basic (data format) descriptor block: The initial form of descriptor block as described in this standard. Where present, it
must be the first descriptor block held in the data format descriptor. This descriptor block can describe a large number of
common formats and may be the only type of descriptor block that many portable applications will need to support.

Texel block: The units described by the Basic Data Format Descriptor: a repeating element within bulk data. In simple
texture formats, a texel block may describe a single pixel. In formats with subsampled channels, the texel block may
describe several pixels. In a block-based compressed texture, the texel block typically describes the compression block
unit. The basic descriptor block supports texel blocks of up to four dimensions.

Sample: In this standard, texel blocks are considered to be composed of contiguous bit patterns with a single channel or
component type and a single spatial location. A typical ARGB pixel has four samples, one for each channel, held at the
same coordinate. A texel block from a Bayer sensor might have a different location for different channels, and may have
multiple samples representing the same channel at multiple locations. A Y’ CpCpg buffer with downsampled chroma may
have more luma samples than chroma, each at different locations.

Plane: In some formats, a texel block is not contiguous in memory. In a two-dimensional texture, the texel block may be
spread across multiple scan lines, or channels may be stored independently. The basic format descriptor block defines a
texel block as being made of a number of concatenated bits which may come from different regions of memory, where
each region is considered a separate plane. For common formats, it is sufficient to require that the contribution from each
plane is an integer number of bytes. This specification places no requirements on the ordering of planes in memory —
the plane locations are described outside the format. This allows support for multiplanar formats which have proprietary
padding requirements that are hard to accommodate in a more terse representation.

In many existing APIs, planes may be “downsampled” differently. For example, in these APIs, a Y'CgCr (colloquially
YUV) 4:2:0 buffer as in Table 2.2 (with byte offsets shown for each channel/location) would typically be represented with
three planes (Table 2.3), one for each channel, with the luma (Y’) plane containing four times as many pixels as the chroma
(Cp and Cg) planes, and with two horizontal lines of the luma held within the same plane for each horizontal line of the
chroma planes.

Y’ channel
0123

Cg channel

22|23

Table 2.2: Possible memory representation of a 4x4 Y CgCg 4:2:0 buffer

Y’ plane offset 0 byte stride 4 downsample 1x1
Cp plane offset 16 byte stride 2 downsample 2 x2
Cr plane offset 20 byte stride 2 downsample 2 x2

Table 2.3: Plane descriptors for the above Y’ CgCg-format buffer in a conventional API

This approach does not extend logically to more complex formats such as a Bayer grid. Therefore in this specification,
we would instead define the luma channel as in Table 2.4, using two planes, vertically interleaved (in a linear mapping
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between addresses and samples) by the selection of a suitable offset and line stride, with each line of luma samples
contiguous in memory. Only one plane is used for each of the chroma channels (or one plane collectively if the chroma
samples are stored adjacently).

Y plane 1 offset 0 byte stride 8 plane bytes 2
Y plane 2 offset 4 byte stride 8 plane bytes 2
Cp plane offset 16 byte stride 2 plane bytes 1
Cr plane offset 20 byte stride 2 plane bytes 1

Table 2.4: Plane descriptors for the above Y’ CpCg-format buffer using this standard

The same approach can be used to represent a static interlaced image, with a texel block consisting of two planes, one
per field. This mechanism is all that is required to represent a static image without downsampled channels; however
correct reconstruction of interlaced, downsampled color difference formats (such as ¥’ CgCpg), which typically involves
interpolation of the nearest chroma samples in a given field rather than the whole frame, is beyond the remit of this
specification. There are many proprietary and often heuristic approaches to sample reconstruction, particularly for Bayer-
like formats and for multi-frame images, and it is not practical to document them here.

There is no expectation that the internal format used by an API that wishes to make use of the Khronos Data Format
Specification must use this specification’s representation internally: reconstructing downsampling information from this
standard’s representation in order to revert to the more conventional representation should be trivial if required.

There is no requirement that the number of bytes occupied by the texel block be the same in each plane. The descriptor
defines the number of bytes that the texel block occupies in each plane, which for most formats is sufficient to allow
access to consecutive elements. For a two-dimensional data structure, it is up to the controlling interface to resolve byte
stride between consecutive lines. For a three-dimensional structure, the controlling API may need to add a level stride.
Since these strides are determined by the data size and architecture alignment requirements, they are not considered to be
part of the format.
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Chapter 3

Required concepts not in the “format”

This specification encodes how atomic data should be interpreted in a manner which is independent of the layout and
dimensionality of the collective data. Collections of data may have a “compatible format” in that their format descriptor
may be identical, yet be different sizes. Some additional information is therefore expected to be recorded alongside the
“format description”.

The API which controls the bulk data is responsible for controlling which memory location corresponds to the indexing
mechanism chosen. A texel block has the concept of a coordinate offset within the block, which implies that if the data is
accessed in terms of spatial coordinates, a texel block has spatial locality as well as referring to contiguous memory (per
plane). For texel blocks which represent only a single spatial location, this is irrelevant; for block-based compression,
for formats with downsampled channels, or for Bayer-like formats, the texel block represents a finite extent in up to four
dimensions. However, the mapping from coordinate system to the memory location containing a texel block is beyond
the control of this APL

The minimum requirements for accessing a linearly-addressed buffer is to store the start address and a stride (typically
in bytes) between texels in each dimension of the buffer, for each plane contributing to the texel block. For the first
dimension, the memory stride between texels may simply be the byte size of texel block in that plane — this implies that
there are no gaps between texel blocks. For other dimensions, the stride is a function of the size of the data structure being
represented — for example, in a compact representation of a two-dimensional buffer, the texel block at coordinate (x,y+1)
might be found at the address of coordinate (x,y) plus the buffer width multiplied by the texel size in bytes. Similarly in a
three-dimensional buffer, the address of the pixel at (x,y,z+1) may be at the address of (x,y,z) plus the byte size of a two-
dimensional slice of the texture. In practice, even linear layouts may have padding, and often more complex relationships
between coordinates and memory location are used to encourage locality of reference. The details of all of these data
structures are beyond the remit of this specification.

Most simple formats contain a single plane of data. Those formats which require additional planes compared with a
conventional representation are typically downsampled Y'CgCg formats, which already have the concept of separate
storage for different color channels. While this specification uses multiple planes to describe texel blocks that span
multiple scan lines if the data is disjoint, there is no expectation that the API using the data formats needs to maintain
this representation — interleaved planes should be easy to identify and coalesce if the API requires a more conventional
representation of downsampled formats.

Some image representations are composed of tiles of texels which are held contiguously in memory, with the texels within
the tile stored in some order that improves locality of reference for multi-dimensional access. This is a common approach
to improve memory efficiency when texturing. While it is possible to represent such a tile as a large texel block (up to
the maximum representable texel block size in this specification), this is unlikely to be an efficient approach, since a large
number of samples will be needed and the layout of a tile usually has a very limited number of possibilities. In most cases,
the layout of texels within the tile should be described by whatever interface is aware of image-specific information such
as size and stride, and only the format of the texels should be described by a format descriptor.
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The complication to this is where texel blocks larger than a single pixel are themselves encoded using proprietary tiling.
The spatial layout of samples within a texel block is required to be fixed in the basic format descriptor — for example, if
the texel block size is 2x2 pixels, the top left pixel might always be expected to be in the first byte in that texel block.
In some proprietary memory tiling formats, such as ones that store small rectangular blocks in raster order in consecutive
bytes or in Morton order, this relationship may be preserved, and the only proprietary operation is finding the start of
the texel block. In other proprietary layouts such as Hilbert curve order, or when the texel block size does not divide the
tiling size, a direct representation of memory may be impossible. In these cases, it is likely that this data format standard
would be used to describe the data as it would be seen in a linear format, and the mapping from coordinates to memory
would have to be hidden in proprietary translation. As a logical format description, this is unlikely to be critical, since any
software which accesses such a layout will necessarily need proprietary knowledge anyway.
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Chapter 4

Translation to API-specific representations

The data format container described here is too unwieldy to be expected to be used directly in most APIs. The expectation
is that APIs and users will define data descriptors in memory, but have API-specific names for the formats that the
API supports. If these names are enumeration values, a mapping can be provided by having an array of pointers to the
data descriptors, indexed by the enumeration. It may commonly be necessary to provide API-specific supplementary
information in the same array structure, particularly where the API natively associates concepts with the data which is not
uniquely associated with the content.

In this approach, it is likely that an API would predefine a number of common data formats which are natively supported.
If there is a desire to support dynamic creation of data formats, this array could be made extensible with a manager
returning handles.

Even where an API supports only a fixed set of formats, it is flexible to provide a comparison with user-provided format
descriptors in order to establish whether a format is compatible.
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Chapter 5

Data format descriptor

The layout of the data structures described here are assumed to be little-endian for the purposes of data transfer, but may
be implemented in the natural endianness of the platform for internal use.

The data format descriptor consists of a contiguous area of memory, as shown in Table 5.1, divided into one or more
descriptor blocks, which are tagged by the type of descriptor that they contain. The size of the data format descriptor
varies according to its content.

uint32_t totalSize
Descriptor block First descriptor
Descriptor block Second descriptor (optional) etc.

Table 5.1: Data Format Descriptor layout

The totalSize field, measured in bytes, allows the full format descriptor to be copied without need for details of the
descriptor to be interpreted. fotalSize includes its own uint32_t, not just the following descriptor blocks. For example,
we will see below that a four-sample Khronos Basic Data Format Descriptor Block occupies 88 bytes; if there are no other
descriptor blocks in the data format descriptor, the fotalSize field would then indicate 88 + 4 bytes (for the fotalSize field
itself) for a final value of 92.
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Chapter 6

Descriptor block

Each Descriptor Block has the same prefix, shown in Table 6.1.

uint32_t vendorld | (descriptorType << 16)
uint32_t versionNumber | (descriptorBlockSize << 16)

Format-specific data

Table 6.1: Descriptor Block layout

The vendorld is a 16-bit value uniquely assigned to organisations, allocated by Khronos; ID 0 is used to identify Khronos
itself. The ID OxFFFF is reserved for internal use which is guaranteed not to clash with third-party implementations; this
ID should not be shipped in libraries to avoid conflicts with development code.

The descriptorType is a unique identifier defined by the vendor to distinguish between potential data representations.

The versionNumber is vendor-defined, and is intended to allow for backwards-compatible updates to existing descriptor
blocks.

The descriptorBlockSize indicates the size in bytes of this Descriptor Block, remembering that there may be multiple
Descriptor Blocks within one container, as shown in Table 6.2. The descriptorBlockSize therefore gives the offset between
the start of the current Descriptor Block and the start of the next— so the size includes the vendorld, descriptorType,
versionNumber and descriptorBlockSize fields, which collectively contribute 8 bytes.

Having an explicit descriptorBlockSize allows implementations to skip a descriptor block whose format is unknown,
allowing known data to be interpreted and unknown information to be ignored. Some descriptor block types may not be
of a uniform size, and may vary according to the content within.

This specification initially describes only one type of descriptor block. Future revisions may define additional descriptor
block types for additional applications — for example, to describe data with a large number of channels or pixels described
in an arbitrary color space. Vendors can also implement proprietary descriptor blocks to hold vendor-specific information
within the standard Descriptor.
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totalSize

vendorld | (descriptorType << 16)

versionNumber | (descriptorBlockSize << 16)

vendorld | (descriptorType << 16)

versionNumber | (descriptorBlockSize << 16)

Table 6.2: Data format descriptor header and descriptor block headers
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Chapter 7

Khronos Basic Data Format Descriptor Block

One basic descriptor block, shown in Table 7.1 is intended to cover a large amount of metadata that is typically associated
with common bulk data— most notably image or texture data. While this descriptor contains more information about the
data interpretation than is needed by many applications, having a relatively comprehensive descriptor reduces the risk that
metadata needed by different APIs will be lost in translation.

The format is described in terms of a repeating axis-aligned fexel block composed of samples. Each sample contains a
single channel of information with a single spatial offset within the texel block, and consists of an amount of contiguous
data. This descriptor block consists of information about the interpretation of the texel block as a whole, supplemented
by a description of a number of samples taken from one or more planes of contiguous memory. For example, a 24-bit
red/green/blue format may be described as a 1x 1 pixel region, containing three samples, one of each color, in one plane.
A Y'CgCpr 4:2:0 format may consist of a repeating 2x2 region consisting of four ¥’ samples and one sample each of Cp
and Cg.

Byte 0 (LSB) Byte 1 Byte 2 | Byte 3 (MSB)

0 (vendorld) 0 (descriptorType)

0 (versionNumber) 24 + 16 x #samples (descriptorBlockSize)
colorModel colorPrimaries transferFunction flags
texelBlockDimension( texelBlockDimensionl texelBlockDimension2 texelBlockDimension3
bytesPlane0 bytesPlanel bytesPlane2 bytesPlane3
bytesPlane4 bytesPlane5 bytesPlane6 bytesPlane7

Sample information for first sample

Sample information for second sample (optional), etc.

Table 7.1: Basic Data Format Descriptor layout

The fields of the Basic Data Format Descriptor Block are described in the following sections.
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7.1 vendorld

The vendorld for the Basic Data Format Descriptor Block is 0, defined as KHR_DF_VENDORID_KHRONOS in the enum
khr df vendorid e.

7.2 descriptorType

The descriptorType for the Basic Data Format Descriptor Block is 0, a value reserved in the enum of Khronos-specific
descriptor types, khr_df_khr_descriptortype_e, as KHR_DF_KHR_ DESCRIPTORTYPE_BASICFORMAT.

7.3 versionNumber

The versionNumber relating to the Basic Data Format Descriptor Block as described in this specification is 0.

7.4 descriptorBlockSize

The size of the Basic Data Format Descriptor Block depends on the number of samples contained within it. The memory
requirements for this format are 24 bytes of shared data plus 16 bytes per sample. The descriptorBlockSize is measured
in bytes.
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7.5 colorModel

The colorModel determines the set of color (or other data) channels which may be encoded within the data, though there
is no requirement that all of the possible channels from the colorModel be present. Most data fits into a small number of
common color models, but compressed texture formats each have their own color model enumeration. Note that the data
need not actually represent a color —this is just the most common type of content using this descriptor. Some standards
use color container for this concept.

The available color models are described in the khr_df_model_e enumeration, and are represented as an unsigned
8-bit value.

Note that the numbering of the component channels is chosen such that those channel types which are common across
multiple color models have the same enumeration value. That is, alpha is always encoded as channel ID 15, depth is
always encoded as channel ID 14, and stencil is always encoded as channel ID 13. Luma/Luminance is always in channel
ID 0. This numbering convention is intended to simplify code which can process a range of color models. Note that there
is no guarantee that models which do not support these channels will not use this channel ID. Particularly, RGB formats do
not have luma in channel 0, and a 16-channel undefined format is not obligated to represent alpha in any way in channel
number 15.

The value of each enumerant is shown in parentheses following the enumerant name.

7.5.1 KHR_DF_MODEL_UNSPECIFIED (=0)

When the data format is unknown or does not fall into a predefined category, utilities which perform automatic conversion
based on an interpretation of the data cannot operate on it. This format should be used when there is no expectation of
portable interpretation of the data using only the basic descriptor block.

For portability reasons, it is recommended that pixel-like formats with up to sixteen channels, but which cannot have
those channels described in the basic block, be represented with a basic descriptor block with the appropriate number of
samples from UNSPECIFIED channels, and then for the channel description to be stored in an extension block. This
allows software which understands only the basic descriptor to be able to perform operations that depend only on channel
location, not channel interpretation (such as image cropping). For example, a camera may store a raw format taken with a
modified Bayer sensor, with RGBW (red, green, blue and white) sensor sites, or RGBE (red, green, blue and “emerald”).
Rather than trying to encode the exact color coordinates of each sample in the basic descriptor, these formats could
be represented by a four-channel UNSPECIFIED model, with an extension block describing the interpretation of each
channel.

7.5.2 KHR_DF_MODEL_RGBSDA (= 1)

This color model represents additive colors of three channels, nominally red, green and blue, supplemented by channels
for alpha, depth and stencil, as shown in Table 7.2. Note that in many formats, depth and stencil are stored in a completely
independent buffer, but there are formats for which integrating depth and stencil with color data makes sense.

Channel number Name Description
0 KHR_DF_CHANNEL_RGBSDA_RED Red
1 KHR_DF_CHANNEIL_RGBSDA_GREEN Green
2 KHR_DF_CHANNEIL RGBSDA_BLUE Blue
13 KHR_DF_CHANNEL_RGBSDA_STENCIL Stencil
14 KHR_DF_CHANNEL_RGBSDA_DEPTH Depth
15 KHR_DF_CHANNEL_RGBSDA_ALPHA Alpha (opacity)

Table 7.2: Basic Data Format RGBSDA channels

Portable representation of additive colors with more than three primaries requires an extension to describe the full color
space of the channels present. There is no practical way to do this portably without taking significantly more space.
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7.5.3 KHR_DF_MODEL_YUVSDA (= 2)

This color model represents color differences with three channels, nominally luma (Y') and two color-difference chroma
channels, U (Cg) and V (Cg), supplemented by channels for alpha, depth and stencil, as shown in Table 7.3. These formats
are distinguished by Cp and Cg being a delta between the Y’ channel and the blue and red channels respectively, rather
than requiring a full color matrix. The conversion between Y’ CgCg and RGB color spaces is defined in this case by the
choice of value in the colorPrimaries field.

Note
Most single-channel luma/luminance monochrome data formats should select KHR _DF_MODEL_YUVSDA and use only
the Y channel, unless there is a reason to do otherwise.

Channel number Name Description

0 KHR DF CHANNEL_ YUVSDA Y Y/Y' (luma/luminance)
1 KHR_DF_CHANNEL_YUVSDA_CB Cj (alias for U)

1 KHR_DF_CHANNEIL_ YUVSDA_U U (alias for Cp)

2 KHR_DF_CHANNEL_ YUVSDA CR Ck (alias for V)

2 KHR_DF_CHANNEIL_ YUVSDA_V V (alias for Cg)

13 KHR_DF_CHANNEL_YUVSDA_STENCIL Stencil

14 KHR_DF_CHANNEIL_ YUVSDA_DEPTH Depth

15 KHR_DF_CHANNEL_YUVSDA_ALPHA Alpha (opacity)

Table 7.3: Basic Data Format YUVSDA channels

Note

Terminology for this color model is often abused. This model is based on the idea of creating a representation of
monochrome light intensity as a weighted average of color channels, then calculating color differences by subtracting
two of the color channels from this monochrome value. Proper names vary for each variant of the ensuing numbers, but
YUV is colloquially used for all of them. In the television standards from which this terminology is derived, Y CgCr is
more formally used to describe the representation of these color differences.

7.5.4 KHR DF MODEL_ YIQSDA (= 3)

This color model represents color differences with three channels, nominally luma (Y) and two color-difference chroma
channels, I and Q, supplemented by channels for alpha, depth and stencil, as shown in Table 7.4. This format is dis-
tinguished by I and Q each requiring all three additive channels to evaluate. I and Q are derived from Cp and Cy by a
33-degree rotation.

Channel number Name Description
0 KHR_DF_CHANNEIL_ YIQSDA_ Y Y (luma)
1 KHR_DF_CHANNEL_YIQSDA_ I I (in-phase)
2 KHR_DF_ CHANNEL_YIQSDA Q 0 (quadrature)
13 KHR_DF_CHANNEIL YIQSDA STENCIL Stencil
14 KHR_DF_CHANNEIL_ YIQSDA_ DEPTH Depth
15 KHR_DF_CHANNEL_YIQSDA ALPHA Alpha (opacity)

Table 7.4: Basic Data Format YIQSDA channels
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7.5.5 KHR_DF_MODEL_LABSDA (= 4)

This color model represents the ICC perceptually-uniform L*a*b* color space, combined with the option of an alpha

channel, as shown in Table 7.5.

Channel number Name Description
0 KHR DF_CHANNEIL_ LABSDA L L* (luma)
1 KHR_DF_CHANNEL_LABSDA_A a*
2 KHR_DF_CHANNEIL LABSDA_ B b*
13 KHR_DF_CHANNEL_LABSDA_STENCIL Stencil
14 KHR_DF_CHANNEL_LABSDA_DEPTH Depth
15 KHR_DF_CHANNEL_LABSDA ALPHA Alpha (opacity)

Table 7.5: Basic Data Format LABSDA channels

7.5.6 KHR_DF_MODEL_CMYKA (= 5)

This color model represents secondary (subtractive) colors and the combined key (black) channel, along with alpha, as
shown in Table 7.6.

Channel number Name Description
0 KHR_DF_CHANNEIL_CMYKA_ CYAN Cyan
1 KHR_DF_CHANNEL_CMYKA MAGENTA Magenta
2 KHR_DF_CHANNEIL CMYKA YELLOW Yellow
3 KHR_DF_CHANNEL CMYKA KEY Key/Black
15 KHR DF CHANNEIL_CMYKA ALPHA Alpha (opacity)

Table 7.6: Basic Data Format CMYKA channels

7.5.7 KHR_DF_MODEL_XYZW (= 6)

This “color model” represents channel data used for coordinate values, as shown in Table 7.7 — for example, as a repre-
sentation of the surface normal in a bump map. Additional channels for higher-dimensional coordinates can be used by

extending the channel number within the 4-bit limit of the channelType field.

Channel number Name Description
0 KHR_DF_CHANNEL_XYZW X X
1 KHR_DF_CHANNEL_XYZW Y Y
2 KHR_DF_CHANNEL_XYZW_Z zZ
3 KHR_DF_CHANNEL_XYZW W w

Table 7.7: Basic Data Format XYZW channels
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7.5.8 KHR_DF_MODEL_HSVA_ANG (= 7)

This color model represents color differences with three channels, value (luminance or luma), saturation (distance from
monochrome) and hue (dominant wavelength), supplemented by an alpha channel, as shown in Table 7.8. In this model,
the hue relates to the angular offset on a color wheel.

Channel number Name Description
0 KHR_DF_CHANNEL_HSVA_ ANG_VALUE V (value)
1 KHR_DF_CHANNEL_HSVA_ ANG_SATURATION S (saturation)
2 KHR_DF_CHANNEL_HSVA_ ANG_HUE H (hue)
15 KHR_DF_CHANNEL_HSVA ANG_ALPHA Alpha (opacity)

Table 7.8: Basic Data Format angular HSVA channels

7.5.9 KHR DF_MODEL_HSLA_ ANG (= 8)

This color model represents color differences with three channels, lightness (maximum intensity), saturation (distance
from monochrome) and hue (dominant wavelength), supplemented by an alpha channel, as shown in Table 7.9. In this
model, the hue relates to the angular offset on a color wheel.

Channel number Name Description
0 KHR_DF_CHANNEIL_ HSLA_ ANG_ LIGHTNESS L (lightness)
1 KHR_DF_CHANNEIL_ HSLA_ ANG_SATURATION S (saturation)
2 KHR_DF_CHANNEIL_ HSLA_ ANG_HUE H (hue)
15 KHR_DF_ CHANNEL_HSLA ANG ALPHA Alpha (opacity)

Table 7.9: Basic Data Format angular HSLA channels

7.5.10 KHR_DF_MODEL_HSVA_HEX (= 9)

This color model represents color differences with three channels, value (luminance or luma), saturation (distance from
monochrome) and sue (dominant wavelength), supplemented by an alpha channel, as shown in Table 7.10. In this model,

the hue is generated by interpolation between extremes on a color hexagon.

Channel number Name Description
0 KHR_DF_CHANNEL_HSVA_ HEX VALUE V (value)
1 KHR_DF_CHANNEIL HSVA_HEX_ SATURATION S (saturation)
2 KHR_DF_CHANNEIL_ HSVA_HEX HUE H (hue)
15 KHR_DF_CHANNEL_HSVA HEX ALPHA Alpha (opacity)

Table 7.10: Basic Data Format hexagonal HSVA channels
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7.5.11

KHR_DF_MODEL_HSLA_HEX (= 10)

This color model represents color differences with three channels, lightness (maximum intensity), saturation (distance
from monochrome) and hue (dominant wavelength), supplemented by an alpha channel, as shown in Table 7.11. In this
model, the hue is generated by interpolation between extremes on a color hexagon.

Channel number Name Description
0 KHR_DF_CHANNEL_HSLA HEX LIGHTNESS L (lightness)
1 KHR_DF_CHANNEL_HSLA HEX SATURATION S (saturation)
2 KHR_DF_CHANNEL_HSLA HEX HUE H (hue)
15 KHR_DF_CHANNEL_HSLA HEX ALPHA Alpha (opacity)

Table 7.11: Basic Data Format hexagonal HSLA channels

7.5.12 KHR_DF_MODEL_YCGCOA (= 11)

This color model represents low-cost approximate color differences with three channels, nominally luma (Y) and two
color-difference chroma channels, Cg (green/purple color difference) and Co (orange/cyan color difference), supple-
mented by a channel for alpha, as shown in Table 7.12.

Channel number Name Description
0 KHR_DF_CHANNEIL_ YCGCOA_Y Y
1 KHR_DF_CHANNEIL_ YCGCOA_CG Cg
2 KHR_DF_CHANNEL_YCGCOA_CO Co
15 KHR_DF_CHANNEL_YCGCOA_ALPHA Alpha (opacity)

Table 7.12: Basic Data Format YCoCgA channels
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7.6 colorModel for compressed formats

A number of compressed formats are supported as part of khr_df_model_e. In general, these formats will have the
texel block dimensions of the compression block size. Most contain a single sample of channel type O at offset 0,0 —
where further samples are required, they should also be sited at 0,0. By convention, models which have multiple channels
that are disjoint in memory have these channel locations described accurately.

The ASTC family of formats have a number of possible channels, and are distinguished by samples which reference some
set of these channels. The texelBlockDimension fields determine the compression ratio for ASTC.

Floating-point compressed formats have lower and upper limits specified in floating point format. Integer compressed
formats with a lower and upper of 0 and UINT32_MAX (for unsigned formats) or INT32_MIN and INT32_MAX (for
signed formats) are assumed to map the full representable range to 0..1 or -1..1 respectively.

7.6.1 KHR_DF_MODEL_DXT1A/KHR_DF_MODEL_BCI1A (= 128)

This model represents the DXT1 or BC1 format. Channel 0 indicates color. If a second sample is present it should use
channel 1 to indicate that the “special value” of the format should represent transparency — otherwise the “special value”
represents opaque black.

7.6.2 KHR DF_MODEL_DXTZ2/3/KHR_DF_MODEL_BC2 (= 129)

This model represents the DXT2/3 format, also described as BC2. The alpha premultiplication state (the distinction
between DXT?2 and DXT?3) is recorded separately in the descriptor. This model has two channels: ID 0 contains the color
information and ID 15 contains the alpha information. The alpha channel is 64 bits and at offset 0; the color channel
is 64 bits and at offset 64. No attempt is made to describe the 16 alpha samples for this position independently, since
understanding the other channels for any pixel requires the whole texel block.

7.6.3 KHR_DF_MODEL_DXT4/5/KHR_DF_MODEL_BC3 (= 130)
This model represents the DXT4/5 format, also described as BC3. The alpha premultiplication state (the distinction
between DXT4 and DXTY) is recorded separately in the descriptor. This model has two channels: ID 0 contains the color

information and ID 15 contains the alpha information. The alpha channel is 64 bits and at offset O; the color channel is 64
bits and at offset 64.

7.6.4 KHR_DF_MODEL_BC4 (= 131)

This model represents the Direct3D BC4 format for single-channel interpolated 8-bit data. The model has a single channel
of id 0 with offset 0 and length 64 bits.

7.6.5 KHR_DF_MODEL_BCS5 (=132)
This model represents the Direct3D BC5 format for dual-channel interpolated 8-bit data. The model has two channels, O

(red) and 1 (green), which should have their bit depths and offsets independently described: the red channel has offset 0
and length 64 bits and the green channel has offset 64 and length 64 bits.

7.6.6 KHR_DF_MODEL_BC6H (= 133)

This model represents the Direct3D BC6H format for RGB floating-point data. The model has a single channel 0, repre-
senting all three channels, and occupying 128 bits.
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7.6.7 KHR_DF_MODEL_BC7 (= 134)

This model represents the Direct3D BC7 format for RGBA data. This model has a single channel O of 128 bits.

7.6.8 KHR_DF_MODEL_ETC1 (= 160)

This model represents the original Ericsson Texture Compression format, with a guarantee that the format does not rely
on ETC2 extensions. It contains a single channel of RGB data.

7.6.9 KHR_DF_MODEL_ETC2 (= 161)

This model represents the updated Ericsson Texture Compression format, ETC2, and also the related R11 EAC and RG11
EAC formats. Channel ID 0 represents red, and is used for the R11 EAC format. Channel ID 1 represents green, and both
red and green should be present for the RG11 EAC format. Channel ID 2 represents RGB combined content, for ETC2.
Channel 15 indicates the presence of alpha. If the texel block size is 8 bytes and the RGB and alpha channels are co-sited,
“punch through” alpha is supported. If the texel block size is 16 bytes and the alpha channel appears in the first 8 bytes,
followed by 8 bytes for the RGB channel, 8-bit separate alpha is supported.

7.6.10 KHR_DF_MODEL_ASTC (= 162)

This model represents Adaptive Scalable Texture Compression as a single channel in a texel block of 16 bytes. ASTC
HDR (high dynamic range) and LDR (low dynamic range) modes are distinguished by the channelld containing the flag
KHR_DF_SAMPLE_DATATYPE_FLOAT: an ASTC texture that is guaranteed by the user to contain only LDR-encoded
blocks should have the channelld KHR_DF_SAMPLE_DATATYPE_FLOAT bit clear, and an ASTC texture that may
include HDR-encoded blocks should have the channelld KHR_DF_SAMPLE DATATYPE_ FLOAT bit set to 1. ASTC
supports a number of compression ratios defined by different texel block sizes; these are selected by changing the texel
block size fields in the data format. The single sample has a size of 128 bits.

ASTC encoding is described in Chapter 18.
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7.7 colorPrimaries

It is not sufficient to define a buffer as containing, for example, additive primaries. Additional information is required to
define what “red” is provided by the “red” channel. A full definition of primaries requires an extension which provides the
full color space of the data, but a subset of common primary spaces can be identified by the khr_df_primaries_e
enumeration, represented as an unsigned 8-bit integer value.

7.71 KHR_DF_PRIMARIES_UNSPECIFIED (= 0)

This “set of primaries” identifies a data representation whose color representation is unknown or which does not fit into
this list of common primaries. Having an “unspecified” value here precludes users of this data format from being able to
perform automatic color conversion unless the primaries are defined in another way. Formats which require a proprietary
color space — for example, raw data from a Bayer sensor that records the direct response of each filtered sample — can
still indicate that samples represent “red”, “green” and “blue”, but should mark the primaries here as “unspecified” and
provide a detailed description in an extension block.

7.7.2 KHR_DF_PRIMARIES_BT709 (=1)

This value represents the Color Primaries defined by the ITU-R BT.709 specification, which are also shared by sRGB.

RGB data is distinguished between BT.709 and sRGB by the Transfer Function. Conversion to and from BT.709 Y CzCg
(YUV) representation uses the color conversion matrix defined in the BT.709 specification. This is the preferred set of
color primaries used by HDTV and sRGB, and likely a sensible default set of color primaries for common rendering
operations.

KHR_DF_PRIMARIES_SRGB is provided as a synonym for KHR_DF_PRIMARIES_BT709.

7.7.3 KHR_DF_PRIMARIES BT601_EBU (=2)
This value represents the Color Primaries defined in the ITU-R BT.601 specification for standard-definition television,

particularly for 625-line signals. Conversion to and from BT.601 Y'CzCg (YUV) typically uses the color conversion
matrix defined in the BT.601 specification.

7.7.4 KHR_DF_PRIMARIES BT601_SMPTE (= 3)
This value represents the Color Primaries defined in the ITU-R BT.601 specification for standard-definition television,

particularly for 525-line signals. Conversion to and from BT.601 Y'CzCg (YUV) typically uses the color conversion
matrix defined in the BT.601 specification.

7.7.5 KHR_DF_PRIMARIES_BT2020 (=4)

This value represents the Color Primaries defined in the ITU-R BT.2020 specification for ultra-high-definition television.
Conversion to and from BT.2020 Y CgCg (YUV) uses the color conversion matrix defined in the BT.2020 specification.

7.7.6 KHR_DF_PRIMARIES_CIEXYZ (=5)

This value represents the theoretical Color Primaries defined by the International Color Consortium for the ICC XYZ
linear color space.

7.7.7 KHR_DF_PRIMARIES_ACES (= 6)

This value represents the Color Primaries defined for the Academy Color Encoding System.
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7.8 transferFunction

Many color representations contain a non-linear transfer function which maps between a linear (intensity-based) repre-
sentation and a more perceptually-uniform encoding. Common transfer functions are represented as an unsigned 8-bit
integer and encoded in the enumeration khr_df_transfer_e. A fully-flexible transfer function requires an extension
with a full color space definition. Where the transfer function can be described as a simple power curve, applying the
function is commonly known as “gamma correction”. The transfer function is applied to a sample only when the sample’s
KHR _DF_SAMPLE_DATATYPE_LINEAR bit is 0; if this bit is 1, the sample is represented linearly irrespective of the
transferFunction.

When a color model contains more than one channel in a sample and the transfer function should be applied only to a
subset of those channels, the convention of that model should be used when applying the transfer function. For example,
ASTC stores both alpha and RGB data but is represented by a single sample; in ASTC, any sRGB transfer function is not
applied to the alpha channel of the ASTC texture. In this case, the KHR_DF_SAMPLE_DATATYPE_LINEAR bit being
zero means that the transfer function is “applied” to the ASTC sample in a way that only affects the RGB channels. This
is not a concern for most color models, which explicitly store different channels in each sample.

If all the samples are linear, KHR_DF_TRANSFER_LINEAR should be used. In this case, no sample should have the
KHR DF SAMPLE_ DATATYPE_ LINEAR bit set.

The enumerant value for each of the following transfer functions is shown in parentheses alongside the title.

7.8.1 KHR DF_TRANSFER_UNSPECIFIED (=0)

This value should be used when the transfer function is unknown, or specified only in an extension block, precluding
conversion of color spaces and correct filtering of the data values using only the information in the basic descriptor block.

7.8.2 KHR DF_TRANSFER_LINEAR (=1)

This value represents a linear transfer function: for color data, there is a linear relationship between numerical pixel
values and the intensity of additive colors. This transfer function allows for blending and filtering operations to be applied
directly to the data values.

7.8.3 KHR_DF_TRANSFER_SRGB (= 2)

This value represents the non-linear transfer function defined in the sSRGB specification for mapping between numerical
pixel values and intensity.

That is, the conversion from linear (R, G, B) encoding to nonlinear (R',G’, B’) encoding is:

Rx12.92, R < 0.0031308
1.055 x R72 —0.055, R > 0.0031308

1.055 x G21 —0.055, G >0.0031308

Bx12.92, B <0.0031308

R/
Gl
B !
1.055 x Bza —0.055, B> 0.0031308

{G x 12.92, G < 0.0031308
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The corresponding conversion from nonlinear (R',G’, B") encoding to linear (R, G, B) encoding is:

R/
R_ )T e R’ <0.04045
- R'+0.055 \
(T()T) . R > 0.04045
Gl
G G’ <0.04045
- G'+0.055 |~
(froT) , G >0.04045
Bl
g 2o » B’ <0.04045
- B'+0.055 \
(F5082), B > 004045

7.8.4 KHR DF_TRANSFER_ITU (= 3)

This value represents the non-linear transfer function defined by the ITU and used in the BT.601, BT.709 and BT.2020
specifications.

7.8.5 KHR_DF_TRANSFER NTSC (=4)

This value represents the non-linear transfer function defined by the original NTSC television broadcast specification.

Note
More recent formulations of this transfer functions, such as that defined in SMPTE 170M-2004, use it ITU formulation
described above.

7.8.6 KHR DF_TRANSFER_SLOG (= 5)

This value represents a nonlinear Transfer Function used by some Sony video cameras to represent an increased dynamic
range.

7.8.7 KHR_DF_TRANSFER_SLOG2 (= 6)

This value represents a nonlinear Transfer Function used by some Sony video cameras to represent a further increased
dynamic range.

7.9 flags

The format supports some configuration options in the form of boolean flags; these are described in the enumeration
khr_df_ flags_e and represented in an unsigned 8-bit integer value.

7.9.1 KHR DF_FLAG_ALPHA PREMULTIPLIED (=1)

If the KHR_DF_FLAG_ALPHA PREMULTIPLIED bit is set, any color information in the data should be interpreted as
having been previously scaled by the alpha channel when performing blending operations.

The value KHR_DF_FLAG_ALPHA_ STRAIGHT (=0) is provided to represent this flag not being set, which indicates that
the color values in the data should be interpreted as needing to be scaled by the alpha channel when performing blending
operations. This flag has no effect if there is no alpha channel in the format.
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7.10 texelBlockDimension[0..3]

The texelBlockDimension fields define an integer bound on the range of coordinates covered by the repeating block
described by the samples. Four separate values, represented as unsigned 8-bit integers, are supported, corresponding to
successive dimensions. The Basic Data Format Descriptor Block supports up to four dimensions of encoding within a
texel block, supporting, for example, a texture with three spatial dimensions and one temporal dimension. Nothing stops
the data structure as a whole from having higher dimensionality: for example, a two-dimensional texel block can be used
as an element in a six-dimensional look-up table.

The value held in each of these fields is one fewer than the size of the block in that dimension — that is, a value of 0
represents a size of 1, a value of 1 represents a size of 2, etc. A texel block which covers fewer than four dimensions
should have a size of 1 in each dimension that it lacks, and therefore the corresponding fields in the representation should
be 0.

For example, a Y'CpCg 4:2:0 representation may use a Texel Block of 2x2 pixels in the nominal coordinate space,
corresponding to the four ¥’ samples, as shown in Table 7.13. The texel block dimensions in this case would be 2x2x1x 1
(in the X, Y, Z and T dimensions, if the fourth dimension is interpreted as T). The texelBlockDimension[0..3] values would
therefore be:

texelBlockDimension( 1
texelBlockDimensionl 1
texelBlockDimension2 0
texelBlockDimension3 0

Table 7.13: Example Basic Data Format texelBlockDimension values for Y CpCr 4:2:0
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7.11 bytesPlane[0..7]

The Basic Data Format Descriptor divides the image into a number of planes, each consisting of an integer number of
consecutive bytes. The requirement that planes consist of consecutive data means that formats with distinct subsampled
channels —such as Y'CpCg 4:2:0 — may require multiple planes to describe a channel. A typical Y'CgCg 4:2:0 image
has two planes for the Y’ channel in this representation, offset by one line vertically.

The use of byte granularity to define planes is a choice to allow large texels (of up to 255 bytes). A consequence of this
is that formats which are not byte-aligned on each addressable unit, such as 1-bit-per-pixel formats, need to represent a
texel block of multiple samples, covering multiple texels.

A maximum of eight independent planes is supported in the Basic Data Format Descriptor. Formats which require more
than eight planes — which are rare — require an extension.

The bytesPlane[0..7] fields each contain an unsigned 8-bit integer which represents the number of bytes which that plane
contributes to the format. The first field which contains the value 0 indicates that only a subset of the 8 possible planes are
present; that is, planes which are not present should be given the bytesPlane value of 0, and any bytesPlane values after
the first O are ignored. If no bytesPlane value is zero, 8 planes are considered to exist.

As an exception, if bytesPlane0 has the value 0, the first plane is considered to hold indices into a color palette, which is
described by one or more additional planes and samples in the normal way. The first sample in this case should describe
a 1x1x1x1 texel holding an unsigned integer value. The number of bits used by the index should be encoded in this
sample, with a maximum value of the largest palette entry held in sampleUpper. Subsequent samples describe the entries
in the palette, starting at an offset of bit 0. Note that the texel block in the index plane is not required to be byte-aligned
in this case, and will not be for paletted formats which have small palettes. The channel type for the index is irrelevant.

For example, consider a 5-color paletted texture which describes each of these colors using 8 bits of red, green, blue and
alpha. The color model would be RGBSDA, and the format would be described with two planes. byfesPlane0 would be
0, indicating the special case of a palette, and bytesPlanel would be 4, representing the size of the palette entry. The first
sample would then have a number of bits corresponding to the number of bits for the palette —in this case, three bits,
corresponding to the requirements of a 5-color palette. The sampleUpper value for this sample is 4, indicating only 5
palette entries. Four subsequent samples represent the red, green, blue and alpha channels, starting from bit 0 as though
the index value were not present, and describe the contents of the palette. The full data format descriptor for this example
is provided in Table 11.7 as one of the example format descriptors.
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7.12 Sample information

The layout and position of the information within each plane is determined by a number of samples, each consisting of a
single channel of data and with a single corresponding position within the texel block, as shown in Table 7.14.

The bytes from the plane data contributing to the format are treated as though they have been concatenated into a bit
stream, with the first byte of the lowest-numbered plane providing the lowest bits of the result. Each sample consists of a
number of consecutive bits from this bit stream.

If the content for a channel cannot be represented in a single sample, for example because the data for a channel is
non-consecutive within this bit stream, additional samples with the same coordinate position and channel number should
follow from the first, in order increasing from the least significant bits from the channel data.

Note that some native big-endian formats may need to be supported with multiple samples in a channel, since the con-
stituent bits may not be consecutive in a little-endian interpretation. There is an example, Table 11.9, in the list of format
descriptors provided. In this case, the sampleLower and sampleUpper ficlds for the combined sample are taken from the
first sample to belong uniquely to this channel/position pair.

By convention, to avoid aliases for formats, samples should be listed in order starting with channels at the lowest bits of
this bit stream. Ties should be broken by increasing channel type id, as shown in Table 11.14.

The number of samples present in the format is determined by the descriptorBlockSize field. There is no limit on the
number of samples which may be present, other than the maximum size of the Data Format Descriptor Block. There is
no requirement that samples should access unique parts of the bit-stream: formats such as combined intensity and alpha,
or shared exponent formats, require that bits be reused. Nor is there a requirement that all the bits in a plane be used (a
format may contain padding).

Byte 0 (LSB) | Byte 1 Byte 2 Byte 3 (MSB)
bitOffset bitLength channelType
samplePosition0 ‘ samplePositionl samplePosition2 samplePosition3
sampleLower

sampleUpper

Table 7.14: Basic Data Format Descriptor Sample Information

7.12.1 DbitOffset

The bitOffset field describes the offset of the least significant bit of this sample from the least significant bit of the least
significant byte of the concatenated bit stream for the format. Typically the bitOffset of the first sample is therefore 0; a
sample which begins at an offset of one byte relative to the data format would have a bitOffset of 8. The bitOffset is an
unsigned 16-bit integer quantity.

7.12.2 bitLength

The bitLength field describes the number of consecutive bits from the concatenated bit stream that contribute to the
sample. This field is an unsigned 8-bit integer quantity, and stores the number of bits contributed minus 1; thus a single-
byte channel should have a bitLength field value of 7. If a bitLength of more than 256 is required, further samples should
be added; the value for the sample is composed in increasing order from least to most significant bit as subsequent samples
are processed.
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7.12.3 channelType

The channelType field is an unsigned 8-bit quantity.

The bottom four bits of the channelType indicates which channel is being described by this sample. The list of available
channels is determined by the colorModel field of the Basic Data Format Descriptor Block, and the channelType field
contains the number of the required channel within this list— see the colorModel field for the list of channels for each
model.

The top four bits of the channelType are described by the khr_df_sample_datatype_qualifiers_e enumera-
tion:

If the KHR_DF_SAMPLE_DATATYPE_LINEAR bit is not set, the sample value is modified by the transfer function
defined in the format’s transferFunction field; if this bit is set, the sample is considered to contain a linearly-encoded
value irrespective of the format’s transferFunction.

If the KHR_DF_SAMPLE_DATATYPE_EXPONENT bit is set, this sample holds an exponent (in integer form) for this
channel. For example, this would be used to describe the shared exponent location in shared exponent formats (with the
exponent bits listed separately under each channel). An exponent is applied to any integer sample of the same type. If this
bit is not set, the sample is considered to contain mantissa information. If the KHR_DF_SAMPLE_DATATYPE_SIGNED
bit is also set, the exponent is considered to be two’s complement — otherwise it is treated as unsigned. The bias of the
exponent can be determined by the exponent’s sampleLower value. The presence or absence of an implicit leading digit
in the mantissa of a format with an exponent can be determined by the sampleUpper value of the mantissa.

If the KHR_DF_SAMPLE_DATATYPE_SIGNED bit is set, the sample holds a signed value in two’s complement form. If
this bit is not set, the sample holds an unsigned value. It is possible to represent a sign/magnitude integer value by having
a sample of unsigned integer type with the same channel and sample location as a 1-bit signed sample.

If the KHR_DF_SAMPLE_DATATYPE_FLOAT bit is set, the sample holds floating point data in a conventional format of
10, 11 or 16 bits, as described in Chapter 10, or of 32, or 64 bits as described in [IEEE 754]. Unless a genuine unsigned
format is intended, KHR_DF_SAMPLE_DATATYPE_SIGNED should be set. Less common floating point representations
can be generated with multiple samples and a combination of signed integer, unsigned integer and exponent fields, as
described above and in Section 10.4.

7.12.4 samplePosition[0..3]

The sample has an associated location within the 4-dimensional space of the texel block. Each sample has an offset
relative to the 0,0 position of the texel block, determined in units of half a coordinate. This allows the common situation
of downsampled channels to have samples conceptually sited at the midpoint between full resolution samples. Support for
offsets other than multiples of a half coordinates require an extension. The direction of the sample offsets is determined
by the coordinate addressing scheme used by the API. There is no limit on the dimensionality of the data, but if more than
four dimensions need to be contained within a single texel block, an extension will be required.

Each samplePosition is an 8-bit unsigned integer quantity. samplePosition0 is the X offset of the sample, samplePositionl
is the Y offset of the sample, etc. Formats which use an offset larger than 127.5 in any dimension require an extension.

It is legal, but unusual, to use the same bits to represent multiple samples at different coordinate locations.
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7.12.5 sampleLower

sampleLower, combined with sampleUpper, is used to represent the mapping between the numerical value stored in the
format and the conceptual numerical interpretation. For unsigned formats, sampleLower typically represents the value
which should be interpreted as zero (the black point). For signed formats, sampleLower typically represents “-1”. For
color difference models such as Y’ CpCpg, sampleLower represents the lower extent of the color difference range (which
corresponds to an encoding of -0.5 in numerical terms).

If the channel encoding is an integer format, the sampleLower value is represented as a 32-bit integer — signed or unsigned
according to whether the channel encoding is signed. Signed negative values should be sign-extended if the channel has
fewer than 32 bits, such that the value encoded in sampleLower is itself negative. If the channel encoding is a floating
point value, the sampleLower value is also floating point. If the number of bits in the sample is greater than 32, the lowest
representable value for sampleLower is interpreted as the smallest value representable in the channel format.

If the channel consists of multiple co-sited integer samples, for example because the channel bits are non-contiguous,
there are two possible behaviors. If the total number of bits in the channel is less than or equal to 32, the sampleLower
values in the samples corresponding to the least-significant bits of the sample are ignored, and only the sampleLower
from the most-significant sample is considered. If the number of bits in the channel exceeds 32, the sampleLower values
from the sample corresponding to the most-significant bits within any 32-bit subset of the total number are concatenated
to generate the final sampleLower value. For example, a 48-bit signed integer may be encoded in three 16-bit samples.
The first sample, corresponding to the least-significant 16 bits, will have its sampleLower value ignored. The next sample
of 16 bits takes the total to 32, and so the sampleLower value of this sample should represent the lowest 32 bits of the
desired 48-bit virtual sampleLower value. Finally, the third sample indicates the top 16 bits of the 48-bit channel, and its
sampleLower contains the top 16 bits of the 48-bit virtual sampleLower value.

The sampleLower value for an exponent should represent the exponent bias — the value that should be subtracted from
the encoded exponent to indicate that the mantissa’s sampleUpper value will represent 1.0. See Section 10.4 for more
detail on this.

For example, the BT.709 television broadcast standard dictates that the Y’ value stored in an 8-bit encoding should fall
between the range 16 and 235. In this case, sampleLower should contain the value 16.

In OpenGL terminology, a “normalized” channel contains an integer value which is mapped to the range 0..1.0. A
channel which is not normalized contains an integer value which is mapped to a floating point equivalent of the integer
value. Similarly an “snorm” channel is a signed normalized value mapping from -1.0 to 1.0. Setting sampleLower to the
minimum signed integer value representable in the channel is equivalent to defining an “snorm” texture.
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7.12.6 sampleUpper

sampleUpper, combined with sampleLower, is used to represent the mapping between the numerical value stored in
the format and the conceptual numerical interpretation. sampleUpper typically represents the value which should be
interpreted as “1.0” (the “white point™). For color difference models such as Y’ CpCg, sampleUpper represents the upper
extent of the color difference range (which corresponds to an encoding of 0.5 in numerical terms).

If the channel encoding is an integer format, the sampleUpper value is represented as a 32-bit integer — signed or unsigned
according to whether the channel encoding is signed. If the channel encoding is a floating point value, the sampleUpper
value is also floating point. If the number of bits in the sample is greater than 32, the highest representable value for
sampleUpper is interpreted as the largest value representable in the channel format. If the channel encoding is the mantissa
of a custom floating point format (that is, the encoding is integer but the same sample location and channel is shared by
a sample that encodes an exponent), the presence of an implicit “1” digit can be represented by setting the sampleUpper
value to a value one larger than can be encoded in the available bits for the mantissa, as described in Section 10.4.

The sampleUpper value for an exponent should represent the largest conventional legal exponent value. If the encoded
exponent exceeds this value, the encoded floating point value encodes either an infinity or a NaN value, depending on the
mantissa. See Section 10.4 for more detail on this.

If the channel consists of multiple co-sited integer samples, for example because the channel bits are non-contiguous,
there are two possible behaviors. If the total number of bits in the channel is less than or equal to 32, the sampleUpper
values in the samples corresponding to the least-significant bits of the sample are ignored, and only the sampleUpper
from the most-significant sample is considered. If the number of bits in the channel exceeds 32, the sampleUpper values
from the sample corresponding to the most-significant bits within any 32-bit subset of the total number are concatenated
to generate the final sampleUpper value. For example, a 48-bit signed integer may be encoded in three 16-bit samples.
The first sample, corresponding to the least-significant 16 bits, will have its sampleUpper value ignored. The next sample
of 16 bits takes the total to 32, and so the sampleUpper value of this sample should represent the lowest 32 bits of the
desired 48-bit virtual sampleUpper value. Finally, the third sample indicates the top 16 bits of the 48-bit channel, and its
sampleUpper contains the top 16 bits of the 48-bit virtual sampleUpper value.

For example, the BT.709 television broadcast standard dictates that the Y’ value stored in an 8-bit encoding should fall
between the range 16 and 235. In this case, sampleUpper should contain the value 235.

In OpenGL terminology, a “normalized” channel contains an integer value which is mapped to the range 0..1.0. A
channel which is not normalized contains an integer value which is mapped to a floating point equivalent of the integer
value. Similarly an “snorm” channel is a signed normalized value mapping from -1.0 to 1.0. Setting sampleUpper to the
maximum signed integer value representable in the channel for a signed channel type is equivalent to defining an “snorm”
texture. Setting sampleUpper to the maximum unsigned value representable in the channel for an unsigned channel type
is equivalent to defining a “normalized” texture. Setting sampleUpper to ““1” is equivalent to defining an “unnormalized”
texture.

Sensor data from a camera typically does not cover the full range of the bit depth used to represent it. sampleUpper can
be used to specify an upper limit on sensor brightness — or to specify the value which should map to white on the display,
which may be less than the full dynamic range of the captured image.

There is no guarantee or expectation that image data be guaranteed to fall between sampleLower and sampleUpper unless
the users of a format agree that convention.
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Chapter 8

Extension for more complex formats

Some formats will require more channels than can be described in the Basic Format Descriptor, or may have more specific
color requirements. For example, it is expected than an extension will be available which places an ICC color profile
block into the descriptor block, allowing more color channels to be specified in more precise ways. This will significantly
enlarge the space required for the descriptor, and is not expected to be needed for most common uses. A vendor may also
use an extension block to associate metadata with the descriptor — for example, information required as part of hardware
rendering. So long as software which uses the data format descriptor always uses the fotalSize field to determine the size
of the descriptor, this should be transparent to user code.

The extension mechanism is the preferred way to support even simple extensions such as additional color spaces transfer
functions that can be supported by an additional enumeration. This approach improves compatibility with code which is
unaware of the additional values. Simple extensions of this form that have cross-vendor support have a good chance of
being incorporated more directly into future revisions of the specification, allowing application code to distinguish them
by the versionld field.

As an example, consider a single-channel 32-bit depth buffer, as shown in Table 8.1. A tiled renderer may wish to indicate
that this buffer is “virtual”: it will be allocated real memory only if needed, and will otherwise exist only a subset at a time
in an on-chip representation. Someone developing such a renderer may choose to add a vendor-specific extension (with
ID OxFFFF to indicate development work and avoid the need for a vendor ID) which uses a boolean to establish whether
this depth buffer exists only in virtual form. Note that the mere presence or absence of this extension within the data
format descriptor itself forms a boolean, but for this example we will assume that an extension block is always present,
and that a boolean is stored within. We will give the enumeration 32 bits, in order to simplify the possible addition of
further extensions.

In this example (which should not be taken as an implementation suggestion), the data descriptor would first contain a
descriptor block describing the depth buffer format as conventionally described, followed by a second descriptor block
that contains only the enumeration. The descriptor itself has a fofalSize that includes both of these descriptor blocks.

It is possible for a vendor to use the extension block to store peripheral information required to access the image — plane
base addresses, stride, etc. Since different implementations have different kinds of non-linear ordering and proprietary
alignment requirements, this is not described as part of the standard. By many conventional definitions, this information is
not part of the “format”, and particularly it ensures that an identical copy of the image will have a different descriptor block
(because the addresses will have changed) and so a simple bitwise comparison of two descriptor blocks will disagree even
though the “format” matches. Additionally, many APIs will use the format descriptor only for external communication,
and have an internal representation that is more concise and less flexible. In this case, it is likely that address information
will need to be represented separately from the format anyway. For these reasons, it is an implementation choice whether
to store this information in an extension block, and how to do so, rather than being specified in this standard..
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56 (totalSize: total size of the two blocks plus one 32-bit value)

Basic descriptor block

0 (vendorld) 0 (descriptorType)
0 (versionNumber) 40 (descriptorBlockSize)
RGBSDA (colorModel) UNSPECIFIED UNSPECIFIED 0 (flags)
(colorPrimaries) (transferFunction)
0 0 0 0
(texelBlockDimension0) (texelBlockDimensionl) (texelBlockDimension2) (texelBlockDimension3)
4 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the depth value
0 (bitOffset) 31 (= “32”) (bitLength) SIGNED | FLOAT |

DEPTH

0 (samplePosition0)

‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0xbf800000 (sampleLower: -1.0f)

0x3£800000U (sampleUpper: 1.0f)

Extension descriptor block

OxFFFF (vendorld)

0 (descriptorType)

0 (versionNumber)

12 (descriptorBlockSize)

Data specific to the extension follows

1 (buffer is “virtual”)

Table 8.1: Example of a depth buffer with an extension to indicate a virtual allocation
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Chapter 9

Frequently Asked Questions

9.1 Why have a binary format rather than a human-readable one?

While it is not expected that every new container will have a unique data descriptor or that analysis of the data format
descriptor will be on a critical path in an application, it is still expected that comparison between formats may be time-
sensitive. The data format descriptor is designed to allow relatively efficient queries for subsets of properties, to allow a
large number of format descriptors to be stored, and to be amenable to hardware interpretation or processing in shaders.
These goals preclude a text-based representation such as an XML schema.

9.2 Why not use an existing representation such as those on FourCC.org?

Formats in FourCC.org do not describe in detail sufficient information for many APIs, and are sometimes inconsistent.

9.3 Why have a descriptive format?

Enumerations are fast and easy to process, but are limited in that any software can only be aware of the enumeration values
in place when it was defined. Software often behaves differently according to properties of a format, and must perform
a look-up on the enumeration — if it knows what it is—in order to change behaviors. A descriptive format allows for
more flexible software which can support a wide range of formats without needing each to be listed, and simplifies the
programming of conditional behavior based on format properties.

9.4 Why describe this standard within Khronos?

Khronos supports multiple standards that have a range of internal data representations. There is no requirement that this
standard be used specifically with other Khronos standards, but it is hoped that multiple Khronos standards may use this
specification as part of a consistent approach to inter-standard operation.

9.5 Why should I use this format if | don’t need most of the fields?

While a library may not use all the data provided in the data format descriptor that is described within this standard, it is
common for users of data— particularly pixel-like data— to have additional requirements. Capturing these requirements
portably reduces the need for additional metadata to be associated with a proprietary descriptor. It is also common
for additional functionality to be added retrospectively to existing libraries — for example, Y’ CpCg support is often an
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afterthought in rendering APIs. Having a consistent and flexible representation in place from the start can reduce the pain
of retrofitting this functionality.

Note that there is no expectation that the format descriptor from this standard be used directly, although it can be. The
impact of providing a mapping between internal formats and format descriptors is expected to be low, but offers the
opportunity both for simplified access from software outside the proprietary library and for reducing the effort needed to
provide a complete, unambiguous and accurate description of a format in human-readable terms.

9.6 Why not expand each field out to be integer for ease of decoding?

There is a trade-off between size and decoding effort. It is assumed that data which occupies the same 32-bit word may
need to be tested concurrently, reducing the cost of comparisons. When transferring data formats, the packing reduces the
overhead. Within these constraints, it is intended that most data can be extracted with low-cost operations, typically being
byte-aligned (other than sample flags) and with the natural alignment applied to multi-byte quantities.

9.7 Can this descriptor be used for text content?

For simple ASCII content, there is no reason that plain text could not be described in some way, and this may be useful
for image formats that contain comment sections. However, since many multilingual text representations do not have a
fixed character size, this use is not seen as an obvious match for this standard.
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Chapter 10

Floating-point formats

Some common floating-point numeric representations are defined in [[EEE 754]. Additional floating point formats are
defined in this section.

10.1 16-bit floating-point numbers

A 16-bit floating-point number has a 1-bit sign (S), a 5-bit exponent (E), and a 10-bit mantissa (M). The value V of a
16-bit floating-point number is determined by the following:

(—1)5x 0.0, E=0,M=0
(— 1) x 271 I, E=0,M#0
V=1 (~1)Sx 2515 x ( 210) 0<E <3l
(— ) x Inf, E=31,M=0
NaN, E=31,M#0

If the floating-point number is interpreted as an unsigned 16-bit integer N, then
S— N mod 65536
N 32768

E_ N mod 32768
o 1024
M = N mod 1024.

10.2 Unsigned 11-bit floating-point numbers

An unsigned 11-bit floating-point number has no sign bit, a 5-bit exponent (£), and a 6-bit mantissa (M). The value V of
an unsigned 11-bit floating-point number is determined by the following:

0.0, E=0M=0
l4 —
27 X E=0,M+#0
V=928 x(1+%), 0<E<3I
Inf, E=31,M=0
NaN, E=31,M#0

If the floating-point number is interpreted as an unsigned 11-bit integer N, then

|3

M = N mod 64.
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10.3 Unsigned 10-bit floating-point numbers

An unsigned 10-bit floating-point number has no sign bit, a 5-bit exponent (E), and a 5-bit mantissa (M). The value V of
an unsigned 10-bit floating-point number is determined by the following:

0.0, E=0,M=0
-4 M —
2714 M E=0,M+#0
V=928 x(1+%), 0<E<3I
Inf, E=31,M=0
NaN, E=31,M#0

If the floating-point number is interpreted as an unsigned 10-bit integer N, then

|3

M = N mod 32.

10.4 Non-standard floating point formats

Rather than attempting to enumerate every possible floating-point format variation in this specification, the data format
descriptor can be used to describe the components of arbitrary floating-point data, as follows. Note that non-standard
floating point formats do not use the KHR_DF__SAMPLE_DATATYPE_FLOAT bit.

An example of use of the 16-bit floating point format described in Section 10.1 but described in terms of a custom floating
point format is provided in Table 11.16. Note that this is provided for example only, and this particular format would be
better described using the standard 16-bit floating point format as documented in Table 11.17.

10.4.1 The mantissa

The mantissa of a custom floating point format should be represented as an integer channelType. If the mantissa represents
a signed quantity encoded in two’s complement, the KHR_DF_SAMPLE_DATATYPE_SIGNED bit should be set. To
encode a signed mantissa represented in sign-magnitude format, the main part of the mantissa should be represented as
an unsigned integer quantity (with KHR_DF_SAMPLE_DATATYPE_SIGNED not set), and an additional one-bit sample
with KHR_DF_SAMPLE_DATATYPE_SIGNED set should be used to identify the sign bit. By convention, a sign bit
should be encoded in a later sample than the corresponding mantissa.

The sampleUpper and sampleLower values for the mantissa should be set to indicate the representation of 1.0 and 0.0 (for
unsigned formats) or -1.0 (for signed formats) respectively when the exponent is in a O position after any bias has been
corrected. If there is an implicit “1” bit, these values for the mantissa will exceed what can be represented in the number
of available mantissa bits.

For example, the shared exponent formats shown in Table 11.10 does not have an implicit “1” bit, and therefore the
sampleUpper values for the 9-bit mantissas are 256 — this being the mantissa value for 1.0 when the exponent is set to 0.

For the 16-bit signed floating point format described in Section 10.1, sampleUpper should be set to 1024, indicating the
implicit “1” bit which is above the 10 bits representable in the mantissa. sampleLower should be 0 in this case, since the
mantissa uses a sign-magnitude representation.

By convention, the sampleUpper and sampleLower values for a sign bit are 0 and -1 respectively.

10.5 The exponent

The KHR_DF_SAMPLE_DATATYPE_ EXPONENT bit should be set in a sample which contains the exponent of a custom
floating point format.
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The sampleLower for the exponent should indicate the exponent bias. That is, the mantissa should be scaled by two raised
to the power of the stored exponent minus this sampleLower value.

The sampleUpper for the exponent indicates the maximum legal exponent value. Values above this are used to encode
infinities and not-a-number (NaN) values. sampleUpper can therefore be used to indicate whether or not the format
supports these encodings.

10.6 Special values

Floating point values encoded with an exponent of O (before bias) and a mantissa of 0 are used to represent the value 0.
An explicit sign bit can distinguish between +0 and -0.

Floating point values encoded with an exponent of 0 (before bias) and a non-zero mantissa are assumed to indicate a
denormalized number, if the format has an implicit “1” bit. That is, when the exponent is 0, the “1” bit becomes explicit
and the exponent is considered to be the negative sample bias minus one.

Floating point values encoded with an exponent larger than the exponent’s sampleUpper value and with a mantissa of 0
are interpreted as representing +/- infinity, depending on the value of an explicit sign bit. Note that in some formats, no
exponent above sampleUpper is possible — for example, Table 11.10.

Floating point values encoded with an exponent larger than the exponent’s sampleUpper value and with a mantissa of
non-0 are interpreted as representing not-a-number (NaN).

Note that these interpretations are compatible with the corresponding numerical representations in [IEEE 754].

10.7 Conversion formulae

Given an optional sign bit S, a mantissa value of M and an exponent value of E, a format with an implicit “1” bit can be
converted from its representation to a real value as follows:

(—1)5x0. o E=0,M=0
S EampleLower— 1) B /S =
( ) 4 X MvamplcUpper ’ E O’ M # O
V = ( I)S ZE E_gamP/cLuwer X (1 m O0<E S EsampleUpper
( )S X Inf7 E> EsampleUpperaM =0
NaN, E> EsampleUppervM 7é 0.

If there is no implicit “1” bit (that is, the sampleUpper value of the mantissa is representable in the number of bits assigned
to the mantissa), the value can be converted to a real value as follows:

(— 1)S X 2E_E‘m"’plgu"w‘)r X (m) ) 0 <E S EsampleUPPEr
V= (_1)5 X II’Lf, E> EsumpleUpperaM =0
Nan E> EsampleUppervM 7é 0.
A descriptor block for a format without an implicit “1” (and with the added complication of having the same exponent
bits shared across multiple channels, which is why an implicit “1” bit does not make sense) is shown in Table 11.10. In
the case of this particular example, the above equations simplify to:
red = redshared X Z(exPsharedefN)

green = greeng, oq X 2 (€xpsharea —B—N)

blue = bluegyreq X 2(Psharea—B—N)
Where:
N =9 (= number of mantissa bits per component)
B =15 (= exponent bias)
Note that in general conversion from a real number fo any representation may require rounding, truncation and special

value management rules which are beyond the scope of a data format specification and may be documented in APIs which
generate these formats.
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Chapter 11

Example format descriptors

Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
92 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 88 (descriptorBlockSize)
RGBSDA (colorModel) BT709 (colorPrimaries) SRGB (transferFunction) | PREMULTIPLIED (flags)
0 (texelBlockDimension0) | 0O (texelBlockDimensionl) | O (texelBlockDimension2) | 0O (texelBlockDimension3)
4 (bytesPlane0) O (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample
0 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (RED)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the second sample

8 (bitOffset) 7 (= “8”) (bitLength) 1 (channelType) (GREEN)

0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (samplePosition0) ‘

0 (sampleLower)

255 (sampleUpper)

Sample information for the third sample

16 (bitOffset) 7 (= “8”) (bitLength) 2 (channelType) (BLUE)

0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the fourth sample

31 (channelType)

24 (bitOffset) (ALPHA | LINEAR)

7 (= “8”) (bitLength)

0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Table 11.1: Four co-sited 8-bit SRGB channels, assuming premultiplied alpha
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
76 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 72 (descriptorBlockSize)
RGBSDA (colorModel) BT7009 (colorPrimaries) |LINEAR (fransferFunction)| ALPHA_STRAIGHT (flags)
0 (texelBlockDimension0) | O (texelBlockDimensionl) | O (texelBlockDimension2) | 0O (texelBlockDimension3)
2 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample: 5 bits of blue
0 (bitOffset) 4 (= “5”) (bitLength) 2 (channelType) (BLUE)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

31 (sampleUpper)

Sample information for the second sample: 6 bits of green

5 (bitOffset)

5 (= “6”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

|

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

63 (sampleUpper)

Sample information for the third sample: 5 bits of red

11 (bitOffset)

4 (= “57) (bitLength)

0 (channelType) (RED)

0 (samplePosition0)

|

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

31 (sampleUpper)

Table 11.2: 565 RGB packed 16-bit format as written to memory by a little-endian architecture

Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
44 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 40 (descriptorBlockSize)
YUVSDA (colorModel) BT709 (colorPrimaries) ITU (transferFunction) | ALPHA_ STRAIGHT (flags)
0 (texelBlockDimension0) | 0 (texelBlockDimensionl) | O (texelBlockDimension2) | 0 (texelBlockDimension3)
4 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample
0 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (Y)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Table 11.3: A single 8-bit monochrome channel




41 /144

Byte 0 (LSB)

Byte 1 Byte 2

Byte 3 (MSB)

156 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

152 (descriptorBlockSize)

YUVSDA (colorModel)

BT709 (colorPrimaries)

LINEAR (fransferFunction)

ALPHA_STRAIGHT (flags)

7 (texelBlockDimension0)

0 (texelBlockDimensionl)

0 (texelBlockDimension2)

0 (texelBlockDimension3)

1 (bytesPlane0)

0 (bytesPlanel)

0 (bytesPlane2)

0 (bytesPlane3)

0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample
0 (bitOffset) 0 (= “1”) (bitLength) 0 (channelType) (Y)

0 (samplePosition0) ‘

0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the second sample

1 (bitOffset)

0 (=“17”) (bitLength)

0 (channelType) (Y)

2 (samplePosition0) ‘

0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the third sample

2 (bitOffset)

0 (= “17) (bitLength)

0 (channelType) (Y)

4 (samplePosition0) ‘

0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Table 11.4: A single 1-bit monochrome channel, as an 81 texel block to allow byte-alignment, part 1 of 2
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
Sample information for the fourth sample
3 (bitOffset) 0 (=“1”) (bitLength) 0 (channelType) (Y)

6 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the fifth sample

4 (bitOffset)

0 (= “1”) (bitLength)

0 (channelType) (Y)

8 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the sixth sample

5 (bitOffset)

0 (= “1”) (bitLength)

0 (channelType) (Y)

10 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the seventh sample

6 (bitOffset)

0 (=“1”) (bitLength)

0 (channelType) (Y)

12 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Sample information for the eighth sample

7 (bitOffset)

0 (= “17) (bitLength)

0 (channelType) (Y)

14 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

1 (sampleUpper)

Table 11.5: A single 1-bit monochrome channel, as an 8 x 1 texel block to allow byte-alignment, part 2 of 2




43/144

Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
92 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 88 (descriptorBlockSize)
RGBSDA (colorModel) BT709 (colorPrimaries) SRGB (transferFunction) | ALPHA_STRAIGHT (flags)
1 (texelBlockDimension0) | 1 (texelBlockDimensionl) | O (texelBlockDimension2) | 0O (texelBlockDimension3)
2 (bytesPlane0) 2 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample
0 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (RED)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the second sample

8 (bitOffset)

7 (= “8”) (bitLength)

1 (channelType) (GREEN)

2 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the third sample

16 (bitOffset)

7 (= *8”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0) ‘ 2 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the fourth sample

24 (bitOffset)

7 (=*8”) (bitLength)

2 (channelType) (BLUE)

2 (samplePosition0)

2 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Table 11.6: 2x2 Bayer pattern: four 8-bit distributed sSRGB channels, spread across two lines (as two planes)
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Byte 0 (LSB)

Byte 1 Byte 2

Byte 3 (MSB)

108 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

104 (descriptorBlockSize)

RGBSDA (colorModel) BT709 (colorPrimaries) SRGB (transferFunction) | PREMULTIPLIED (flags)
0 (texelBlockDimension0) | 0 (texelBlockDimensionl) | 0 (texelBlockDimension2) | 0 (texelBlockDimension3)
0 (bytesPlane0) 4 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)

0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the palette index

0 (bitOffset) 2 (= “3”) (bitLength) 0 (channelType) (irrelevant)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

4 (sampleUpper) — this specifies that there are 5 palette entries

Sample information for the first sample

0 (bitOffset)

7 (=*8”) (bitLength)

0 (channelType) (RED)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the second sample

8 (bitOffset)

7 (= “8”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the third sample

16 (bitOffset)

7 (= “8”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the fourth sample

24 (bitOffset)

7 (=“8”) (bitLength)

31 (channelType)
(ALPHA | LINEAR)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Table 11.7: Four co-sited 8-bit channels in the SRGB color space described by an 5-entry, 3-bit palette
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
124 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 120 (descriptorBlockSize)
YUVSDA (colorModel) BT709 (colorPrimaries) ITU (transferFunction) | ALPHA_STRAIGHT (flags)
1 (texelBlockDimension0) | 1 (texelBlockDimensionl) | O (texelBlockDimension2) | O (texelBlockDimension3)
2 (bytesPlane0) 2 (bytesPlanel) 1 (bytesPlane2) 1 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first ¥ sample
0 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (Y)
0 (samplePosition0) 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)
16 (sampleLower)

235 (sampleUpper)

Sample information for the second Y sample

8 (bitOffset)

7 (= “8”) (bitLength)

0 (channelType) (Y)

2 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

16 (sampleLower)

235 (sampleUpper)

Sample information for the third ¥ sample

16 (bitOffset)

7 (=“8”) (bitLength)

0 (channelType) (Y)

0 (samplePosition0)

2 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

16 (sampleLower)

235 (sampleUpper)

Sample information for the fourth ¥ sample

24 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (Y)
2 (samplePosition0) ‘ 2 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)
16 (sampleLower)

235 (sampleUpper)

Sample information for the U sample

32 (bitOffset) 7 (= “8”) (bitLength) 1 (channelType) (U)

1 (samplePosition0) 1 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)
16 (sampleLower)
240 (sampleUpper)

Sample information for the V sample

36 (bitOffset) 7 (= “8”) (bitLength) 2 (channelType) (V)

1 (samplePosition0) ‘ 1 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)
16 (sampleLower)
240 (sampleUpper)

Table 11.8: Y CpCg 4:2:0: BT.709 reduced-range data, with Cg and Cg aligned to the midpoint of the Y samples
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Byte 0 (LSB)

Byte 1

Byte 2

Byte 3 (MSB)

92 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

88 (descriptorBlockSize)

RGBSDA (colorModel) BT709 (colorPrimaries) SRGB (transferFunction) | ALPHA_STRAIGHT (flags)

0 (texelBlockDimension0) | O (texelBlockDimensionl) | O (texelBlockDimension2) | 0O (texelBlockDimension3)
2 (bytesPlane0) O (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)

Sample information for the first sample: bit 0 belongs to green, bits 0..2 of channel in 1

3.

15

13 (bitOffset)

2 (=*3”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

63 (sampleUpper)

Sample information for the second sample: bits 3..5 of green in 0..2

0 (bitOffset)

2 (= “3”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower) — ignored, taken from first sample

0 (sampleUpper) — ignored, taken from first sample

Sample information for the third sample

3 (bitOffset)

4 (= “5”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

31 (sampleUpper)

Sample information for the fourth sample

8 (bitOffset)

4 (= “5”) (bitLength)

1 (channelType) (RED)

0 (samplePosition0)

‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

31 (sampleUpper)

Table 11.9: 565 RGB packed 16-bit format as written to memory by a big-endian architecture
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
124 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 120 (descriptorBlockSize)
RGBSDA (colorModel) BT7009 (colorPrimaries) |LINEAR (transferFunction)| ALPHA_STRAIGHT (flags)
0 (texelBlockDimension0) | 0O (texelBlockDimensionl) | O (texelBlockDimension2) | 0 (texelBlockDimension3)
4 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the R mantissa
0 (bitOffset) 8 (=“9”) (bitLength) 0 (channelType) (RED)
0 (samplePosition0) 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

256 (sampleUpper) — mantissa at 1.0

Sample information for the R exponent

27 (bitOffset)

4 (= “5”) (bitLength)

32 (channelType)
(RED | EXPONENT)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — exponent bias

Sample information for the G mantissa

9 (bitOffset)

8 (= “9”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

256 (sampleUpper) — mantissa at 1.0

Sample information for the G exponent

27 (bitOffset)

4 (= “5”) (bitLength)

33 (channelType)
(GREEN | EXPONENT)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — exponent bias

Sample information for the B mantissa

18 (bitOffset)

8 (= “9”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

256 (sampleUpper) — mantissa at 1.0

Sample information for the B exponent

27 (bitOffset)

4 (= “5”) (bitLength)

34 (channelType)
(BLUE | EXPONENT)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — exponent bias

Table 11.10: ROGI9BYES shared-exponent format
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Byte 0 (LSB)

Byte 1 Byte 2

Byte 3 (MSB)

108 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

104 (descriptorBlockSize)

RGBSDA (colorModel)

BT709 (colorPrimaries)

LINEAR (fransferFunction)

ALPHA_STRAIGHT (flags)

0 (texelBlockDimension0)

0 (texelBlockDimensionl)

0 (texelBlockDimension2)

0 (texelBlockDimension3)

1 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the R value and tint (shared low bits)
0 (bitOffset) 3 (= “4”) (bitLength) 0 (channelType) (RED)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — unique R upper value

Sample information for the G tint (shared low bits)

0 (bitOffset)

1 (= “2”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

0 (sampleUpper) — ignored, not unique

Sample information for the G unique (high) bits

4 (bitOffset)

1 (=“27) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — unique G upper value

Sample information for the B tint (shared low bits)

0 (bitOffset)

1 (=“2”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

0 (sampleUpper) — ignored, not unique

Sample information for the B unique (high) bits

6 (bitOffset)

1 (= “2”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

15 (sampleUpper) — unique B upper value

Table 11.11: Acorn 256-color format (2 bits each independent RGB, 2 bits shared “tint”)
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
220 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 216 (descriptorBlockSize) — 12 samples
YUVSDA (colorModel) BT709 (colorPrimaries) ITU (transferFunction) | ALPHA_STRAIGHT (flags)
5 (dimension0) 0 (dimensionl) 0 (dimension2) 0 (dimension3)
16 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the shared U0/U1 value
0 (bitOffset) 9 (= “10”) (bitLength) 1 (channelType) (U)
| (assume mid-sited) | 0 0 0
0 (sampleLower)
1023 (sampleUpper)
Sample information for the Y'0 value
10 (bitOffset) 9 (=“10”) (bitLength) 0 (channelType) (Y)
0 \ 0 0 0
0 (sampleLower)
1023 (sampleUpper)
Sample information for the shared VO/VI value
20 (bitOffset) 9 (=“10”) (bitLength) 2 (channelType) (V)
1 (assume mid-sited) ‘ 0 0 0

0 (sampleLower)

1023 (sampleUpper)

Sample information for the Y’/ value

32 (bitOffset) 9 (= “10”) (bitLength) 0 (channelType) (Y)
2 \ 0 0 0
0 (sampleLower)
1023 (sampleUpper)
Sample information for the shared U2/U3 value
42 (bitOffset) 9 (= “10”) (bitLength) 1 (channelType) (U)
5 (assume mid-sited) ‘ 0 0 0
0 (sampleLower)
1023 (sampleUpper)
Sample information for the ¥'2 value
52 (bitOffset) 9 (=“10”) (bitLength) 0 (channelType) (Y)
4 \ 0 0 0

0 (sampleLower)

1023 (sampleUpper)

Table 11.12: V210 format (full-range Y’ CpCpg) part 1 of 2




50/ 144

Byte 0 (LSB) \ Byte 1 Byte 2

Byte 3 (MSB)

Sample information for the shared V2/V3 value

64 (bitOffset) 9 (= “10”) (bitLength)

2 (channelType) (V)

5 (assume mid-sited) ‘ 0 0

0

0 (sampleLower)

1023 (sampleUpper)

Sample information for the Y'3 value

74 (bitOffset) 9 (= “10”) (bitLength)

0 (channelType) (Y)

6 \ 0 0

0

0 (sampleLower)

1023 (sampleUpper)

Sample information for the shared U4/U5 value

84 (bitOffset) 9 (=“10”) (bitLength) 1 (channelType) (U)
9 (assume mid-sited) ‘ 0 0 0
0 (sampleLower)
1023 (sampleUpper)
Sample information for the ¥'4 value
96 (bitOffset) 9 (= “10”) (bitLength) 0 (channelType) (Y)
8 \ 0 0 0

0 (sampleLower)

1023 (sampleUpper)

Sample information for the shared V4/V5 value

106 (bitOffset) 9 (= “10”) (bitLength)

2 (channelType) (V)

9 (assume mid-sited) ‘ 0 0

0

0 (sampleLower)

1023 (sampleUpper)

Sample information for the Y'4 value

116 (bitOffset) 9 (= “10”) (bitLength)

0 (channelType) (Y)

10 \ 0 0

0

0 (sampleLower)

1023 (sampleUpper)

Table 11.13: V210 format (full-range Y’ CpCr) part 2 of 2
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Byte 0 (LSB)

Byte 1 Byte 2

Byte 3 (MSB)

92 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

88 (descriptorBlockSize)

RGBSDA (colorModel)

BT709 (colorPrimaries)

LINEAR (transferFunction)

PREMULTIPLIED (flags)

0 (texelBlockDimension0)

0 (texelBlockDimensionl)

0 (texelBlockDimension2)

0 (texelBlockDimension3)

1 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample
0 (bitOffset) 7 (= “8”) (bitLength) 0 (channelType) (RED)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the second sample

0 (bitOffset)

7 (= *8”) (bitLength)

1 (channelType) (GREEN)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the third sample

0 (bitOffset)

7 (=*8”) (bitLength)

2 (channelType) (BLUE)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Sample information for the fourth sample

0 (bitOffset)

7 (= “8”) (bitLength)

31 (channelType)
(ALPHA | LINEAR)

0 (samplePosition0)

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower)

255 (sampleUpper)

Table 11.14: Intensity-alpha format showing aliased samples
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Byte 0 (LSB) Byte 1

Byte 2

Byte 3 (MSB)

76 (totalSize)

0 (vendorld)

0 (descriptorType)

0 (versionNumber)

72 (descriptorBlockSize)

LINEAR (transferFunction)

ALPHA_STRAIGHT (flags)

0 (texelBlockDimension2)

0 (texelBlockDimension3)

0 (bytesPlane2)

0 (bytesPlane3)

RGBSDA (colorModel) BT709 (colorPrimaries)
0 (texelBlockDimension0) | O (texelBlockDimensionl)
6 (bytesPlane0) O (bytesPlanel)
0 (bytesPlane4) 0 (bytesPlane5)

0 (bytesPlane6)

0 (bytesPlane7)

Sample information for the first sample

32 (bitOffset)

15 (= “16”) (bitLength)

64 (channelType)
(RED | SIGNED)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0 (sampleLower) — ignored,

overridden by second sample

0 (sampleUpper) —ignored,

overridden by second sample

Sample information for the second sample

16 (bitOffset)

15 (= “16”) (bitLength)

64 (channelType)
(RED | SIGNED)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0x00000000 (sampleLower)— bottom 32 bits of sampleLower

OxFFFFFFFF (sampleUpper) — bottom 32 bits of sampleUpper

Sample information for the third sample

0 (bitOffset)

15 (= “16”) (bitLength)

64 (channelType)
(RED | SIGNED)

0 (samplePosition0) ‘ 0 (samplePositionl)

0 (samplePosition2)

0 (samplePosition3)

0xFFFF8000 (sampleLower) — top 16 bits of sampleLower, sign-extended

Ox7FFF (sampleUpper)— top 16 bits of sampleUpper

Table 11.15: A 48-bit signed middle-endian red channel: three co-sited 16-bit little-endian words, high word first
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Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
76 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 72 (descriptorBlockSize)
RGBSDA (colorModel) BT7009 (colorPrimaries) |LINEAR (fransferFunction)| ALPHA_STRAIGHT (flags)
0 (texelBlockDimension0) | O (texelBlockDimensionl) | O (texelBlockDimension2) | O (texelBlockDimension3)
2 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information for the first sample (mantissa)
0 (bitOffset) 9 (= “10”) (bitLength) 0 (channelType) (RED)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0 (sampleLower)

1024 (sampleUpper) — implicit 1

Sample information for the second sample (sign bit)

15 (bitOffset)

0 (= “17) (bitLength)

64 (channelType)
(RED | SIGNED)

0 (samplePosition0)

|

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

OxFFFFFFFF (sampleLower)

0x0 (sampleUpper)

Sample information for the third sample (exponent)

10 (bitOffset)

4 (= “5”) (bitLength)

32 (channelType)
(RED | EXPONENT)

0 (samplePosition0)

|

0 (samplePositionl) 0 (samplePosition2)

0 (samplePosition3)

15 (sampleLower) — bias

30 (sampleUpper) — support for infinities (because 31 can be encoded)

Table 11.16: A single 16-bit floating-point red value, described explicitly (example only!)

Byte 0 (LSB) Byte 1 Byte 2 Byte 3 (MSB)
44 (totalSize)
0 (vendorld) 0 (descriptorType)
0 (versionNumber) 40 (descriptorBlockSize)
RGBSDA (colorModel) BT709 (colorPrimaries) |LINEAR (transferFunction)| ALPHA_ STRAIGHT (flags)
0 (texelBlockDimension0) | 0 (texelBlockDimensionl) | 0 (texelBlockDimension2) | 0 (texelBlockDimension3)
2 (bytesPlane0) 0 (bytesPlanel) 0 (bytesPlane2) 0 (bytesPlane3)
0 (bytesPlane4) 0 (bytesPlane5) 0 (bytesPlane6) 0 (bytesPlane7)
Sample information
0 (bitOffset) 15 (= “16”) (bitLength) (RE}DQIZ éi’é‘g’é’;ﬂgﬁ f))AT)
0 (samplePosition0) ‘ 0 (samplePositionl) 0 (samplePosition2) 0 (samplePosition3)

0xbf80000 (sampleLower) =-1.0

0x3f80000 (sampleUpper) = 1.0

Table 11.17: A single 16-bit floating-point red value, described normally
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Chapter 12

Compressed Texture Image Formats

For computer graphics, a number of texture compression schemes exist, which both reduce the overall texture memory
footprint and reduce the bandwidth requirements of using the textures. In this context, “texture compression” is distinct
from “image compression” in that texture compression schemes are designed to allow efficient random access as part of
texture sampling. “Image compression” can further reduce image redundancy by considering the image as a whole, but
doing so is impractical for efficient texture access operations.

The common compression schemes are “block-based”, and rely on similarities between nearby texel regions to describe
“blocks” of nearby texels in a unit:

e The “S3TC” schemes describe a block of 4x4 RGB texels in terms of a low-precision pair of color “endpoints”, and
allow each texel to specify an interpolation point between these endpoints. Alpha channels, if present, may be described
similarly or with an explict per-texel alpha value.

e The “RGTC” schemes provide one- and two-channel schemes for interpolating between two “endpoints” per 4 x4 texel
block, and are intended to provide efficient schemes for normal encoding, complementing the three-channel approach
of S3TC.

* “BPTC” schemes offer a number of ways of encoding and interpolating endpoints, and allow the 4 x4 texel block to
be divided into multiple “subsets” which can be encoded independently, which can be useful for managing different
regions with sharp transitions.

* “ETC1” provides ways of encoding 4 x4 texel blocks as two regions of 2 x4 or 4x2 texels, each of which are specified
as a base color; texels are then encoded as offsets relative to these bases, varying by a grayscale offset.

* “ETC2” is a superset of ETC1 and includes additional schemes for color patterns that would fit poorly into ETC1
options.

* “ASTC” allows a wide range of ways of encoding each color block, and supports choosing different block sizes to
encode the texture, providing a range of compression ratios; it also supports 3D and HDR textures.

12.1 Terminology

As can be seen above, the compression schemes have a number of features in common — particularly in having a number
of endpoints described encoded in some of the bits of the texel block. For consistency and to make the terms more concise,
the following descriptions use some slightly unusual terminology:

The value X,™ refers to bit m (starting at 0) of the n™ X value. For example, R,3 would refer to bit 3 of red value 1 —R,
G, B and A (capitalized and italicized) are generally used to refer to color channels. Similarly, R;> refers to bits 2..3 of
red value 1.

Although unusual, this terminology should be unambiguous (e.g. none of the formats require exponentiation of argu-
ments).
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Chapter 13

S3TC Compressed Texture Image Formats

This description is derived from the EXT _texture_compression_s3tc extension.

Compressed texture images stored using the S3TC compressed image formats are represented as a collection of 4 x4 texel
blocks, where each block contains 64 or 128 bits of texel data. The image is encoded as a normal 2D raster image in
which each 4 x4 block is treated as a single pixel. If an S3TC image has a width or height that is not a multiple of four,
the data corresponding to texels outside the image are irrelevant and undefined.

When an S3TC image with a width of w, height of &, and block size of blocksize (8 or 16 bytes) is decoded, the corre-
sponding image size (in bytes) is:

[%—‘ X H-‘ X blocksize

When decoding an S3TC image, the block containing the texel at offset (x, y) begins at an offset (in bytes) relative to the

base of the image of:
. w y X
plocksizex (| 3] < [3]+[3])
ocKksize X n X 4 + 1

The data corresponding to a specific texel (x, y) are extracted from a 4 x4 texel block using a relative (x, y) value of
(x mod 4,y mod 4)

There are four distinct S3TC image formats:

13.1 BC1 with no alpha

Each 4 x4 block of texels consists of 64 bits of RGB image data.

Each RGB image data block is encoded as a sequence of 8 bytes, called (in order of increasing address):
c050, c0p;, c1yy, cly;, bitsg, bitsy , bitsy, bitss
The 8 bytes of the block are decoded into three quantities:

colorg = c0j, 4 c0p; X 256
color; = cly, 4+ cly; X 256
bits = bitso + 256 x (bits) 256 x (bitsy + 256 X bits3))


https://www.opengl.org/registry/specs/EXT/texture_compression_s3tc.txt
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colory and color; are 16-bit unsigned integers that are unpacked to RGB colors RGBy and RGB; as though they were
16-bit unsigned packed pixels with the R channel in the high 5 bits, G in the next 6 bits and B in the low 5 bits:

15..11

_ color,
T
G, = color}®-3

63

_ color?

"3l

bits is a 32-bit unsigned integer, from which a two-bit control code is extracted for a texel at location (x, y) in the block
using:

code(x,y) = bits2x (4 xy+x)+1 ... 2x (4 xy+x)+0]

where bits[31] is the most significant and bits[0] is the least significant bit.

The RGB color for a texel at location (x, y) in the block is given in Table 13.1.

Texel value Condition
RGB colorg > colory and code(x, y) =0
RGB,; colory > color| and code(x, y) =1

(2xRGB+RGB1) colorg > colory and code(x, y) =2

3
Wixmm colorg > colory and code(x, y) =3

RGB, colory < colory and code(x, y) =0
RGB; colory < color and code(x, y) = 1
w colory < colory and code(x, y) =2
BLACK colory < colory and code(x, y) =3

Table 13.1: Block decoding for BC1

Arithmetic operations are done per component, and BLACK refers to an RGB color where red, green, and blue are all
Zero.

Since this image has an RGB format, there is no alpha component and the image is considered fully opaque.

13.2 BC1 with alpha

Each 4 x4 block of texels consists of 64 bits of RGB image data and minimal alpha information. The RGB components of
a texel are extracted in the same way as BC1 with no alpha.

The alpha component for a texel at location (x, y) in the block is given by Table 13.2.

Alpha value Condition
0.0 colory < colory and code(x, y) =3
1.0 otherwise

Table 13.2: BC1 with alpha

The red, green, and blue components of any texels with a final alpha of 0 should be encoded as zero (black).
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Note
Figure 13.1 shows an example BC1 texel block: coloro, encoded as (%7, %3, ), and colory, encoded as (22, &, %),

are shown as circles. The interpolated values are shown as small diamonds. Since 29 > 20, there are two interpolated
values, accessed when code(x, y) = 2 and code(x, y) = 3.

Figure 13.1: BCI two interpolated colors

Figure 13.2 shows the example BC1 texel block with the colors swapped: colory, encoded as (32, Z,3%), and color;,

encoded as (%—?, %, 3%) are shown as circles. The interpolated value is shown as a small diamonds. Since 20 < 29,

there is one interpolated value for code(x, y) = 2, and code(x, y) = 3 represents (R, G, B) = (0, 0, 0).

Figure 13.2: BCI one interpolated color + black

If the format is BC1 with alpha, code(x, y) = 3 is transparent (alpha = 0). If the format is BC1 with no alpha, code(x, y)
= 3 represents opaque black.
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13.3 BC2

Each 4 x4 block of texels consists of 64 bits of uncompressed alpha image data followed by 64 bits of RGB image data.

Each RGB image data block is encoded according to the BC1 formats, with the exception that the two code bits always
use the non-transparent encodings. In other words, they are treated as though colorg > color;, regardless of the actual
values of colory and color.

Each alpha image data block is encoded as a sequence of 8 bytes, called (in order of increasing address):
ap,ay,az,as,d4,ds,de, a;
The 8 bytes of the block are decoded into one 64-bit integer:
alpha = ag+256 x (a1 +256 x (az +256 x (a3 +256 x (a4 +256 x (as +256 x (ag+256 x a7))))))

alpha is a 64-bit unsigned integer, from which a four-bit alpha value is extracted for a texel at location (x, y) in the block
using:

alpha(x,y) = bits[dx (4xy+x)+3...4x (4xy+x)+0]
where bits[63] is the most significant and bits[0] is the least significant bit.

. . . Ipha(x,y)
The alpha component for a texel at location (x, y) in the block is given by “F=z=.

13.4 BC3

Each 4 x4 block of texels consists of 64 bits of compressed alpha image data followed by 64 bits of RGB image data.

Each RGB image data block is encoded according to the BC1 formats, with the exception that the two code bits always
use the non-transparent encodings. In other words, they are treated as though colory > color, regardless of the actual
values of colory and color.

Each alpha image data block is encoded as a sequence of 8 bytes, called (in order of increasing address):
alphay, alpha,, bitsy, bitsy , bitsy , bits3, bitss, bitss
The alphay and alpha; are 8-bit unsigned bytes converted to alpha components by multiplying by %
The 6 bits bytes of the block are decoded into one 48-bit integer:
bits = bitso + 256 x (bits) 4256 x (bitsy + 256 x (bits3 + 256 x (bitss + 256 x bitss))))

bits is a 48-bit unsigned integer, from which a three-bit control code is extracted for a texel at location (x, y) in the block
using:

code(x,y) = bits[3x (4 xy+x)+2...3 x (4 xy+x)+0]

where bits[47] is the most-significant and bits[0] is the least-significant bit.

The alpha component for a texel at location (x, y) in the block is given by Table 13.3.
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Alpha value Condition

alphay code(x,y)=0

alpha; code(x,y) =1
M alphagy > alpha, and code(x, y) =2
(Sxalphay £2>xalpha;) alphay > alpha; and code(x, y) = 3
M alphay > alpha; and code(x, y) = 4
M alphag > alpha; and code(x, y) = 5
2 xalphag+5xalpha;

alphagy > alpha,

and code(x, y) =6

alphagy > alpha,

and code(x, y) =7

4xalphay+1xalpha,

alphay < alpha,

and code(x, y) =2

5
3xalphag+2xalpha,

alphay < alpha;

and code(x, y) =3

5
2xalphay+3xalpha;

alphagy < alpha,

and code(x, y) =4

< ]
< ]
< ]
( ]
< ]
(T Xalphaoz-6 xalphay)
( ]
< ]
< ]
< ]

5
I xalphay+4 xalpha
5

alphag < alpha

and code(x, y) =5

0.0

alphay < alpha;

and code(x, y) =6

1.0

alphagy < alpha,

and code(x, y) =7

Table 13.3: Alpha encoding for BC3 blocks
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Chapter 14

RGTC Compressed Texture Image Formats

This description is derived from the “RGTC Compressed Texture Image Formats” section of the OpenGL 4.5 specification.

Compressed texture images stored using the RGTC compressed image encodings are represented as a collection of 4 x4
texel blocks, where each block contains 64 or 128 bits of texel data. The image is encoded as a normal 2D raster image in
which each 4 x4 block is treated as a single pixel. If an RGTC image has a width or height that is not a multiple of four,
the data corresponding to texels outside the image are irrelevant and undefined.

When an RGTC image with a width of w, height of A, and block size of blocksize (8 or 16 bytes) is decoded, the
corresponding image size (in bytes) is:

g] x m % blocksize

When decoding an RGTC image, the block containing the texel at offset (x,y) begins at an offset (in bytes) relative to the

base of the image of:
. w y X
plocksze < (|5 < |+ [5])
ocksize X 1 X 4 + 1

The data corresponding to a specific texel (x, y) are extracted from a 4 x4 texel block using a relative (x, y) value of
(x mod 4,y mod 4)

There are four distinct RGTC image formats described in the following sections.
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14.1 BC4 unsigned

Each 4 x4 block of texels consists of 64 bits of unsigned red image data.

Each red image data block is encoded as a sequence of 8 bytes, called (in order of increasing address):
redy, redy, bitsg, bits , bits, , bitss, bitsy, bitss
The 6 bits(o.s) bytes of the block are decoded into a 48-bit bit vector:

bits = bitso + 256 x (bits| + 256 x (bitsy + 256 x (bitssz + 256 x (bitss + 256 X bitss))))

red( and red are 8-bit unsigned integers that are unpacked to red values REDy and RED| by multiplying by fls

bits is a 48-bit unsigned integer, from which a three-bit control code is extracted for a texel at location (x, y) in the block
using:

code(x,y) =bits[3x (4 xXy+x)+2...3X (4 xy+x)+0]

where bits[47] is the most-significant and bits[0] is the least-significant bit.

The red value R for a texel at location (x, y) in the block is given by Table 14.1.

R value Condition
RED, redy > redy, code(x,y) =0
RED, redy > redy, code(x,y) =1
SXREDY¥RED redq > red;, code(x, y) = 2
w redy > redy, code(x,y) =3
w redg > redy, code(x, y) =4
SREDITREDL [ ey > red), code(x, y) = 5
w redy > redy, code(x, y) = 6
REDy T RED, redy > red,, code(x, y) =1
RED, redy < redy, code(x,y) =0
RED) | redy = redy.codets ) =1
FXREDyTRED, redy < red, code(x, y) =2
SREDLZXREDL [ oy < red), code(x, y) = 3
ZAREDoL3XREDL [ oy < redy, code(x, y) = 4
w redy < redy, code(x,y) =5
REDpi redy < red,, code(x, y) = 6
RED, .4« redy < redy, code(x, y) =7

Table 14.1: Block decoding for BC4

REDyin and REDy,x are 0.0 and 1.0 respectively.

Since the decoded texel has a red format, the resulting RGBA value for the texel is (R, 0, 0, 1).
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14.2 BC4 signed

Each 4 x4 block of texels consists of 64 bits of signed red image data. The red values of a texel are extracted in the same
way as BC4 unsigned except redy, red|, REDy, RED1, RED,, and REDp,x are signed values defined as follows:

d
REDo — 7{5790, redy > —128
1.0, redy=—128

RED, — Bas, redy > —128
~1.0, red; =—128
REDyin = —1.0
RED,0¢ = 1.0

redy and red are 8-bit signed (two’s complement) integers.

CAVEAT: For signed red and red; values: the expressions redy > red; and redy < red; above are considered undefined
(read: may vary by implementation) when redy = -127 and red| = -128. This is because if redy were remapped to -127
prior to the comparison to reduce the latency of a hardware decompressor, the expressions would reverse their logic.
Encoders for the signed red-green formats should avoid encoding blocks where redy = -127 and red; = -128.

14.3 BC5 unsigned

Each 4 x4 block of texels consists of 64 bits of compressed unsigned red image data followed by 64 bits of compressed
unsigned green image data.

The first 64 bits of compressed red are decoded exactly like BC4 unsigned above. The second 64 bits of compressed green
are decoded exactly like BC4 unsigned above except the decoded value R for this second block is considered the resulting
green value G.

Since the decoded texel has a red-green format, the resulting RGBA value for the texel is (R, G, 0, 1).

14.4 BCS5 signed

Each 4x4 block of texels consists of 64 bits of compressed signed red image data followed by 64 bits of compressed
signed green image data.

The first 64 bits of compressed red are decoded exactly like BC4 signed above. The second 64 bits of compressed green
are decoded exactly like BC4 signed above except the decoded value R for this second block is considered the resulting
green value G.

Since this image has a red-green format, the resulting RGBA value is (R, G, 0, 1).
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Chapter 15

BPTC Compressed Texture Image Formats

This description is derived from the “BPTC Compressed Texture Image Formats” section of the OpenGL 4.5 specification.
More information on BC7, BC7 modes and BC6h can be found in Microsoft’s online documentation.

Compressed texture images stored using the BPTC compressed image formats are represented as a collection of 4 x4 texel
blocks, each of which contains 128 bits of texel data stored in little-endian order. The image is encoded as a normal 2D
raster image in which each 4x4 block is treated as a single pixel. If a BPTC image has a width or height that is not a
multiple of four, the data corresponding to texels outside the image are irrelevant and undefined. When a BPTC image
with width w, height k, and block size blocksize (16 bytes) is decoded, the corresponding image size (in bytes) is:

[g x m x blocksize

When decoding a BPTC image, the block containing the texel at offset (x, y) begins at an offset (in bytes) relative to the

base of the image of:
s (2] (2] + 3]

The data corresponding to a specific texel (x, y) are extracted from a 4 x4 texel block using a relative (x, y) value of:
(x mod 4,y mod 4)

There are two distinct BPTC image formats each of which has two variants. BC7 with or without an SRGB transform
function used in the encoding of the RGB channels compresses 8-bit unsigned, normalized fixed-point data. BC6H in
signed or unsigned form compresses high dynamic range floating-point values. The formats are similar, so the description
of the BC6H format will reference significant sections of the BC7 description.

15.1 BC7

Each 4 x4 block of texels consists of 128 bits of RGBA image data, of which the RGB channels may be encoded linearly
or with the SRGB transfer function.

Each block contains enough information to select and decode a number of colors called endpoints, pairs of which forms
subsets, then to interpolate between those endpoints in a variety of ways, and finally to remap the result into the final
output by indexing into these interpolated values according to a partition layout which maps each relative coordinate to a
subset.

Each block can contain data in one of eight modes. The mode is identified by the lowest bits of the lowest byte. It is
encoded as zero or more zeros followed by a one. For example, using ‘x’ to indicate a bit not included in the mode number,
mode 0 is encoded as xxxxxxx1 in the low byte in binary, mode 5 is xx100000, and mode 7 is 10000000. Encoding the
low byte as zero is reserved and should not be used when encoding a BPTC texture; hardware decoders processing a texel
block with a low byte of 0 should return O for all channels of all texels.


https://docs.microsoft.com/en-us/windows/desktop/direct3d11/bc7-format
https://docs.microsoft.com/en-us/windows/desktop/direct3d11/bc7-format-mode-reference
https://docs.microsoft.com/en-us/windows/desktop/direct3d11/bc6h-format
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All further decoding is driven by the values derived from the mode listed in Table 15.1 and Table 15.2. The fields in the
block are always in the same order for all modes. In increasing bit order after the mode, these fields are: partition pattern
selection, rotation, index selection, color, alpha, per-endpoint P-bit, shared P-bit, primary indices, and secondary indices.
The number of bits to be read in each field is determined directly from these tables, as shown in Table 15.3.

Note
Per texel block, CB = 3(each of R, G, B) x2(endpoints) x NS(#subsets) x CB(bits/channel/endpoint).
AB = 2(endpoints) x NS(#subsets) x AB(bits/endpoint). {/B,IB2} = 16(texels) x{IB,IB>}(#index bits/texel) - NS(1bit/subset).

Mode |[NS|PB|RB[ISB| CB | AB EPB SPB | IB |IB,| |M|CB|AB|EPB|SPB|IB |IB,

Bits per... |...texel block|...channel/endpoint|...endpoint|...subset| ...texel Bits per texel block (total)
0 3141010 4 0 1 0 310 1172101 6 0 [45] 0
1 2161010 6 0 0 1 3 1012172/ 01] O 2 |46 0
2 31]6(0]0 5 0 0 0 2 101]|3]9|0]| O 0 |29]0
3 2161010 7 0 1 0 2 |0 ||4(8]0] 4 0 [30] 0
4 10|21 5 6 0 0 2 | 3]]|5(30]12] 0 0 |31]|47
5 170210 7 8 0 0 2 | 2]]|6(42]16] O 0 |31]31
6 1{0]0]|0O0 7 7 1 0 4 |0 ||7]|42|14] 2 0 |[63]0
7 2161010 5 5 1 0 2 10[|8[60[20]| 4 0 [30] 0

Table 15.1: Mode-dependent BPTC parameters

M Mode identifier bits
NS Number of subsets
PB Partition selection bits
RB Rotation bits
ISB Index selection bit
CB Color bits
AB Alpha bits
EPB Endpoint P-bits (all channels)
SPB Shared P-bits
1B Index bits
1B, Secondary index bits

Table 15.2: Full descriptions of the BPTC mode columns

Each block can be divided into between 1 and 3 groups of pixels called subsets, which have different endpoints. There
are two endpoint colors per subset, grouped first by endpoint, then by subset, then by channel. For example, mode 1, with
two subsets and six color bits, would have six bits of red for endpoint O of the first subset, then six bits of red for endpoint
1, then the two ends of the second subset, then green and blue stored similarly. If a block has any alpha bits, the alpha data
follows the color data with the same organization. If not, alpha is overridden to 255. These bits are treated as the high
bits of a fixed-point value in a byte for each color channel of the endpoints: {Eg’?, Eg"0, Eg”0, Ex7-?} per endpoint. If
the mode has shared P-bits, there are two endpoint bits, the lower of which applies to both endpoints of subset O and the
upper of which applies to both endpoints of subset 1. If the mode has per-endpoint P-bits, then there are 2 x subsets P-bits
stored in the same order as color and alpha. Both kinds of P-bits are added as a bit below the color data stored in the byte.
So, for mode 1 with six red bits, the P-bit ends up in bit 1. For final scaling, the top bits of the value are replicated into
any remaining bits in the byte. For the example of mode 1, bit 7 (which originated as bit 5 of the 6-bit encoded channel)
would be replicated to bit 0. Table 15.4 and Table 15.5 show the origin of each endpoint color bit for each mode.
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oM'=1 1.4: PB%3
5.8 Ro™? 0.12: R{*3 13.16: R2%3 17.20: R3%3 21.24: R4O3 25.28: Rs"3
Mode 29.32: G0 33.36: G103 37.40: G203 41.44: G303 45.48: G403 19.52: G503
0 53.56: Bo™ 57.60: B1* 61.64: B2"3 65.68: B3" 69.72: B4"3 73.76: Bs%3
77: EPBy” 7s: EPB;° 70: EPB,? s0: EPB3’ s1: EPB4’ 52: EPBs’
83.127: IBO-44
0.1 M()..l =01 2.7 PBO..S
Mode 8.13: Ro% 14.19: R(* 20.25: R0 26.31: R3%°
1 2.37: GO 38.43: G1%° 4.49: G203 50.55: G30
s6.61: Bo® 62.67: B1% 68.73: B0 74.79: B3"
s0: SPBy" s1: SPB;" 82.127: IB®4
0.2: M*2 =001 3.8: PB*?
Mode 9.13: Ro%* 14.18: RO 19.23: RO 24.28: a4 29.33: Ry®4 34.38: Rs%4
2 39.43: Go%* 4.48: G0 19.53: GO s4.58: GaO* 59.63: G4%* 64.68: Gs*
69.73: Bo™* 74.78: B1%4 79..83: B2%4 84.88: B4™4 89.93: B4*4 94.98: Bs™4
90,127 IB0-28
0.3: M%3 = 0001 4.9: PB%-3
Mode 10.16: Ro®™*® 17.23: R1%0 24.30: R*° 31.37: R3*°
3 38.44: Go® 45.51: G10-° 52.58: G20-° 59.65: G30-°
66.72: Bo®® 73.79: B1*6 50..86: B2"° §7.93: B3%-°
94: EPB(” os: EPB;* 96: EPB,’ 97. EPB3’ 98.127: 1B%-%
0.4: M%4 = 00001 5.6: RBO-1 7. ISB?
Mzde 8.12: Ro"* 13.17: R\ % 18.22: Go®* ‘ 23.27: G\ % 28.32: Bo®* ‘ 33.37: B1%
38.43: A" 44.49: A" 50..80: 1B%30 81.127: 1B20-46
0.5: MO"5 = 000001 6..7: RBO"1
M(;de 8.14: Ro"® 15.21: R % 22.28: Go®° ‘ 29.34: G1*° 35.41: Bo®° ‘ 12.49: B1%°
s0.57: Ag™7 5s.65: A% 66.96: 1B-30 07.127: 1B 030
Mode 0.6: M%< = 0000001
6 7.13: Ro®° 14.20: R1° 21.27: Go®° 28.34: G1*° 35.41: Bo™° ‘ 12.45: B1*°
19.55: A" s6.62: A1 63: EPB’ 64: EPB;° 65.127: 1B*-62
0.7- M%7 = 00000001 s.13. PB%2
14.18: Ro%™* 19.23: R1%4 24.28: R*4 20.33: R3%*
Mode 34.38: Go%* 39.43: G0 44.48: G204 19.53: G3*4
7 54.58: Bo%* 59.63: B 64.68: B2 69.73: B3"*
74.78: Ao™* 79.83: A1%4 84.88: Ao™4 89.93: A3™4
o4 EPB(° os: EPB;* 96: EPB,’ o7 EPB3’ 98.127: 1B

Table 15.3: Bit layout for BC7 modes (LSB..MSB)
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Mode 0
Ego’? Ego'? Egy’? Epo'?
8[7]6]5]77]8]7]632]31]30]29]77]32|31|30]56]55|54]|53| 77|56 |55 |54 255
ER]7..() EG17..0 EB]7..U EA]7..0
12[11]10] 9 [78]12]11]10[36]35]34]33] 78] 36| 35| 34| 60[ 59| 58| 57| 78 | 60[ 59| 58 255
ER27“O EG27“0 EBZ7“0 EA27..0
1615[14]13]79]16]15]14]40[393837] 79]40]39|38 | 64| 63] 62| 61|79 64 | 63] 62 255
ER37..0 EG37..0 EB37..0 EA37..0
20[19]18]17[80[20[19]18]44]43]42]41|80]44|43]42|68|67|66| 6580686766 255
ER47“0 EG47“O EB47“0 EA47..0
24[23]22]21[81]24]23]22[484746|45|81]48]47|46|72|71|70]69]81]|72| 71|70 255
ER57“O EG57“O EB57..0 EA57..0
28[27]26]25[82[28(27]26|52|51[50[498252|51|50|76|75|74]| 738276 75| 74 255
Mode 1
ER07..0 EG07“O EBO7..0 EA07..0
13]12]11]10] 9 | 8 [80]13]37]36]35]34]33]32[80[37]61[60[59]58]57[56]80]61 255
ER17“0 EGI7“0 EBJ7..0 EA17..0
19]18]17]16]15] 14]80[ 19]43]42]41]40[39]38 8043 |67] 66| 65 | 64 63| 62] 80| 67 255
ER27..0 EGZ7..0 EBZ7..0 EA27"0
25[24]23]22]21]20[81[25|49]48|4746|45|44]81]49|73|72| 71| 70] 69| 68]81] 73 255
ER37..() EG37..0 EB37..U EA37..0
31[30]29]28]27]2681[31|55|54]53[52[51[50|81]|55]79|78|77|76| 75| 74]81] 79 255
Mode 2
ER07..0 EGO7..O EBO7..0 EA07..0
13]12]11]10] 9 [13]12]11]43]42[41]40[39]43[42[41[73]72[71]70]69[73]72] 71 255
ER] 7.0 EG]7“O EB]7“0 EA17..0
18[17[16]15]14]18]17] 16|48 47|46 |45]44[48 47|46 |78 77] 76| 75| 74| 78| 77| 76 255
ER27..0 EGZ7..0 EBQ7"0 EA27..0
23]22]21]20]19]23]22]21[53]52[51[50(4953|52|5183]82|81|80| 798382 |81 255
ER37..0 EG37”O EBST.O EA37..0
28[27]26]25]24]28(27]26|58|57|5655|54]58|57|56|88|8786]85]84]88]87|86 255
ER47..0 EG47“O EB47..0 EA47..0
33]32]31[30]29[33[32[3163]62]61]60]59|63]62|61]93]92|91]90[89]93]92]91 255
ER57“0 EG57“0 EB57..0 EA57..0
38]37[36/35]34]38[37[36|68] 67] 66] 656468 | 67] 6] 9897|9695 94] 98] 97|96 255

Table 15.4: Bit sources for BC7 endpoints (modes 0..2, MSB..LSB per channel)
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Mode 3
Ego’? Ego'? Egy’? Epo'?
16]15]14]13]12] 11]10]94]44[43[42]41[40[39]38]94]72]71]70]69| 6867|6694 255
ER]7..() EG17..0 EB]7..U EA]7..0
23]22]21]20]19]18]17]95[51|50[49[48|47]46|45]95|79|78|77]| 76| 75| 74| 73|95 255
ER27“O EG27“0 EBZ7“0 EA27..0
30(29]28]27]26]25]24]96| 58] 57]56] 55| 54|53 52] 96] 86|85 |84 83| 82]81[80]96 255
ER37..0 EG37..0 EB37..0 EA37..0
37[36]35]34]33]32[31]97]65]64]63]62]61]60]59|97|93]92|91]90[ 89| 88]87]97 255
Mode 4
ER07..0 EGO7..0 EBO7..0 EA07..0
12[11]10] 9| 8 [12]11]10]22]21]20[19]18]22]21]|20[32[31]30]29]| 28 |32]31[30]43]42|41]40[39|38|43|42
ER]7..0 EG]7”O EB]7"0 EA]7..0
17]16]15]14]13]17]16]15]27]26]25]24]23[27]26]25[37[36]35]34]33[37]36 35| 49|48 47| 46| 45| 44| 49 |48
Mode 5
ER07..0 EGO7..O EBO7..0 EA07..0
14]13]12]11]10] 9 | 8 [14]28]27]26]25]24]23]22]28[42[41[40]39]38[37]3642|57|56|55|54]53| 5251 |50
ER]7..0 EG17..O EB]7..0 EA]7..0
21[20]19]18]17]16]15]21[35]34]33[32[31[30]2935|494847]46]45|44]|43]49] 65] 64| 63] 62] 61] 60[ 59] 58
Mode 6
ER07..() EG07..0 EBO7..U EA07..0
13]12]11]10] 9 | 8 | 7 [63]27]26]25]24]23]22[21]63]41[40[39]38]37[36]35]63|55]54]53]52[51|50]49 |63
ER]7“O EG]7“0 EB]7“0 EA17..0
20[19]18]17]16]15]14]64]34]33[32[31[30|29] 28] 64|48 47|46 45]44[43 ] 4264 | 62] 61] 60|59 | 58| 57| 56] 64
Mode 7
EROT.O EGO7“O EBO7“0 EA07..0
1817[16]15]14]94]18]17]38]3736|35]34]94|38|37|58] 57| 56| 55| 54| 94| 58] 57| 78| 77| 76| 75| 74| 94| 78| 77
ER]7..0 EGI7..0 EB]7..0 EAI7..0
23]22]21]20]19]95]23]22[43]42[41]40[39]95]43]42|63]62|61]60|59|95|63| 62|83 828180 79]95] 8382
ER27..0 EG27”O EBZT'O EA27..0
28[27]26]25(24]96 2827484746 |45]44]96|48|47|68| 67| 66| 65| 64|96 | 68 67| 88] 87| 86| 85] 84] 96| 88] 87
ER37..0 EG37“O EB37..0 EA37..0

33[32]31[30[29]97[33[32

53]52]51[50[49]97]53]52

73]72]71]70]69]97]73|72

93]92[91[90[89]97]93[92

Table 15.5: Bit sources for BC7 endpoints (modes 3..7, MSB..LSB per channel)
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A texel in a block with one subset is always considered to be in subset zero. Otherwise, a number encoded in the partition
bits is used to look up a partition pattern in Table 15.6 or Table 15.7 for 2 subsets and 3 subsets respectively. This partition
pattern is accessed by the relative x and y offsets within the block to determine the subset which defines the pixel at these
coordinates.

The endpoint colors are interpolated using index values stored in the block. The index bits are stored in y-major order.
That is, the bits for the index value corresponding to a relative (x, y) position of (0, 0) are stored in increasing order in the
lowest index bits of the block (but see the next paragraph about anchor indices), the next bits of the block in increasing
order store the index bits of (1, 0), followed by (2, 0) and (3, 0), then (0, 1) etc.

Each index has the number of bits indicated by the mode except for one special index per subset called the anchor index.
Since the interpolation scheme between endpoints is symmetrical, we can save one bit on one index per subset by ordering
the endpoints such that the highest bit for that index is guaranteed to be zero — and not storing that bit.

Each anchor index corresponds to an index in the corresponding partition number in Table 15.6 or Table 15.7, and are
indicated in bold italics in those tables. In partition zero, the anchor index is always index zero —that is, at a relative
position of (0,0) (as can be seen in Table 15.6 and Table 15.7, index 0 always corresponds to partition zero). In other
partitions, the anchor index is specified by Table 15.8, Table 15.9, and Table 15.10.

Note
In summary, the bit offset for index data with relative x,y coordinates within the texel block is:

0, x=y=0
Bx(x+4xy)—1, NS=1,0<x+4xy
IBx(x+4xy)—1, NS=2,0<x+4xy<anchor[part]

index offset, , = ¢ IB X (x+4 xy)—2, NS =2, anchor;[part] <x+4xy
IBx (x+4xy)—1, NS=3,0<x+4xy<anchor;;[part], x+4 x y < anchors  [part|
IB x (x+4xy)—3, NS=3, x+4 xy>anchors[part], x+4 Xy > anchor; 3 [part]
IB x (x+4xy)—2, NS=3, otherwise

2

where anchor is Table 15.8, anchors is Table 15.9, anchors 3 is Table 15.10, and part is encoded in the partition
selection bits PB.

If secondary index bits are present, they follow the primary index bits and are read in the same manner. The anchor index
information is only used to determine the number of bits each index has when read from the block data.

The endpoint color and alpha values used for final interpolation are the decoded values corresponding to the applicable
subset as selected above. The index value for interpolating color comes from the secondary index bits for the texel if the
mode has an index selection bit and its value is one, and from the primary index bits otherwise. The alpha index comes
from the secondary index bits if the block has a secondary index and the block either doesn’t have an index selection bit
or that bit is zero, and from the primary index bits otherwise.

Note

As an example of the texel decode process, consider a block encoded with mode 2 —that is, MO =0, M' =0, M2 = 1.
This mode has three subsets, so Table 15.7 is used to determine which subset applies to each texel. Let us assume that
this block has partition pattern 6 encoded in the partition selection bits, and that we wish to decode the texel at relative
(x, y) offset (1, 2) —that is, index 9 in y-major order. We can see from Table 15.7 that this texel is partitioned into subset
1 (the second of three), and therefore by endpoints 2 and 3. Mode 2 stores two index bits per texel, except for index 0
(which is the anchor index for subset 0), index 15 (for subset 1, as indicated in Table 15.9) and index 3 (for subset 2,
as indicated in Table 15.10). Index 9 is therefore stored in two bits starting at index bits offset 14 (for indices 1..2 and
4..8) plus 2 (for indices 0 and 3) —a total of 16 bit offset into the index bits or, as seen in Table 15.3, bits 115 and 116 of
the block. These two bits are used to interpolate between endpoints 2 and 3 using Equation 15.1 with weights from the
two-bit index row of Table 15.11, as described below.
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Table 15.6: Partition table for 2-subset BPTC, with the 4 x4 block of values for each partition number
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Table 15.7: Partition table for 3-subset BPTC, with the 4 x4 block of values for each partition number
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0 1 2 3 4 5 6 7
1515|1515 15| 15| 15| 15
8 9 10 11 12 13 14 15
1515|1515 15|15 | 15| 15
16 17 18 19 20 | 21 22 23
15 2 8 2 2 8 8 15
24 25 26 27 28 29 30 | 31
2 8 2 2 8 8 2 2
32 33 34 35 36 37 38 39
15 | 15 6 8 2 8 15 | 15
40 | 41 2 | 43 44 | 45 46 | 47
2 8 2 2 2 15 | 15 6
48 | 49 50 51 52 53 54 55
6 2 6 8 15 | 15 2 2
56 57 58 59 60 | 61 62 63
1515 |15 | 15 | 15 2 2 15

Table 15.8: BPTC anchor index values for the second subset of two-subset partitioning, by partition number
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0 1 2 3 4 5 6 7
3 3 15 | 15 8 3 15 | 15
8 9 10 11 12 13 14 15
8 8 6 6 6 5 3 3
16 17 18 19 20 | 21 22 23
3 3 8 15 3 3 6 10
24 25 26 27 28 29 30 | 31
5 8 8 6 8 5 15 | 15
32 33 34 35 36 37 38 39
8 15 3 5 6 10 8 15
40 | 41 2 | 43 44 | 45 46 | 47
15 3 15 5 15 15| 15| 15
48 | 49 50 51 52 53 54 55
3 15 5 5 5 8 5 10
56 57 58 59 60 | 61 62 63
5 10 8 13 | 15 | 12 3 3

Table 15.9: BPTC anchor index values for the second subset of three-subset partitioning, by partition number

0 1 2 3 4 5 6 7
15 8 8 3 15 | 15 3 8
8 9 10 11 12 13 14 15
1515|1515 | 15| 15| 15 8
16 17 18 19 20 | 21 22 23
15 8 15 3 15 8 15 8
24 25 26 27 28 29 30 | 31
3 15 6 10 | 15| 15 | 10 8
32 33 34 35 36 37 38 39
15 3 15| 10 | 10 8 9 10
40 | 41 2 | 43 44 | 45 46 | 47
6 15 8 15 3 6 6 8
48 | 49 50 51 52 53 54 55
15 3 15| 15| 15|15 | 15| 15
56 57 58 59 60 | 61 62 63
1515 |15 | 15 3 15 | 15 8

Table 15.10: BPTC anchor index values for the third subset of three-subset partitioning, by partition number
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Interpolation is always performed using a 6-bit interpolation factor. The effective interpolation factors for 2-, 3-, and 4-bit

indices are given in Table 15.11.

» Index 0 1 2 3
Weight 21 43 64

3 Index 0 1 2 3 4 5 6 7
Weight 0 9 18 27 37 46 55 64

4 Index 0 1 2| 3 4|5 |6 | 7| 8|9 |1w|1]|12]|1B]14]1is
Weight 0 4 9 13117 |21 |26 |30 |34 |38 |43 |47 |51 |55 |60 | 64

Table 15.11: BPTC interpolation factors

Given Ej and E|, unsigned integer endpoints [0 .. 255] for each channel and weight as an unsigned integer interpolation

factor from Table 15.11:

interpolated value = ((64 — weight) X Ey +weight X E; +32) > 6

Equation 15.1: BPTC endpoint interpolation formula

where > performs a (truncating) bitwise right-shift, and interpolated value is an (unsigned) integer in the range [0..255].
The interpolation results in an RGBA color. If rotation bits are present, this interpolated color is remapped according to

Table 15.12.

no change
swap(A, R)
swap(A, G)
swap(A, B)

W -

Table 15.12: BPTC Rotation bits

These 8-bit values should be interpreted as RGBA 8-bit normalized channels, either linearly encoded (by multiplying by
%) or with the sRGB transfer function.
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15.2 BC6H

Each 4x4 block of texels consists of 128 bits of RGB data. The signed and unsigned formats are very similar and will
be described together. In the description and pseudocode below, signed will be used as a condition which is true for the
signed version of the format and false for the unsigned version of the format. Both formats only contain RGB data, so the
returned alpha value is 1.0. If a block uses a reserved or invalid encoding, the return value is (0.0, 0.0, 0.0, 1.0).

Note
Where BC7 encodes a fixed-point 8-bit value, BC6H encodes a 16-bit integer which will be interpreted as a 16-bit half
float. Interpolation in BC6H is therefore nonlinear, but monotonic.

Each block can contain data in one of 14 modes. The mode number is encoded in either the low two bits or the low five
bits. If the low two bits are less than two, that is the mode number, otherwise the low five bits is the mode number. Mode
numbers not listed in Table 15.13 (19, 23, 27, and 31) are reserved.

Mode Transformed | Partition bits (PB) | Endpoint bits (EPB) ‘ Delta bits | | Mode | Endpoint | Delta
number endpoints Bits per texel block {R,G,B} bits per endpoint Bits per texel block (total)
0 v 5 {10, 10, 10} {5,5,5} 2 30 45
1 v 5 {7,7,7} {6, 06,6} 2 21 54
2 v 5 {11, 11, 11} {5,4,4} 5 33 39
6 v 5 {11, 11, 11} {4,5,4} 5 33 39
10 v 5 {11, 11, 11} {4,4,5} 5 33 39
14 v 5 {9,9,9} {5,5,5} 5 27 45
18 v 5 {8, 8, 8} {6,5,5} 5 24 48
22 v 5 {8, 8, 8} {5,6,5} 5 24 48
26 v 5 {8, 8,8} {5,5,6} 5 24 48
30 5 {6,6,6} - 5 72 0
3 0 {10, 10, 10} - 5 60 0
7 v 0 {11, 11, 11} {9,9,9} 5 33 27
11 v 0 {12,12, 12} {8, 8, 8} 5 36 24
15 v 0 {16, 16, 16} {4,4,4} 5 48 12

Table 15.13: Endpoint and partition parameters for BPTC block modes

The data for the compressed blocks is stored in a different manner for each mode. The interpretation of bits for each mode
are specified in Table 15.14. The descriptions are intended to be read from left to right with the LSB on the left. Each
element is of the form v, If a > b, this indicates extracting b - a + 1 bits from the block at that location and put them in
the corresponding bits of the variable v. If a < b, then the bits are reversed. v is used as a shorthand for the one bit v*-“.
As an example, Ml"o, 624 would move the low two bits from the block into the low two bits of mode number M, then the
next bit of the block into bit 4 of G,. The resultant bit interpretations are shown explicitly in Table 15.15 and Table 15.16.
The variable names given in the table will be referred to in the language below.

Subsets and indices work in much the same way as described for the BC7 formats above. If a float block has no partition
bits, then it is a single-subset block. If it has partition bits, then it is a two-subset block. The partition number references
the first half of Table 15.6.
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Mode Number Block description
0 Ml"O, G24, 824, 334, R09..0, G09"0, BOQ..O’ R14"0, G34, G23"0, G14..0, B30, G33..0,
Bl4"07 B31, 323..0’ R24"0, B32, R34"0, B33, PB4..0
| M0, Gy, G3*, G3°, R)™0, B3%, B3', By*, Gy, B,, B3?, Gy*, Bo®*, B3, B3,
B34, R]S"O, G23"0, G]S“O, G33H0’ B]S‘.O’ 323"0, R25“0, R35“0, PB4..0
) M4"0, R09..0’ G09..0’ 809”07 R14"0, RO]O, G23”O, G13"0, G()lo, B30’ G33"0, B13"0,
B()IO, B31, B23"0, R24"0, 332, R34"0, B33, PB4..0
M4..O RO9..O G09..0 BO9..0 Rl3..0 ROIO G’;4 G23..0 Gl4..0 GOIO G33"0 Bl3..0
6 5 s s s s ,» U3, s s » Uz s 5
BOIO,B31,Bz3"O,R23"O, B30, B32,R33"0, G24,B33, PB4"O
M4A.0 R09.‘0 G09A.0 B09"O R13"0 ROIO B24 G23"0 Gl3“0 GOIO B30 G33“0 B14"O
10 9 9 9 9 b 9 9 9 b 9 b 9 b
Bo'", By, R>, B!, By*, Ry, By*, By®, PB**
M4"0, ROS"O, 824, G()S"O, G24, BOS..O’ 334, R14"0, G34, G23"0, G14“0, B30, G33"0,
14 B]4"0 B31 323..0 R24..0 B32 R34"0 B33 PB4..0
M4..0 R()7"O G34 324 G07..0 332 G24 BO7..0 B33 B34 R]S..O G23..0 G14"0 B3O
18 9 9 9 9 9 9 9 9 9 9 9 9 9 9
G33"O, Bl4..0’ B3], B23“O, R25"O, R35"0, PB4..0
M4.,0 R07"0 B’;O 324 G07..0 G25 G24 B07..0 G35 B34 R14..0 G’;4 G23..0 G15..0
22 9 9 o 9 9 9 b 9 9 b b 9 \ 9 9 b
G33"0, Bl4..0’ B31, 823"0, R24“0, B32, R34“0, 333’ PB4..0
M4..0 R07"O 331 324 GO7..0 BZS G24 BO7..O Bgs 334 Rl4..0 G34 G23..0 Gl4..0
26 s s s 5 5 s 5 , b3”, b3, s s s s
B30, G33"O, B]S"O, 323"0,R24"0, B32, R34"0, B33, PB4..0
30 M*0, Ry>9, G54, B3", B3', B,*, Gp>, Go°, B®, B3%, Gy*, By>*, G3°, B3®, B3®,
B34, RIS.AO, G23"0, GISA.O’ G33“0, B]SA.()’ B23"0, R25"O, R35"0, PB4..0
3 M4..0 R09.‘0 G09..0 BO9“0 R19‘.O G19“0 Bl9‘.0
7 M4“0, R09..0’ G09..0’ BO9..0’ R18"0, RQIO, GIS..O’ G()lo, BIS..O’ BOIO
11 M4"0, R09"0, G09‘.0’ B09"0, R17"O, R()lo"”, G17"0, G()lo"”, Bl7..0’ BOIO..ll
15 M4..0 R09..0 G09..0 BO9..0 Rl3..0 ROIO..IS G13"O GOIO..IS Bl3..0 BOIO..IS

Table 15.14: Block descriptions for BC6H block modes (LSB..MSB)

Indices are read in the same way as the BC7 formats including obeying the anchor values for index O and as needed by
Table 15.8. That is, for modes with only one partition, the mode and endpoint data are followed by 63 bits of index
data (four index bits IBx,yO"3 per texel, with one implicit bit for IBx,y3) starting at bit 65 with IBg". For modes with
two partitions, the mode, endpoint and partition data are followed by 46 bits of index data (three per texel 1B, yo..z’ with
two implicit bits, one for partition 0 at IBg o> and one IB,C,y2 bit for partition 1 at an offset determined by the partition
pattern selected) starting at bit 82 with IBoo”. In both cases, index bits are stored in y-major offset order by increasing
little-endian bit number, with the bits for each index stored consecutively:

65, 1 subset, x=y=0
65+4x (x+4xy)—1, 1subset,0<x+4xy

Bit offset of IB,," = { 82, 2 subsets, x=y =0

82+3x (x+4xy)—1, 2subsets, 0 <x+4xy<anchor;[part]
82+3x (x+4xy)—2, 2subsets, anchors[part] <x+4xy

Note

Table 15.15 and Table 15.16 show bits 0..81 for each mode. Since modes 3, 7, 11 and 15 each have only one partition,
only the first index is an anchor index, and there is a fixed mapping between texels and index bits. These modes also
have four index bits 1By ,*-3 per texel (except for the anchor index), and these pixel indices start at bit 65 with 1B o°. The
interpretation of bits 82 and later is not tabulated. For modes with two partitions, the mapping from index bits 1By, to
coordinates depends on the choice of anchor index for the secondary partition (determined by the pattern selected by
the partition bits PB*0), and is therefore not uniquely defined by the mode — and not useful to tabulate in this form.
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Mode
Bit| 0 | 1 | 2 | 6 |10 | 14 | 18 | 22 | 26 | 30 | 3 | 7 | 11 | 15
0 [M°: 0|M°: 1|MO: 0|M?: 0|M°: 0{M?: 0|M°: 0|MP: 0|M?: 0|MP: 0|M?: 1|M°: 1|M°: 1|M°: 1
1 (ML oM o|M!: 1M 1| M 1ML 1M 1Mt 1Mt 1 Mt Mt 1Mt 1 M 1Mt 1
2| Gy* | G5 |[MZ: 0|M?2: 1|M?2: 0|M?2: 1|M?2: 0|M2: 1|M2: 0|M2: 1|M2: 0|M?: 1|M?%: 0|M?%: 1
3| Byt | G3* (M3 0[M3: 0[M3: 1|M3: 1|M3: 0|M3: 0|M3: 1|M3: 1|M3: 0|M3: 0|M3: 1|M3: 1
4| B3* | G3* [M*: 0|M*: 0|M*: 0|M*: 0|M*: 1|M*: 1|M*: 1|M*: 1|M*: 0|M*: 0|M*: 0|M*: 0
50 R® | R® | Ro® | Ro® | Ro® | Ro® | R® | Ro® | R® | R | Ry® | Ro® | Ro® | Ry
6| Ro! | Ro' | Ro' | Ro' | Ro' | Ro* | Ro' | Ro' | Ro' | Ro' | Ro' | Ro' | Ro! | Ry!
71 Ro2 | Ro2 | Ro2 | Ro2 | Ro2 | Ro2 | Ro2 | Ro® | Ro® | Ro? | Ro? | Ro? | Ry? | Ry?
8 R\ | R | R | R> | Ro®> | Ro®> | Ro®> | Ro® | Ro®> | Ro® | Rp®> | Ro® | Ry® | Ro®
9 Ry* | Ro* | Ro* | Ro* | Ro* | Ro* | Ro* | Ro* | Ro* | Ro* | Ro* | Ry* | Ry* | Ry*
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11| Ro® | Ro® | Ro® | Ro® | Ro® | Ro® | Ro® | Ro® | Ro® | G3* | Ro® | Ro® | Ro® | Ry®
12| R | Bs° | Ry’ | Ry’ | Ry” | Ry” | Ry’ | Ro” | Ro? | Rs° | Ry’ | Ro” | Ry’ | Ry’
13| R® | Bs' | Ro® | Ro® | Ro® | Ro® | G3* | B3? | B3! | B3' | Ro® | Ro® | Ro® | Ry®
14| RY | Bx* | R | R | R | Bo* | B | By | Bo* | B* | R® | R’ | Ry’ | R
15| Go° | Go° | Go° | Go° | Go° | Go® | Go¥ | Go¥ | GO | Go° | Go° | Go° | Go° | G
16| Go' | Go' | Go' | Go' | Go' | Gol' | Go! | Gol | Go! | Go' | Go' | Go' | Go' | Go'
17| Go> | Go* | Go? | Go? | Go? | Go* | Go? | Go* | Go? | Go? | Go? | Go? | Go? | Go?
18| Go® | Go® | Go® | Go® | Go® | Go* | Go® | Go* | Go* | Go* | Go* | Go* | Go* | Gy
19| Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go* | Go*
200 Go° | Go° | Go° | Go° | Go° | Go° | Gy | Go? | G> | Gy’ | Gy’ | Gy’ | Go® | Go°
21| Go® | Go® | Go® | Gob | Go® | Go® | Go® | Go® | Go® | G2° | Gob | Gob | Go® | Go®
221 Gy’ | B | Gy | Gy’ | GoT | Gy’ | Go? | Go7 | Go’ | By | Gy’ | Gy | Gy’ | Gy’
231 GoB | B32 | Go® | Go® | Go¥ | Go® | G52 | By | By | Bs2 | GoB | Go® | Go® | Go®
24| Go° | G | Go? | GO’ | GO’ | Go* | Gyt | Gyt | Gyt | Got | G’ | G’ | G | G

[\"]
wn
oo
S
S
oo
S
S
>
S
S
oy
S
S
oo
S
S
jos)
S
S
oo
S
S
o
S
S
oo
S
S
=
S
S
o
S
S
oo
S
S
jos)
S
S
os)
S
S

)
N
o]

OP—-
o]

O)—
o]

Oh—
jos]

O}—A
jos]

ob—l
o]

O_
=

O»—
=

ob—
o]

o)—
oo

O)—
o]

C}—A
jos]

ov—l
=

O_
=

O_

[\°)
2
oo
S
o
oo
S
o
oo
S
(3o}
oo
S
(3%}
oo
S
o
o]
S
o
o]
S
o
oo
S
o
oo
S
o
oo
S
(3o}
oo
S
(3%}
oo
S
o
o]
S
o
o]
S
o

28| By’ | By> | By> | Bo> | Bo® | Bo® | Bo® | Bo® | B> | By’ | Bo® | By’ | By’ | By?
29| By* | By* | By* | By* | Bo* | Bo* | Bo* | Bo* | Bo* | Bo* | Bo* | By* | By* | By*
30| B> | By’ | B> | By’ | B> | By’ | Bo> | By> | By’ | Bo> | By’ | By> | By’ | By’
31| Bo® | Bo® | Bo® | By® | Bo® | Bo® | Bo® | Bo® | Bo® | G3° | Bo® | Bo® | By® | Bo®
32| By’ | B2 | By? | By? | By? | By’ | Bo’ | Bo” | By’ | Bs® | By’ | By’ | By | By’
33| Bo® | B32 | Bo® | Bo® | Bo® | Bo® | B33 | G3° | B3Y | Bs® | Bo® | Bo® | By® | By®
34| By’ | G»* | By’ | By’ | By’ | Bs* | Bs* | Bs* | Bs* | Bs* | By’ | By’ | By’ | By’
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37| R | R | R | R? | R?2 | R? | R? | R?> | R?|R? | R? | R? | R? | R?
38| R | RP|RP|RP|RP|RP|RP|R3]|RP|RP|RP|R3|R?| RS
39 RA T RA R TROTROIRA* [ RA|I R RAT R R R | R RSP
0| G4 | RS [RO|G* | B* | G4 [ RO G | Gs* | RS | RS | RS | RS | RM

Table 15.15: Interpretation of lower bits for BC6H block modes
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Mode
Bit | 0 1 2 6 | 10 | 14 | 18 | 22 | 26 | 30 | 3 7 | 11 | 15
411 G | G2 | G0 | GO | G0 | G0 | G20 | G0 | GL° | GL° | Ri® | Ri® | Ri® | R
2G| GG |GG |GG |G| G |G| R |RT| R |R?
43 G22 G22 G22 G22 G22 G22 622 G22 622 ng Rls R18 Ro” Ro”
44 G23 st G23 ng G23 ng G23 ng G23 G23 R19 ROIO RolO ROIO
45/G°|G° G |GG |GGG G° |G| G° |G| GO |G
46| G' |G/' |G' |GG G G G GG GGl Gl Gy!
47/ G2 | G2 | G2 | G2 | G2 | G2 | G2 | G2 G2 | G2 G2 | G2 | G2 G2
48|G | G2 |GP|GP |G| G3 |G |GP G2 |GP G2 |G| G363
49 G14 G14 GOIO G14 GOIO G14 G14 G14 G14 G14 G14 G14 G14 GOIS
50| B3° | G2 | B3 | B3O | B3 | G2 | B3 | G2 | G |G| GY G| GY Gt
511 G | G50 | G50 | G50 | G5 | G50 | G3° | G50 | G50 | G50 | G1® | G\° | G1© | GoB3
52| G | Gs | G | Gy | G | G | Gs | Gs! | G | G | GYT | G| Gy | Go'?
53/ G2 | G2 | G2 | G2 | G2 | G2 | G2 | G2 | G32 | G32 | G183 | Gi8 | Go't | Gyt
54 G33 G33 G33 G33 G33 G33 G33 G33 G33 G33 Glf) GOIO GOIO GOIO
55/ B° | B | B | B | BB | B°|B"|B°|B"|B°|B"|B°| B
56| B,' | B |B'|B'|B" B' B'|B'"| B'|B'|B'|B'|B']|B
57| B,* | By | By | By | By> | By> | By* | By* | B> | B> | B> | By* | Bi* | B)?
58| B)° | B’ | Bi> | B> | B> | B* | B* | BY* | BY® | Bi® | Bi® | Bi® | B/ | B®
59 314 314 3010 314 B]4 314 B]4 314 B]4 314 314 314 314 BOIS
60| Bs' | ByS | B! | B! [ By | Bs' | Bs' | Bs' | By | B | B | B | B | Bo'*
61| B° | B0 | B | B0 | B | B0 | BY | B0 | B0 | BO | BiO | Bi® | Bi® | Byl3
62| B! | B! | Bl | Byl | Bl | Bol | Byl | Byl | Bl | Byl | By7 | BY7 | By? | By!?
63| B2 | B2 | B2 | B2 | B2 | B2 | B2 | B2 | B2 | B2 | B® | By | B! | B!
64 323 323 323 323 323 323 323 323 323 323 319 BOIO BOIO BOIO
65| R | RO | RO | RO | RO | RO | RO | RO | RO | RyO 1B o0 |IBo° 1B o° (1B o°
66| Ry! | Ry | R | R | R | R | R | Ry | Ry | Ry |IBgo! B! TBo ! [TBoo!
67| Ry2 | R2 | R2 | B2 | R | R2 | R2 | Ry? | Ry? | Ry? 1B (1B o2 (TBg 0% [IBo o>
68| RP | R | R | R | R | R | RSP | R | R | R 1B o0IBy 0By 0°[1B o°
69| R* | Ro* | Ry* | BY | B3' | Ry* | R* | Ro* | Ry* | Ro* [IBy!|IByo!|[IByo! [IBy!
70 B32 st 332 332 332 332 st 332 332 R25 IBL()ZIB],()ZIBL()ZIB],()2
71 R® | R3O | R3O | RO | R3O | RO | R3O | R3O | R3O | R3® [IByo?|IByo3|IByo*[IB1°
72| R:' | R | R | R | R | R | Ry | R | R | R3! |IBo0 1B 0 |TBo o 1B, o0
73| R32 | R32 | R32 | R3? | R3® | R3? | R3? | R3% | R3% | R3? |IBay!|IBay!|IBay! [IBay!
74| R | R3[| R | RP | R33 | R:® | R | R3 | R3® | Ry [IBo2|IB2g?|IBy 0% [1Bs 2
75| R3* | R3* | R3* | Gt | B3* | Ry* | Ry* | Ryt | R3* | R3* |IBo?|IBo?|1B2 o3 [IBoo?
76| Bs® | R3 | B33 | B33 | B3® | B3® | Ry | B3® | B3® | Ry |IB30|IB3°|IB3 o [IB3o°
77| PB? | PBY | PB? | PB? | PBY | PB | PB? | PBY | PB? | PB® [IB3!|IB3,!|[IB3o! [IB3!
78| PB! | PB! | PB' | PB' | PB' | PB! | PB! | PB! | PB! | PB! |IB32|IB3?(IB3 0> [IB3 0>
79| PB? | PB? | PB? | PB? | PB? | PB? | PB? | PB? | PB? | PB? [IB3’|IB3°|IB30°[IB3¢°
80| PB? | PB* | PB® | PB3 | PB® | PB? | PB? | PB? | PB? | PB? [IB("|IB(1°1Bo ;°[IBo °
81| PB* | PB* | PB* | PB* | PB* | PB* | PB* | PB* | PB* | PB* |IB(!|IBo,!|IB¢.1![TBo !

Table 15.16: Interpretation of upper bits for BC6H block modes
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In a single-subset blocks, the two endpoints are contained in Ry, Gg, By (collectively referred to as Ep) and Ry, Gy, B
(collectively Ey). In a two-subset block, the endpoints for the second subset are in Ry, G, B> and R3, G3, B3 (collectively
E5 and E3 respectively). The values in Ey are sign-extended to the implementation’s internal integer representation if the
format of the texture is signed. The values in E; (and E, and Ej3 if the block has two subsets) are sign-extended if the
format of the texture is signed or if the block mode has transformed endpoints. If the mode has transformed endpoints,
the values from E( are used as a base to offset all other endpoints, wrapped at the number of endpoint bits. For example,
Ri=(Ry+R) & ((1 < EPB) - 1)

Note

In BC7, all modes represent endpoint values independently. This means it is always possible to represent the endpoints
nearest to the anchor indices by choosing the endpoint order appropriately. Since in BC6H transformed endpoints are
represented as two’s complement offsets relative to the first endpoint, there is an asymmetry: it is possible to represent
larger negative values in two’s complement than positive values, so E1, E> and E3 can be more distant from Ej in a
negative direction than positive in modes with transformed endpoints. This means that endpoints cannot necessarily
be chosen independently of the anchor index in BC6H, since the order of endpoints cannot necessarily be reversed. In
addition, E»> and E3 always depends on Eg, so swapping Eg and E; to suit the anchor bit for the first subset may make
make the relative offsets of Eo and E3 unrepresentable in a given mode if they fall out of range.

Next, the endpoints are unquantized to maximize the usage of the bits and to ensure that the negative ranges are oriented
properly to interpolate as a two’s complement value. The following pseudocode assumes the computation uses sufficiently
large intermediate values to avoid overflow. For the unsigned float format, we unquantize a value x to ung by:

if (EPB >= 15)

ung = X;
else if (x == 0)
ung = 0;
else if (x == ((1 << EPB)-1))
ung = OXFFFF;
else
ung = ((x << 15) + 0x4000) >> (EPB-1);

The signed float unquantization is similar, but needs to worry about orienting the negative range:

s = 0;
if (EPB >= 16) {
ung = X;
} else {
if (x < 0) |
s = 1;
X = —-X;
}
if (x == 0)
ung = 0;
else if (x >= ((l1 << (EPB-1))-1))
ung = Ox7FFF;
else
ung = ((x << 15) + 0x4000) >> (EPB-1);
if (s)
ung = -ung;

After the endpoints are unquantized, interpolation proceeds as in the fixed-point formats above using Equation 15.1,
including the interpolation weight table, Table 15.11.
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The interpolated values are passed through a final unquantization step. For the unsigned format, this limits the range of
the integer representation to those bit sequences which, when interpreted as a 16-bit half float, represent [0.0..65504.0],
where 65504.0 is the largest finite value representable in a half float. The bit pattern that represents 65504.0 is integer
0x7BFF, so the integer input range 0..0xFFFF can be mapped to this range by scaling the interpolated integer i by %:

out = (i * 31) >> 6;

For the signed format, the final unquantization step limits the range of the integer representation to the bit sequences
which, when interpreted as a 16-bit half float, represent the range [—c<..65504.0], where —co is represented in half float
as the bit pattern 0xFC00. The signed 16-bit integer range [-0x8000..0x7FFF] is remapped to this float representation by
taking the absolute value of the interpolated value i, scaling it by %, and restoring the sign bit:

out = 1 < 0 2 (((-1) = 31) >> 5) | 0x8000 : (i = 31) >> 5;

The resultant bit pattern should be interpreted as a 16-bit half float.

Note

The ability to support —ee is considered “accidental” due to the asymmetry of two’s complement representation: in order
to map integer 0x7FFF to 65504.0 and 0x0000 to 0.0, -Ox7FFF maps to the largest finite negative value, -65504.0,
represented as OxFBFF. A two’s complement signed integer can also represent -0x8000; it happens that the same
unqguantization formula maps 0x8000 to 0xFCO00, which is the half float bit pattern for —oo. Although decoders for BC6H
should be bit-exact, encoders for this format are encouraged to map —ee to -65504.0 (and to map o to 65504.0 and
NaN values to 0.0) prior to encoding.
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Chapter 16

ETC1 Compressed Texture Image Formats

This description is derived from the OES_compressed_ETCI_RGBS_texture OpenGL extension.

The texture is described as a number of 4 x4 pixel blocks. If the texture (or a particular mip-level) is smaller than 4 pixels
in any dimension (such as a 2x2 or a §x 1 texture), the texture is found in the upper left part of the block(s), and the rest
of the pixels are not used. For instance, a texture of size 4x2 will be placed in the upper half of a 4x4 block, and the
lower half of the pixels in the block will not be accessed.

Pixel a; (see Figure 16.1) of the first block in memory will represent the texture coordinate (#=0, v=0). Pixel a; in the
second block in memory will be adjacent to pixel m; in the first block, etc. until the width of the texture. Then pixel a3 in
the following block (third block in memory for a 8 X8 texture) will be adjacent to pixel d; in the first block, etc. until the
height of the texture. The data storage for an 8 x8 texture using the first, second, third and fourth block if stored in that
order in memory would have the texels encoded in the same order as a simple linear format as if the bytes describing the
pixels came in the following memory order: ay e; iy my az ep iy my by f1i1ny byfoirnycr grkiorcagrkyoydy hy [y
prdyhylhprazesizmszaygeqyiamgbsf3i3nbyfyisngcs gskso3cagakygosdshslspsdyhylypy.

a e | [m|a]el|in|m

bil\filh|m| b fol o |m u

_— >
k direction
2 | 02

ala|ki|o]als

di|h|L|p|d|h|L|Pp

[ 1% block
az | ez | i3 |[my|lay| e | iy |my in memory

by | f3 | Js | na | ba| fa| Ja | 74| [] 2 block

g |k|los|a|gl k| os 1n memory
rd

dy | hs | G| ps|da| ha| by | Pa E|3 block

in memory

v|direction [ 4 block

in memory

Figure 16.1: Pixel layout for an 8 x8 texture using four ETC1 compressed blocks

Note how pixel a, in the second block is adjacent to pixel m; in the first block.

The number of bits that represent a 4 x4 texel block is 64 bits.


https://www.khronos.org/registry/gles/extensions/OES/OES_compressed_ETC1_RGB8_texture.txt
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The data for a block is stored as a number of bytes, qo, g1, g2, 43, 94, 45, g6, g7, Where byte gq is located at the lowest
memory address and g7 at the highest. The 64 bits specifying the block are then represented by the following 64 bit
integer:

int64bit = 256 x (256 x (256 x (256 x (256 x (256 x (256 X qo+q1) +q2) +q3) +q4) +qs) +q6) + q7

Each 64-bit word contains information about a 4 x4 pixel block as shown in Figure 16.2.

a | e i | m
b|f|Jj|n u
—_ >
clglk|o direction
d|lh| 1l |p
v¢direction

Figure 16.2: Pixel layout for an ETC1 compressed block

There are two modes in ETC1: the ‘individual’ mode and the ‘differential’ mode. Which mode is active for a particular
4 x4 block is controlled by bit 33, which we call diff bit. If diff bit = 0, the ‘individual’ mode is chosen, and if diff bit =
1, then the ‘differential’ mode is chosen. The bit layout for the two modes are different: The bit layout for the individual
mode is shown in Table 16.1 part a and part c, and the bit layout for the differential mode is laid out in Table 16.1 part b
and part c.

a) Bit layout in bits 63 through 32 if diff bit = 0

63‘62‘61‘60

59‘58‘57‘56

55‘54‘53‘52

51‘50‘49‘48

Base color 1
R (4 bits)

Base color 2
R, (4 bits)

Base color 1
G (4 bits)

Base color 2
G, (4 bits)

47‘46‘45‘44

43‘42‘41‘40

39‘38‘37 36

35 ‘34 33 | 32

Base color 1
B (4 bits)

Base color 2
B> (4 bits)

Table
codeword 1

Table
codeword 2

diff
bit

flip
bit

b) Bit layout in bits 63 through 32 if diff bit = 1

63‘62‘61‘60

‘59 58‘57‘56

55‘54‘53‘52

‘51 50‘49‘48

Base color
R (5 bits)

Color delta
Ry

Base color
G (5 bits)

Color delta
Gy

47‘46‘45‘44

‘43 42‘41‘40

39‘38‘37 36

32

‘35 34|33

Base color
B (5 bits)

Color delta
By

Table
codeword 1

Table
codeword 2

diff
bit

flip
bit

¢) Bit layout in bits 31 through 0 (in both cases)

More significant pixel index

bits

27 | 26 | 25 | 24

22

19 17

i1

AAEE

23 21
hl gl fl

dl

Less significant

pixel index

11110 9 8

7 6 | 5

3

-0

P

1

00

gO

hO fO

d° »o

Table 16.1: Texel Data format for ETC1 compressed textures

In both modes, the 4 x4 block is divided into two subblocks of either size 2x4 or 4x2. This is controlled by bit 32, which
we call flip bit. If flip bit = 0, the block is divided into two 2x4 subblocks side-by-side, as shown in Figure 16.3. If flip
bit = 1, the block is divided into two 4 x2 subblocks on top of each other, as shown in Figure 16.4.
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a | e i | m

b|f n u
—_ >

clegl|kl|o direction

dlh| !l |p

[ ]subblock 1

v|direction
D subblock 2

Figure 16.3: Two 2x4-pixel ETC1 subblocks side-by-side

al e i | m
b |f n u
—_ >
cleglc]o direction
dlh| Il |p
[ Jsubblock 1
v|direction
[ ]subblock 2

Figure 16.4: Two 4x2-pixel ETC1 subblocks on top of each other

In both individual and differential mode, a base color for each subblock is stored, but the way they are stored is different
in the two modes:

In the ‘individual’ mode (diff bit = 0), the base color for subblock 1 is derived from the codewords R (bits 63..60), G (bits
55..52) and B (bits 47..44), see section a of Table 16.1. These four bit values are extended to RGB:888 by replicating the
four higher order bits in the four lower order bits. For instance, if R = 14 = 1110b, G =3 = 0011b and B = 8§ = 1000b,
then the red component of the base color of subblock 1 becomes 11101110b = 238, and the green and blue components
become 00110011b =51 and 10001000b = 136. The base color for subblock 2 is decoded the same way, but using the 4-
bit codewords R; (bits 59..56), G, (bits 51..48) and B, (bits 43..40) instead. In summary, the base colors for the subblocks
in the individual mode are:

base colorsppiock; = extend_4to8bits(R, G, B)
base colorsppiockz = extend_4to8bits(Ry, G2, B7)

In the ‘differential’ mode (diff bit = 1), the base color for subblock 1 is derived from the five-bit codewords R, G and B.
These five-bit codewords are extended to eight bits by replicating the top three highest-order bits to the three lowest order
bits. For instance, if R = 28 = 11100b, the resulting eight-bit red color component becomes 11100111b = 231. Likewise,
if G =4 =00100b and B = 3 = 00011b, the green and blue components become 00100001b = 33 and 00011000b = 24
respectively. Thus, in this example, the base color for subblock 1 is (231, 33, 24). The five-bit representation for the base
color of subblock 2 is obtained by modifying the five-bit codewords R, G and B by the codewords Ry, G4 and By. Each of
R4, G4 and By is a three-bit two’s-complement number that can hold values between -4 and +3. For instance, if R= 28 as
above, an Ry = 100b = -4, then the five-bit representation for the red color component is 28+(-4) = 24 = 11000b, which is
then extended to eight bits, to 11000110b = 198. Likewise, if G =4, Gg =2, B =3 and B4 = 0, the base color of subblock
2 will be RGB = (198, 49, 24). In summary, the base colors for the subblocks in the differential mode are:

base colorsppiock; = extend_5to8bits(R,G,B)
base colorsppiockzr = extend_5to8bits(R+ Rq,G + Gq,B+ By)
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Note that these additions are not allowed to under- or overflow (go below zero or above 31). (The compression scheme
can easily make sure they don’t.) For over- or underflowing values, the behavior is undefined for all pixels in the 4 x4
block. Note also that the extension to eight bits is performed after the addition.

After obtaining the base color, the operations are the same for the two modes ‘individual’ and ‘differential’. First a table
is chosen using the table codewords: For subblock 1, table codeword 1 is used (bits 39..37), and for subblock 2, table
codeword 2 is used (bits 36..34), see Table 16.1. The table codeword is used to select one of eight modifier tables, see
Table 16.2. For instance, if the table code word is 010b = 2, then the modifier table [-29, -9, 9, 29] is selected. Note that
the values in Table 16.2 are valid for all textures and can therefore be hardcoded into the decompression unit.

Next, we identify which modifier value to use from the modifier table using the two ‘pixel index’ bits. The pixel index
bits are unique for each pixel. For instance, the pixel index for pixel d (see Figure 16.2) can be found in bits 19 (most
significant bit, MSB), and 3 (least significant bit, LSB), see section c of Table 16.1. Note that the pixel index for a
particular texel is always stored in the same bit position, irrespectively of bits diff bit and flip bit. The pixel index bits
are decoded using Table 16.3. If, for instance, the pixel index bits are O1b = 1, and the modifier table [-29, -9, 9, 29] is
used, then the modifier value selected for that pixel is 29 (see Table 16.3). This modifier value is now used to additively
modify the base color. For example, if we have the base color (231, 8, 16), we should add the modifier value 29 to all
three components: (231429, 8+29, 16+29) resulting in (260, 37, 45). These values are then clamped to [0..255], resulting
in the color (255, 37, 45), and we are finished decoding the texel.

Table codeword Modifier table
0 -8 -2 2 8
1 -17 -5 5 17
2 -29 -9 9 29
3 -42 -13 13 42
4 -60 -18 18 60
5 -80 -24 24 80
6 -106 -33 33 106
7 -183 -47 47 183

Table 16.2: Intensity modifier sets for ETC1 compressed textures

Pixel index value . .
Resulting modifier value
MSB LSB
1 1 -b (large negative value)
1 0 -a (small negative value)
0 0 +a (small positive value)
0 1 +b (large positive value)

Table 16.3: Mapping from pixel index values to modifier values for ETC1 compressed textures

Note
ETC1 is a proper subset of ETC2. There are examples of “individual” and “differential” mode decoding below.
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Chapter 17

ETC2 Compressed Texture Image Formats

This description is derived from the “ETC Compressed Texture Image Formats” section of the OpenGL 4.5 specification.

The ETC formats form a family of related compressed texture image formats. They are designed to do different tasks, but
also to be similar enough that hardware can be reused between them. Each one is described in detail below, but we will
first give an overview of each format and describe how it is similar to others and the main differences.

RGB ETC2 is a format for compressing RGB data. It is a superset of the older ETC1 format. This means that an older
ETC1 texture can be decoded using an ETC2-compliant decoder. The main difference is that the newer version contains
three new modes; the “T-mode’ and the ‘H-mode’ which are good for sharp chrominance blocks and the ‘Planar’ mode
which is good for smooth blocks.

RGB ETC2 with sRGB encoding is the same as linear RGB ETC2 with the difference that the values should be interpreted
as being encoded with the SRGB transfer function instead of linear RGB-values.

RGBA ETC2 encodes RGBA 8-bit data. The RGB part is encoded exactly the same way as RGB ETC2. The alpha part is
encoded separately.

RGBA ETC2 with sRGB encoding is the same as RGBA ETC?2 but here the RGB values (but not the alpha value) should
be interpreted as being encoded with the SRGB transfer function.

Unsigned R11 EAC is a one-channel unsigned format. It is similar to the alpha part of RGBA ETC2 but not exactly the
same; it delivers higher precision. It is possible to make hardware that can decode both formats with minimal overhead.

Unsigned RG11 EAC is a two-channel unsigned format. Each channel is decoded exactly as R11 EAC.

Signed R11 EAC is a one-channel signed format. This is good in situations when it is important to be able to preserve zero
exactly, and still use both positive and negative values. It is designed to be similar enough to Signed R11 EAC so that
hardware can decode both with minimal overhead, but it is not exactly the same. For example; the signed version does
not add 0.5 to the base codeword, and the extension from 11 bits differ. For all details, see the corresponding sections.

Signed RG11 EAC is a two-channel signed format. Each channel is decoded exactly as signed R11 EAC.

RGB ETC2 with “punchthrough” alpha is very similar to RGB ETC2, but has the ability to represent “punchthrough”
alpha (completely opaque or transparent). Each block can select to be completely opaque using one bit. To fit this bit,
there is no individual mode in RGB ETC2 with punchthrough alpha. In other respects, the opaque blocks are decoded as
in RGB ETC2. For the transparent blocks, one index is reserved to represent transparency, and the decoding of the RGB
channels are also affected. For details, see the corresponding sections.

RGB ETC2 with punchthrough alpha and sRGB encoding is the same as linear RGB ETC2 with punchthrough alpha but
the RGB channel values should be interpreted as being encoded with the sSRGB transfer function.

A texture compressed using any of the ETC texture image formats is described as a number of 4 x4 pixel blocks.
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Pixel a; (see Figure 17.1) of the first block in memory will represent the texture coordinate (#=0, v=0). Pixel a; in the
second block in memory will be adjacent to pixel m in the first block, etc. until the width of the texture. Then pixel a3 in
the following block (third block in memory for an 8 x 8 texture) will be adjacent to pixel d; in the first block, etc. until the
height of the texture.

The data storage for an 8 x 8 texture using the first, second, third and fourth block if stored in that order in memory would
have the texels encoded in the same order as a simple linear format as if the bytes describing the pixels came in the
following memory order: a) e il mp az e i2 my b]f[ i1 ni b2f2 i2 ny c1 &1 k1 01 C2 82 kz 07 d] /’l] l] D1 dz h2 12 P2 azes
i3m3 ay eq iy my b3 f3i3 13 by f4 ia ngy c3 83 k3 03 ¢4 84 kg 04 d3 h3 I3 p3 dy hy Iy py.

a e | i [m|a|el|ih|m

bilfilh|m|b| ol | m u

d.—.>
k | 0 rection

al&|ki|o]als

di\h| L p|d|h|L|p

] 1% block
as e3 I3 |m3| dy | € ly | My in memory

by | fs |z |ns|bs|falida|na [ 2™ block

g |k|los|a|g| k| os in memory
rd

ds | hy | L | ps|ds|hy| Ly | s D3 block

in memory

v|direction [ 4 block

in memory

Figure 17.1: Pixel layout for an 8 x8 texture using four ETC2 compressed blocks

Note how pixel a3 in the third block is adjacent to pixel d; in the first block.

If the width or height of the texture (or a particular mip-level) is not a multiple of four, then padding is added to ensure that
the texture contains a whole number of 4 x4 blocks in each dimension. The padding does not affect the texel coordinates.
For example, the texel shown as a; in Figure 17.1 always has coordinates (=0, j=0). The values of padding texels are
irrelevant, e.g., in a 3x3 texture, the texels marked as my, ny, o1, dy, h1, [ and p; form padding and have no effect on the
final texture image.

The number of bits that represent a 4x4 texel block is 64 bits if the format is RGB ETC2, RGB ETC2 with sRGB
encoding, RGBA ETC2 with punchthrough alpha, or RGB ETC2 with punchthrough alpha and sSRGB encoding.

In those cases the data for a block is stored as a number of bytes, {qo, 91, 42, 43, 94, 45, g6, 47}, Where byte gq is located
at the lowest memory address and g7 at the highest. The 64 bits specifying the block are then represented by the following
64 bit integer:

int64bit = 256 x (256 x (256 x (256 x (256 x (256 X (256 X g0 +q1) +q2) +q3) + q4) + qs) + q6) + @7

The number of bits that represent a 4 x4 texel block is 128 bits if the format is RGBA ETC2 with a linear or SRGB transfer
function. In those cases the data for a block is stored as a number of bytes: {qo, g1, 92, 43, 94> 45> 465 475 98> 99> 410> 411>
q12, 913, 914, 415 }» Where byte gq is located at the lowest memory address and g5 at the highest.

This is split into two 64-bit integers, one used for color channel decompression and one for alpha channel decompression:

int64bitajpng = 256 X (256 x (256 x (256 x (256 x (256 x (256 X qo+q1) +q2) +q3) +q4) +q5) +g6) + g7
int64bit cyr = 256 X (256 X (256 X (256 X (256 X (256 X (256 X qs +Q9) —|—q10) +q11) —|—Q12) +q13) —l—q14) +4q15
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17.1 Format RGB ETC2

For RGB ETC2, each 64-bit word contains information about a three-channel 4 x4 pixel block as shown in Figure 17.2.

a| e i | m
bl f|J|n u
—_ >
clglk|o direction
d|lh|l|p
v¢direction

Figure 17.2: Pixel layout for an ETC2 compressed block

a) Location of bits for mode selection

63‘62‘61 ‘60‘59 58‘57‘56 55‘54‘53‘52‘51 50‘49‘48 47‘46‘45‘44‘43 42‘41 ‘40 39‘38‘37‘36‘35‘34 33 |32
R Rq G Gq B Bs | ...

b) Bit layout for bits 63 through 32 for ‘individual’ mode
63‘62‘61 ‘60 59‘58‘57‘56 55‘54‘53‘52 51 ‘50‘49‘48 47‘46‘45‘44 43‘42‘41 ‘40 39‘38‘37 36‘35‘34 33 |32
R Ry G Gy B B, table; tables 0 |Fp

c) Bit layout for bits 63 through 32 for ‘differential’ mode

63‘62‘61‘60‘59 58‘57‘56 55‘54‘53‘52‘51 50‘49‘48 47‘46‘45 44‘43 42‘41‘40 39‘38‘37 36‘35‘34 33 |32

R Ry G Gy B Bq table; table, 1 |Fp
d) Bit layout for bits 63 through 32 for ‘T’ mode
63‘62‘61 6()‘59 58 57‘56 55‘54‘53‘52 51‘50‘49‘48 47‘46‘45‘44 43‘42‘41‘40 39‘38‘37‘36 35‘34 33|32
rR32 | | p1-O G B R, G, B> d, 1 |dy
e) Bit layout for bits 63 through 32 for ‘H’ mode
63 62‘61‘60‘59 58‘57‘56 55‘54‘53 52 (51|50 49‘48‘47 46‘45‘44‘43 42‘41‘40‘39 38‘37‘36‘35 34|33 |32
R G3! G°\B| .| B*Y Ry G, B> d.| 1 |d,
f) Bit layout for bits 31 through 0 for ‘individual’, ‘differential’, ‘T’ and ‘H’ modes
3130 |29 |28 |27 |26 |25|24 23|22 (21 |20{19|18|17|16|15|14|13|12|11|10|9 |8 |7 |6 |5|4[3|2]|1]0
oot [ [m | UK U1t (Rt [t [T e [dt [t bt [al [pO o [0 [mO] 20 [k0] 0 |0 [ 10| g0 /0] 0| a0] O] 60 |a®

g) Bit layout for bits 63 through 0 for ‘planar’ mode

63 62‘61‘60‘59‘58‘57 56 | 55 54\53‘52\51‘50‘49 48 47‘46‘45 44\43 4 41‘40‘39 38‘37‘36‘35‘34 33|32

R G6 . GS..O B5 o B4..3 . B2.40 RhS..l 1 RhO
31 30‘29‘28‘27‘26‘25 24|23 22‘21‘20‘19 18‘17 16 15‘14‘13 12‘11 10 9‘8‘7 6 5‘4‘3‘2 110
Gh By Ry Gy B,

Table 17.1: Texel Data format for ETC2 compressed texture formats
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The blocks are compressed using one of five different ‘modes’. Section a of Table 17.1 shows the bits used for determining
the mode used in a given block. First, if the ‘differential bit’ marked D is set to 0, the ‘individual’ mode is used. Otherwise,
the three 5-bit values R, G and B, and the three 3-bit values Ry, G4 and By are examined. R, G and B are treated as integers
between 0 and 31 and Ry, G4 and By as two’s-complement integers between -4 and +3. First, R and Ry are added, and
if the sum is not within the interval [0..31], the ‘T” mode is selected. Otherwise, if the sum of G and Gy is outside the
interval [0..31], the ‘H” mode is selected. Otherwise, if the sum of B and By is outside of the interval [0..31], the ‘planar’
mode is selected. Finally, if the D bit is set to 1 and all of the aforementioned sums lie between 0 and 31, the ‘differential’
mode is selected.

The layout of the bits used to decode the ‘individual’ and ‘differential’ modes are shown in section b and section ¢ of
Table 17.1, respectively. Both of these modes share several characteristics. In both modes, the 4 x4 block is split into two
subblocks of either size 2x4 or 4x2. This is controlled by bit 32, which we dub the flip bit (Fp in Table 17.1 (b) and (c)).
If the flip bit is 0, the block is divided into two 2x4 subblocks side-by-side, as shown in Figure 17.3. If the flip bit is 1,
the block is divided into two 4 x2 subblocks on top of each other, as shown in Figure 17.4. In both modes, a base color
for each subblock is stored, but the way they are stored is different in the two modes:

a |l e i | m

b |f n u
—_ >

clegl|k|o direction

d|lh| !l |p

[ ]subblock 1

v|direction
[ ]subblock 2

Figure 17.3: Two 2 x4-pixel ETC2 subblocks side-by-side

al e i | m

b |f n u
—_ >

cleglx]o direction

d|lh| Il |p

|:| subblock 1

v|direction
[ ]subblock 2

Figure 17.4: Two 4 x2-pixel ETC2 subblocks on top of each other

In the ‘individual’ mode, following the layout shown in section b of Table 17.1, the base color for subblock 1 is derived
from the codewords R (bits 63..60), G (bits 55..52) and B (bits 47..44). These four bit values are extended to RGB:888
by replicating the four higher order bits in the four lower order bits. For instance, if R = 14 = 1110 binary (1110b for
short), G =3 =0011b and B = 8 = 1000b, then the red component of the base color of subblock 1 becomes 11101110b =
238, and the green and blue components become 00110011b = 51 and 10001000b = 136. The base color for subblock 2
is decoded the same way, but using the 4-bit codewords R, (bits 59..56), G, (bits 51..48) and B, (bits 43..40) instead. In
summary, the base colors for the subblocks in the individual mode are:

base colorgppiock = extend4to8bits(R, G, B)
base colorsppiockr = extend4to8bits(Ry, G, By)
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In the ‘differential” mode, following the layout shown in section ¢ of Table 17.1, the base color for subblock 1 is derived
from the five-bit codewords R, G and B. These five-bit codewords are extended to eight bits by replicating the top three
highest-order bits to the three lowest-order bits. For instance, if R = 28 = 11100b, the resulting eight-bit red color
component becomes 11100111b =231. Likewise, if G =4 = 00100b and B = 3 = 0001 1b, the green and blue components
become 00100001b = 33 and 00011000b = 24 respectively. Thus, in this example, the base color for subblock 1 is
(231, 33, 24). The five-bit representation for the base color of subblock 2 is obtained by modifying the five-bit codewords
R, G and B by the codewords Ry, G4 and B4. Each of Ry, G4 and By is a 3-bit two’s-complement number that can hold
values between -4 and +3. For instance, if R = 28 as above, and Rg = 100b =y - 4, then the five bit representation for the
red color component is 28+(-4) = 24 = 11000b, which is then extended to eight bits to 11000110b = 198. Likewise, if
G=4,Gq4=2,B=3and Bgq =0, the base color of subblock 2 will be RGB = 198, 49, 24. In summary, the base colors for
the subblocks in the ‘differential’ mode are:

base colorsppiocki = extend5to8bits(R, G, B)
base colorsppiockz = extend5to8bits(R+ R4, G+ G4,B+ Bg)

Note that these additions will not under- or overflow, or one of the alternative decompression modes would have been
chosen instead of the ‘differential’ mode.

After obtaining the base color, the operations are the same for the two modes ‘individual’ and ‘differential’. First a table
is chosen using the table codewords: For subblock 1, table codeword 1 is used (bits 39..37), and for subblock 2, table
codeword 2 is used (bits 36..34), see section b or section c of Table 17.1. The table codeword is used to select one of eight
modifier tables, see Table 17.2. For instance, if the table codeword is 010 binary = 2, then the modifier table [-29, -9, 9, 29]
is selected for the corresponding sub-block. Note that the values in Table 17.2 are valid for all textures and can therefore
be hardcoded into the decompression unit.

Table codeword Modifier table
0 -8 -2 2 8
1 -17 -5 5 17
2 -29 -9 9 29
3 -42 -13 13 42
4 -60 -18 18 60
5 -80 -24 24 80
6 -106 -33 33 106
7 -183 -47 47 183

Table 17.2: ETC2 intensity modifier sets for ‘individual” and ‘differential’ modes

Pixel index value X .
Resulting modifier value
MSB LSB
1 1 -b (large negative value)
1 0 -a (small negative value)
0 0 +a (small positive value)
0 1 +b (large positive value)

Table 17.3: Mapping from pixel index values to modifier values for RGB ETC2 compressed textures

Next, we identify which modifier value to use from the modifier table using the two pixel index bits. The pixel index
bits are unique for each pixel. For instance, the pixel index for pixel d (see Figure 17.2) can be found in bits 19 (most
significant bit, MSB), and 3 (least significant bit, LSB), see section f of Table 17.1. Note that the pixel index for a
particular texel is always stored in the same bit position, irrespectively of bits diff bit and flip bit. The pixel index bits are
decoded using Table 17.3. If, for instance, the pixel index bits are 01 binary = 1, and the modifier table [-29, -9, 9, 29] is
used, then the modifier value selected for that pixel is 29 (see Table 17.3). This modifier value is now used to additively
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modify the base color. For example, if we have the base color (231, 8, 16), we should add the modifier value 29 to all
three components: (231429, 8+29, 16+29) resulting in (260, 37, 45). These values are then clamped to [0..255], resulting
in the color (255, 37, 45), and we are finished decoding the texel.

Note

Figure 17.5 shows an example ‘individual mode’ ETC2 block. The two base colors are shown as circles, and modifiers
are applied to each channel to give the ‘paint colors’ selectable by each pixel index, shown as small diamonds. Since
the same modifier is applied to each channel, each paint color for a subblock falls on a line (shown dashed) parallel to
the grayscale (0, 0, 0) to (255, 255, 255) axis, unless the channels are modified by clamping to the range [0..255].

Figure 17.5: ETC2 individual mode

In this example, one base color is encoded as the 4-bit triple (4, 11, 9), which is expanded by extend4to8bits to
(68, 187, 153). Modifier table 4 [-60, -18, 18, 60] is selected for this subblock, giving the following paint colors:

Modifier | R G | B

-60 8| 127| 93
-18 58| 169| 135
18 86| 205| 171

60 128 | 247 | 213

The other base color is encoded as the 4-bit triple (14, 3, 8), which is expanded by extend4to8bits to (238, 51, 136).
Modifier table 0 [-8, -2, 2, 8] is selected for this subblock, giving the following paint colors for the subblock:

Modifier | R G B
-8 230| 43| 128
-2 236| 49| 134

240| 53| 138

246 | 59| 144

In this example, none of the paint colors are modified by the process of clipping the channels to the range [0..255]. Since
there is no difference in the way the base colors are encoded in ‘individual mode’, either base color could correspond
to either subblock.
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Note

Figure 17.6 shows an example ‘differential mode’ ETC2 block. The two base colors are shown as circles; an arrow
shows the base color of the second subblock (the upper left circle) derived from the first subblock’s base color (lower
right circle). Modifiers to the base colors give ‘paint colors’ selectable by each pixel index, shown as small diamonds.
Since the same modifier is applied to each channel, each paint color for a subblock falls on a line (shown dashed)
parallel to the grayscale (0, 0, 0) to (255, 255, 255) axis, unless channels are modified by clamping to [0..255].

Figure 17.6: ETC2 differential mode

Here the first subblock’s base color is encoded as the 5-bit triple (29, 26, 8), and expanded by extend5to8bits to
(239, 214, 66). Note that not every color representable in ‘individual mode’, exists in ‘differential mode’, or vice-versa.

The base color of subblock 2 is the five-bit representation of the base color of subblock 1 (29, 26, 8) plus a (Rg, G4, Bqg)
offset of (-4, -3, +3), for a new base color of (25, 23, 11) - expanded by extend5to8bits to (206, 189, 90). The offset
cannot exceed the range [0..31] (expanded to [0..255]): this would select the ‘T’, ‘H’ or ‘planar’ modes. For ‘differential
mode’, the base colors must be similar in each channel. The two’s complement offset gives an asymmetry: we could
not swap the subblocks of this example, since a Ry offset of +4 is unrepresentable.

In this example, modifier table 2 [-29, -9, 9, 29] is applied to subblock 1’s base color of (239, 214, 66):

Modifier | R G B
-29 210| 185| 37
-9 230| 205| 57
9 248 | 223| 75
29 268| 243| 95

The last row is clamped to (255, 243, 95), so subblock 1’s paint colors are not colinear in this example. With modifiers,
all grays [0..255] are representable. Similarly, modifier table 3 [-42, -13, 13, 42] is applied to the base color of subblock
2, (206, 189, 90):

Modifier | R G B
-42 164 | 147 | 48
-13 193| 176 | 77

13 219| 202 | 103
42 248 | 231 | 132
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The ‘T’ and ‘H’ compression modes also share some characteristics: both use two base colors stored using 4 bits per
channel decoded as in the individual mode. Unlike the ‘individual’ mode however, these bits are not stored sequentially,
but in the layout shown in section d and section e of Table 17.1. To clarify, in the “T” mode, the two colors are constructed
as follows:

base color 1 = extend4to8bits((R** < 2)|R'Y, G, B)
base color 2 = extend4to8bits(R,, G2, By)

Here, < denotes bit-wise left shift and | denotes bit-wise OR. In the ‘H’ mode, the two colors are constructed as follows:

base color 1 = extend4toShits(R, (G**! < 1)|G°, (B*> < 3) |B*?)
base color 2 = extend4to8bits(Ry, G2, By)

Both the “T” and ‘H’ modes have four paint colors which are the colors that will be used in the decompressed block, but
they are assigned in a different manner. In the “T” mode, paint color 0 is simply the first base color, and paint color 2 is
the second base color. To obtain the other paint colors, a ‘distance’ is first determined, which will be used to modify the
luminance of one of the base colors. This is done by combining the values d, and dj; shown in section d of Table 17.1
by (d; < 1) | dp, and then using this value as an index into the small look-up table shown in Table 17.4. For example, if
d, is 10 binary and d, is 1 binary, the distance index is 101 binary and the selected ‘distance’ d will be 32. Paint color 1
is then equal to the second base color with the ‘distance’ d added to each channel, and paint color 3 is the second base
color with the ‘distance’ d subtracted.

Dillslt(;l;;ce Distance d

0 3
1

2 11
3 16
4 23
5 32
6 41
7 64

Table 17.4: Distance table for ETC2 ‘T’ and ‘H’ modes

In summary, to determine the four paint colors for a “T” block:

paint color 0 = base color 1
paint color 1 = base color 2+ (d,d,d)
paint color 2 = base color 2

paint color 3 = base color 2 — (d,d,d)

In both cases, the value of each channel is clamped to within [0..255].
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Note

Figure 17.7 shows an example ‘T-mode’ ETC2 block. The two base colors are shown as circles, and modifiers are
applied to base color 2 to give the other two ‘paint colors’, shown as small diamonds. Since the same modifier is applied
to each channel, base color 2 and the two paint colors derived from it fall on a line (shown dashed) parallel to the
grayscale (0, 0, 0) to (255, 255, 255) axis, unless channels are modified by clamping to [0..255].

Figure 17.7: ETC2 T mode

In this example, the first base color is defined as the triple of 4-bit RGB values (13, 1, 8), which is expanded by
extend4to8bits to (221, 17, 136). This becomes paint color 0.

The second base color is encoded as the triple of 4-bit RGB values (4, 12, 13), which is expanded by extend4to8bits to
(68, 204, 221).

Distance index 5 is used to select a distance value d of 32, which is added to and subtracted from the second base
color, giving (100, 236, 253) as paint color 1 and (36, 172, 189) as paint color 3. On this occasion, the channels of these
paint colors are not modified by the process of clamping them to [0..255].

A ‘distance’ value is computed for the ‘H’ mode as well, but doing so is slightly more complex. In order to construct the
three-bit index into the distance table shown in Table 17.4, d, and d}, shown in section e of Table 17.1 are used as the most
significant bit and middle bit, respectively, but the least significant bit is computed as (base color I value > base color 2
value), the ‘value’ of a color for the comparison being equal to (R < 16) + (G < 8) + B. Once the ‘distance’ d has been
determined for an ‘H’ block, the four paint colors will be:

paint color 0 = base color 1+ (d,d,d)
paint color 1 = base color 1 — (d,d,d)
paint color 2 = base color 2+ (d,d,d)
paint color 3 = base color 2 — (d,d,d)

Again, all color components are clamped to within [0..255].
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Note

Figure 17.8 shows an example ‘H mode’ ETC2 block. The two base colors are shown as circles, and modifiers are
applied to each channel to give the ‘paint colors’ selectable by each pixel index, shown as small diamonds. Since the
same modifier is applied to each channel, each paint color falls on a line through the base color from which it is derived
(shown dashed) parallel to the grayscale (0, 0, 0) to (255, 255, 255) axis, unless the channels are modified by clamping
to the range [0..255].

Figure 17.8: ETC2 H mode

In this example, the first base color is defined as the triple of 4-bit RGB values (13, 1, 8), as in the ‘T mode’ case above.
This is expanded by extend4to8bits to (221, 17, 136).

The second base color is defined as the 4-bit triple (4, 12, 13), which expands to (68, 204, 221).

The block encodes a distance index of 5 (this means that base color 1 must be greater than base color 2), corresponding
to a distance d of 32. This leads to the following paint colors:

Paint Base color Distance Paint color

colorid | R | G | B d R| G| B

0 +32 253| 49| 168
221| 17| 136

1 -32 189 | -15| 104

2 +32 100 | 236 | 253
68| 204 | 221

3 -32 36| 172| 189

The G channel of paint color 1 is clamped to 0, giving (189, 0, 104). This stops paint color 1 being colinear with paint
color 0 and base color 1.

Finally, in both the ‘T’ and ‘H’ modes, every pixel is assigned one of the four paint colors in the same way the four
modifier values are distributed in ‘individual’ or ‘differential’ blocks. For example, to choose a paint color for pixel d, an
index is constructed using bit 19 as most significant bit and bit 3 as least significant bit. Then, if a pixel has index 2, for
example, it will be assigned paint color 2.
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The final mode possible in an RGB ETC2-compressed block is the ‘planar’ mode. Here, three base colors are supplied
and used to form a color plane used to determine the color of the individual pixels in the block.

All three base colors are stored in RGB:676 format, and stored in the manner shown in section g of Table 17.1. The
two secondary colors are given the suffix ‘h” and ‘v’, so that the red component of the three colors are R, Ry and Ry, for
example. Some color channels are split into non-consecutive bit-ranges; for example B is reconstructed using B° as the
most-significant bit, B*-3 as the two following bits, and B> as the three least-significant bits.

Once the bits for the base colors have been extracted, they must be extended to 8 bits per channel in a manner analogous
to the method used for the base colors in other modes. For example, the 6-bit blue and red channels are extended by
replicating the two most significant of the six bits to the two least significant of the final 8 bits.

With three base colors in RGB:888 format, the color of each pixel can then be determined as:

xX(Rh—R) yx(Ry—R)

Rxy) =—2% 20 R
xX(Gh—G) yx(Gy—G

Gly) = (4.0 ) (4.V0 L6
xX(Bh—B) yx(By—B

Blxy) = (4.0 : (4.V0 Vb

where x and y are values from O to 3 corresponding to the pixels coordinates within the block, x being in the u direction
and y in the v direction. For example, the pixel g in Figure 17.2 would have x = 1 and y = 2.

These values are then rounded to the nearest integer (to the larger integer if there is a tie) and then clamped to a value
between 0 and 255. Note that this is equivalent to

R(x,y) = clamp255((x x (R —R)+y x (Ry—R)+4 X R+2)>2)

G(x,y) = clamp255((x X (Gh—G) +yx (Gy—G)+4x G+2)>>2)

B(x,y) = clamp255((x x (B —B)+y x (By —B)+4x B+2) > 2)

where clamp255(-) clamps the value to a number in the range [0..255] and where > performs bit-wise right shift.

This specification gives the output for each compression mode in 8-bit integer colors between 0 and 255, and these values
all need to be divided by 255 for the final floating point representation.
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Note
Figure 17.9 shows an example ‘planar mode’ ETC2 block. The three base colors are shown as circles, and the interpo-
lated values are shown as small diamonds.

Figure 17.9: ETC2 planar mode

In this example, the origin (R, G, B) is encoded as the 6-7-6-bit value (12, 64, 62), which is expanded to (48, 129, 251).
The ‘horizontal’ (interpolated by x) base color (R, Gn, Bnh) = (50, 5, 37) and ‘vertical’ (interpolated by y) base color
(Ry, Gy, By) = (40, 112, 45) expand to (203, 10, 150) and (162, 225, 182) respectively.

The resulting texel colors are then:

48 | 129 | 251
87| 99| 226
126| 70| 201
164 | 40| 175
77| 153 | 234
115| 123 | 209
154| 94| 183
193| 64| 158
105| 177 | 217
144 | 147 | 191
183 | 118 | 166
221| 88| 141
134 | 201 | 199
172|171 174
211 | 142 149
250 | 112 124

WIN[([2|O|WIN|m|O|lWN|2|OjWIN|=|O|X
WIW WWINDNDIND|N[ 2|2 |=2O|0|l0 |0 |
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17.2 Format RGB ETC2 with sRGB encoding

Decompression of floating point sSRGB values in RGB ETC2 with sRGB encoding follows that of floating point RGB
values of linear RGB ETC2. The result is SRGB-encoded values between 0.0 and 1.0. The further conversion from an
sRGB encoded component cs to a linear component ¢/ is done according to the formulae in Section 7.8.3. Assume cs is
the SRGB component in the range [0, 1].

17.3 Format RGBA ETC2

Each 4x4 block of RGBA:8888 information is compressed to 128 bits. To decode a block, the two 64-bit integers
int64bitajpna and int64bitc,;,r are calculated as described in Section 17.1. The RGB component is then decoded the
same way as for RGB ETC2 (see Section 17.1), using int64bitc,,, as the int64bit codeword.

a) Bit layout in bits 63 through 48
63‘62‘61‘60‘59‘58‘57‘56 55‘54‘53‘52 51‘50‘49‘48
base codeword multiplier table index
b) Bit layout in bits 47 through 0, with pixels as name in Figure 17.2,
bits labeled from 0 being the LSB to 47 being the MSB

47 | 46 | 45 | 44 | 43 | 42 | 41 | 40 | 39 | 38 | 37 | 36 | 35 | 34 | 33 | 32
aaz aal aao ba2 btxl bao Ca2 Cal Cao dtxz dal dao 3052 eal eao faz
31 |30 | 29 | 28 | 27 | 26 | 25 | 24 | 23 | 22 |21 | 20 | 19 | 18 | 17 | 16
fal foco ga2 gal gao ha2 hocl hao ia2 ial ioco ja2 jal jao ka2 kal
1514131211109 |8 |7 |6/|5|4]3|2]1]0

0 2 1 0 2 1 0 2 1 0 2 1 0 2 1 0
ko' |lo” [la |la” maime me”°|ng” |na' |ne" |06~ |00 |0a” |Pa”|Pa’ |Pa

Table 17.5: Texel Data format for alpha part of RGBA ETC2 compressed textures

The 64-bits in int64bitspp, used to decompress the alpha channel are laid out as shown in Table 17.5. The information
is split into two parts. The first 16 bits comprise a base codeword, a table codeword and a multiplier, which are used
together to compute 8 pixel values to be used in the block. The remaining 48 bits are divided into 16 3-bit indices, which
are used to select one of these 8 possible values for each pixel in the block.

Note

The color pixel indices are stored in a..p order in increasing bit order in a big-endian word representation, with the low
bit stored separately from the high bit. However, the alpha indices are stored in p..a order in increasing bit order in a
big-endian word representation, with each bit of each alpha index stored consecutively.

The decoded value of a pixel is a value between 0 and 255 and is calculated the following way:

clamp255(base codeword + modifier x multiplier)

Equation 17.1: ETC2 base

where clamp255(-) maps values outside the range [0..255] to 0.0 or 255.0.

The base codeword is stored in the first 8 bits (bits 63..56) as shown in Table 17.5 part (a). This is the first term in
Equation 17.1.
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Table index Modifier table
0 -3 -6 9| -15 2 5 8 14
1 -3 71 -10| -13 2 6 9 12
2 -2 -5 8| -13 1 4 7 12
3 2 -4 -6| -13 1 3 5 12
4 -3 -6 80 -12 2 5 7 11
5 -3 -7 9 -11 2 6 8 10
6 -4 -7 -8 -11 3 6 7 10
7 -3 -5 -8 -11 2 4 7 10
8 -2 -6 -8 -10 1 5 7 9
9 -2 -5 -8 -10 1 4 7 9
10 -2 -4 -8 -10 1 3 7 9
11 2 -5 71 -10 1 4 6 9
12 -3 -4 71 -10 2 3 6 9
13 -1 -2 30 -10 0 1 2 9
14 -4 -6 -8 -9 3 5 7 8
15 -3 -5 -7 -9 2 4 6 8

Table 17.6: Intensity modifier sets for RGBA ETC2 alpha component

Next, we want to obtain the modifier. Bits 51..48 in Table 17.5 part (a) form a 4-bit index used to select one of 16
pre-determined ‘modifier tables’, shown in Table 17.6.

For example, a table index of 13 (1101 binary) means that we should use table [-1, -2 -3, -10, 0, 1, 2, 9]. To select which
of these values we should use, we consult the pixel index of the pixel we want to decode. As shown in Table 17.5 part
(b), bits 47..0 are used to store a 3-bit index for each pixel in the block, selecting one of the 8 possible values. Assume
we are interested in pixel b. Its pixel index is stored in bits 44..42, with the most significant bit stored in 44 and the least
significant bit stored in 42. If the pixel index is 011 binary = 3, this means we should take the value 3 from the left in the
table, which is -10. This is now our modifier, which is the starting point of our second term in the addition.

In the next step we obtain the multiplier value; bits 55..52 form a four-bit multiplier between 0 and 15. This value should
be multiplied with the modifier. An encoder is not allowed to produce a multiplier of zero, but the decoder should still be
able to handle this case (and produce 0 x modifier = 0 in that case).

The modifier times the multiplier now provides the third and final term in the sum in Equation 17.1. The sum is calculated
and the value is clamped to the interval [0..255]. The resulting value is the 8-bit output value.

For example, assume a base codeword of 103, a table index of 13, a pixel index of 3 and a multiplier of 2. We will then
start with the base codeword 103 (01100111 binary). Next, a table index of 13 selects table [-1, -2, -3, -10, 0, 1, 2, 9], and
using a pixel index of 3 will result in a modifier of -10. The multiplier is 2, forming -10 x 2 = -20. We now add this to the
base value and get 103 - 20 = 83. After clamping we still get 83 =(01010011 binary. This is our 8-bit output value.

This specification gives the output for each channel in 8-bit integer values between 0 and 255, and these values all need
to be divided by 255 to obtain the final floating point representation.

Note that hardware can be effectively shared between the alpha decoding part of this format and that of R11 EAC texture.
For details on how to reuse hardware, see Section 17.5.
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17.4 Format RGBA ETC2 with sRGB encoding

Decompression of floating point sSRGB values in RGBA ETC2 with sRGB encoding follows that of floating point RGB
values of linear RGBA ETC2. The result is SRGB values between 0.0 and 1.0. The further conversion from an sRGB
encoded component cs to a linear component ¢/ is according to the formula in Section 7.8.3. Assume cs is the SRGB
component in the range [0, 1].

The alpha component of RGBA ETC2 with sSRGB encoding is done in the same way as for linear RGBA ETC2.

17.5 Format Unsigned R11 EAC

The number of bits to represent a 4x4 texel block is 64 bits. if format is R11 EAC. In that case the data for a block is
stored as a number of bytes, {qo, q1, 92, 43, 94, 45, g6, g7}, Where byte g is located at the lowest memory address and g7
at the highest. The red component of the 4 x4 block is then represented by the following 64-bit integer:

int64bit = 256 x (256 x (256 x (256 x (256 x (256 x (256 X g0+ q1) + q2) + q3) + q4) + qs) + q6) + 47

This 64-bit word contains information about a single-channel 4 x4 pixel block as shown in Figure 17.2. The 64-bit word
is split into two parts. The first 16 bits comprise a base codeword, a table codeword and a multiplier. The remaining 48
bits are divided into 16 3-bit indices, which are used to select one of the 8 possible values for each pixel in the block, as
shown in Table 17.5.

The decoded value is calculated as:

clampl ((base codeword+0.5) x + modifier x multiplier x

255.875 255.875)

Equation 17.2: Unsigned R11 EAC start

where clamp1(-) maps values outside the range [0.0, 1.0] to 0.0 or 1.0.

We will now go into detail how the decoding is done. The result will be an 11-bit fixed point number where O represents
0.0 and 2047 represents 1.0. This is the exact representation for the decoded value. However, some implementations may
use, e.g., 16-bits of accuracy for filtering. In such a case the 11-bit value will be extended to 16 bits in a predefined way,
which we will describe later.

To get a value between 0 and 2047 we must multiply Equation 17.2 by 2047.0:

2047.0 2047.0
clamp2 ((base codeword +0.5) x )

755875 + modifier X multiplier x 755 875

where clamp?2(-) clamps to the range [0.0, 2047.0].

2047.0
255.875

Since is exactly 8.0, the above equation can be written as

clamp2(base codeword x 8 + 4 + modifier x multiplier x 8)

Equation 17.3: Unsigned R11 EAC simple

The base codeword is stored in the first 8 bits as shown in Table 17.5 part (a). Bits 63..56 in each block represent an
eight-bit integer (base codeword) which is multiplied by 8 by shifting three steps to the left. We can add 4 to this value
without addition logic by just inserting 100 binary in the last three bits after the shift. For example, if base codeword
is 129 = 10000001 binary (or 10000001b for short), the shifted value is 10000001000b and the shifted value including
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the +4 term is 10000001100b = 1036 = 129x8+4. Hence we have summed together the first two terms of the sum in
Equation 17.3.

Next, we want to obtain the modifier. Bits 51..48 form a 4-bit index used to select one of 16 pre-determined ‘modifier
tables’, shown in Table 17.6. For example, a table index of 13 (1101 binary) means that we should use table [-1, -2, -3, -
10, 0, 1, 2, 9]. To select which of these values we should use, we consult the pixel index of the pixel we want to decode.
Bits 47..0 are used to store a 3-bit index for each pixel in the block, selecting one of the 8 possible values. Assume we
are interested in pixel b. Its pixel indices are stored in bit 44..42, with the most significant bit stored in 44 and the least
significant bit stored in 42. If the pixel index is 011 binary = 3, this means we should take the value 3 from the left in the
table, which is -10. This is now our modifier, which is the starting point of our second term in the sum.

In the next step we obtain the multiplier value; bits 55..52 form a four-bit multiplier between 0 and 15. We will later treat
what happens if the multiplier value is zero, but if it is nonzero, it should be multiplied with the modifier. This product
should then be shifted three steps to the left to implement the x8 multiplication. The result now provides the third and
final term in the sum in Equation 17.3. The sum is calculated and the result is clamped to a value in the interval [0..2047].
The resulting value is the 11-bit output value.

For example, assume a base codeword of 103, a table index of 13, a pixel index of 3 and a multiplier of 2. We will
then first multiply the base codeword 103 (01100111b) by 8 by left-shifting it (0110111000b) and then add 4 resulting in
0110111100b = 828 = 103 x 8 + 4. Next, a fable index of 13 selects table [-1, -2, -3, -10, 0, 1, 2, 9], and using a pixel
index of 3 will result in a modifier of -10. The multiplier is nonzero, which means that we should multiply it with the
modifier, forming -10 X 2 =-20=111111101100b. This value should in turn be multiplied by 8 by left-shifting it three
steps: 111101100000b = -160. We now add this to the base value and get 828 - 160 = 668. After clamping we still get

668 =01010011100b. This is our 11-bit output value, which represents the value % =0.32633121...

If the multiplier value is zero (i.e., the multiplier bits 55..52 are all zero), we should set the multiplier to %. Equation 17.3

can then be simplified to

clamp2(base codeword x 8 4+ 4 + modifier)

Equation 17.4: Unsigned R11 EAC simpler

As an example, assume a base codeword of 103, a table index of 13, a pixel index of 3 and a multiplier value of 0. We treat
the base codeword the same way, getting 828 = 103 x8+4. The modifier is still -10. But the multiplier should now be %,

which means that third term becomes —10 x (%) x 8 = —10. The sum therefore becomes 828-10 = 818. After clamping

we still get 818 =01100110010Db, and this is our 11-bit output value, and it represents % =0.39960918...

Some OpenGL ES implementations may find it convenient to use 16-bit values for further processing. In this case, the
11-bit value should be extended using bit replication. An 11-bit value x is extended to 16 bits through (x < 5) + (x> 6).
For example, the value 668 = 01010011100b should be extended to 0101001110001010b = 21386.

In general, the implementation may extend the value to any number of bits that is convenient for further processing, e.g.,
32 bits. In these cases, bit replication should be used. On the other hand, an implementation is not allowed to truncate the
11-bit value to less than 11 bits.

Note that the method does not have the same reconstruction levels as the alpha part in the RGBA ETC2 format. For

instance, for a base codeword of 255 and a table value of 0, the alpha part of the RGBA ETC2 format will represent a

value of (22555;8) ) = 1.0 exactly. In R11 EAC the same base codeword and table value will instead represent <2255555£;) ) —

0.99853444. .. That said, it is still possible to decode the alpha part of the RGBA ETC2-format using R11 EAC hardware.
This is done by truncating the 11-bit number to 8 bits. As an example, if base codeword = 255 and table value = 0, we get
the 11-bit value (255x 8+4+0) = 2044 = 1111111100b, which after truncation becomes the 8-bit value 11111111b = 255
which is exactly the correct value according to RGBA ETC2. Clamping has to be done to [0, 255] after truncation for
RGBA ETC2 decoding. Care must also be taken to handle the case when the multiplier value is zero. In the 11-bit version,
this means multiplying by %, but in the 8-bit version, it really means multiplication by 0. Thus, the decoder will have to
know if it is an RGBA ETC2 texture or an R11 EAC texture to decode correctly, but the hardware can be 100% shared.

As stated above, a base codeword of 255 and a table value of 0 will represent a value of (225555;;2 ) — 0.99853444 ..., and

this does not reach 1.0 even though 255 is the highest possible base codeword. However, it is still possible to reach a pixel
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value of 1.0 since a modifier other than O can be used. Indeed, half of the modifiers will often produce a value of 1.0. As
an example, assume we choose the base codeword 255, a multiplier of 1 and the modifier table [-3, -5, -7, -9, 2, 4, 6, 8].
Starting with Equation 17.3,

+ table value x multiplier x

clampl <(base codeword +0.5) x

255.875 255.875>

we get

1
clampl <(255—|—0.5)>< —|—[—3 -5 -7 -9 2 4 6 8}>< )

1
255.875 255.875

which equals
czampz({o.987 0.979 0971 0963 1.00 1.01 1.02 1.03})
or after clamping
[0.987 0979 0.971 0.963 1.00 1.00 1.00 1.00]

which shows that several values can be 1.0, even though the base value does not reach 1.0. The same reasoning goes for
0.0.

17.6 Format Unsigned RG11 EAC

The number of bits to represent a 4 x4 texel block is 128 bits if the format is RG11 EAC. In that case the data for a block

is stored as a number of bytes, {qo, 1, 42 43, 44 45, q6: 47 P0s P1, P2, P3+ P4, D5, D6 P71} Where byte qq is located at the
lowest memory address and p7 at the highest. The 128 bits specifying the block are then represented by the following two
64 bit integers:

int64bity = 256 x (256 x (256 x (256 x (256 x (256 x (256 X qo+q1) +q2) +q3) +q4) +q5) +q6) +q7
int64bit) = 256 x (256 x (256 x (256 x (256 x (256 x (256 x po+ p1) + p2) + p3) + pa) + ps) + pe) + p7

The 64-bit word int64bity contains information about the red component of a two-channel 4x4 pixel block as shown in
Figure 17.2, and the word int64bit| contains information about the green component. Both 64-bit integers are decoded in
the same way as R11 EAC described in Section 17.5.

17.7 Format Signed R11 EAC

The number of bits to represent a 4x4 texel block is 64 bits if the format is signed R11 EAC. In that case the data for a
block is stored as a number of bytes, {qo, g1, 92, 43, 94, g5, g6, g7}, Where byte g is located at the lowest memory address
and ¢ at the highest. The red component of the 4 x4 block is then represented by the following 64 bit integer:

int64bit = 256 x (256 x (256 x (256 x (256 x (256 x (256 X qo+q1) +q2) +q3) +q4) +qs5) +g6) + g7

This 64-bit word contains information about a single-channel 4 x4 pixel block as shown in Figure 17.2. The 64-bit word
is split into two parts. The first 16 bits comprise a base codeword, a table codeword and a multiplier. The remaining 48
bits are divided into 16 3-bit indices, which are used to select one of the 8 possible values for each pixel in the block, as
shown in Table 17.5.

The decoded value is calculated as

+ modifier x multiplier x

1
lampl ( b —
clamp ( ase codeword X 127375

Equation 17.5: Signed R11 EAC start
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where clamp(-) maps values outside the range [-1.0, 1.0] to -1.0 or 1.0. We will now go into detail how the decoding is
done. The result will be an 11-bit two’s-complement fixed point number where -1023 represents -1.0 and 1023 represents
1.0. This is the exact representation for the decoded value. However, some implementations may use, e.g., 16-bits of
accuracy for filtering. In such a case the 11-bit value will be extended to 16 bits in a predefined way, which we will
describe later.

To get a value between -1023 and 1023 we must multiply Equation 17.5 by 1023.0:

1023.0 1023.0 )

clamp?2 (base codeword x 127875 + modifier x multiplier x 127.875

where clamp?2(-) clamps to the range [-1023.0, 1023.0]. Since 112()7237()5 is exactly 8, the above formula can be written as:

clamp2(base codeword x 8 + modifier x multiplier x 8)

Equation 17.6: Signed R11 EAC simple

The base codeword is stored in the first 8 bits as shown in Table 17.5 part (a). It is a two’s-complement value in the range
[-127, 127], and where the value -128 is not allowed; however, if it should occur anyway it must be treated as -127. The
base codeword is then multiplied by 8 by shifting it left three steps. For example the value 65 = 01000001 binary (or
01000001b for short) is shifted to 01000001000b = 520 = 65x8.

Next, we want to obtain the modifier. Bits 51..48 form a 4-bit index used to select one of 16 pre-determined ‘modifier
tables’, shown in Table 17.6. For example, a table index of 13 (1101 binary) means that we should use table [-1, -2, -3, -
10, 0, 1, 2, 9]. To select which of these values we should use, we consult the pixel index of the pixel we want to decode.
Bits 47..0 are used to store a 3-bit index for each pixel in the block, selecting one of the 8 possible values. Assume we
are interested in pixel b. Its pixel indices are stored in bit 44..42, with the most significant bit stored in 44 and the least
significant bit stored in 42. If the pixel index is 011 binary = 3, this means we should take the value 3 from the left in the
table, which is -10. This is now our modifier, which is the starting point of our second term in the sum.

In the next step we obtain the multiplier value; bits 55..52 form a four-bit multiplier between 0 and 15. We will later
treat what happens if the multiplier value is zero, but if it is nonzero, it should be multiplied with the modifier. This
product should then be shifted three steps to the left to implement the x8 multiplication. The result now provides the
third and final term in the sum in Equation 17.6. The sum is calculated and the result is clamped to a value in the interval
[-1023..1023]. The resulting value is the 11-bit output value.

For example, assume a a base codeword of 60, a table index of 13, a pixel index of 3 and a multiplier of 2. We start by
multiplying the base codeword (00111100b) by 8 using bit shift, resulting in (00111100000b) = 480 = 60 x 8. Next, a
table index of 13 selects table [-1, -2, -3, -10, 0, 1, 2, 9], and using a pixel index of 3 will result in a modifier of -10. The
multiplier is nonzero, which means that we should multiply it with the modifier, forming -10x2 =-20=111111101100b.
This value should in turn be multiplied by 8 by left-shifting it three steps: 111101100000b = -160. We now add this to
the base value and get 480-160 = 320. After clamping we still get 320 = 00101000000b. This is our 11-bit output value,

which represents the value % =0.31280547....

If the multiplier value is zero (i.e., the multiplier bits 55..52 are all zero), we should set the multiplier to %. Equation 17.6
can then be simplified to:

clamp2(base codeword x 8 + modifier)

Equation 17.7: Signed R11 EAC simpler

As an example, assume a base codeword of 65, a table index of 13, a pixel index of 3 and a multiplier value of 0. We treat
the base codeword the same way, getting 480 = 60x 8. The modifier is still -10. But the multiplier should now be %, which

means that third term becomes —10 x (%) x 8 = —10. The sum therefore becomes 480-10 = 470. Clamping does not
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affect the value since it is already in the range [-1023, 1023], and the 11-bit output value is therefore 470 =00111010110b.

This represents 15 = 0.45943304 ...

Some OpenGL ES implementations may find it convenient to use two’s-complement 16-bit values for further processing.
In this case, a positive 11-bit value should be extended using bit replication on all the bits except the sign bit. An 11-bit
value x is extended to 16 bits through (x < 5) + (x > 5). Since the sign bit is zero for a positive value, no addition logic
is needed for the bit replication in this case. For example, the value 470 = 00111010110b in the above example should be
expanded to 0011101011001110b = 15054. A negative 11-bit value must first be made positive before bit replication, and
then made negative again:

if (resultllbit >= 0) {

resultlobit = (resultllbit << 5) + (resultllbit >> 5);
} else {

resultllbit = -resultllbit;

resultléebit = (resultllbit << 5) + (resultllbit >> 5);

resultléobit = —-resultlo6bit;

}

Simply bit replicating a negative number without first making it positive will not give a correct result.

In general, the implementation may extend the value to any number of bits that is convenient for further processing, e.g.,
32 bits. In these cases, bit replication according to the above should be used. On the other hand, an implementation is not
allowed to truncate the 11-bit value to less than 11 bits.

Note that it is not possible to specify a base value of 1.0 or -1.0. The largest possible base codeword is +127, which
represents 1217?75 = 0.993.... However, it is still possible to reach a pixel value of 1.0 or -1.0, since the base value is
modified by the table before the pixel value is calculated. Indeed, half of the modifiers will often produce a value of 1.0.
As an example, assume the base codeword is +127, the modifier table is [-3, -5, -7, -9, 2, 4, 6, 8] and the multiplier is one.

Starting with Equation 17.5,

base codeword x 127?875 + modifier x multiplier x 127?875
we get
127 1
127.875 +[ 3 7 9240608 } “127.875

which equals

[0.970 0.954 0.938 0923 1.01 1.02 1.04 1.06}
or after clamping

[0.970 0.954 0.938 0.923 1.00 1.00 1.00 1.00}

This shows that it is indeed possible to arrive at the value 1.0. The same reasoning goes for -1.0.

Note also that Equation 17.6/Equation 17.7 are very similar to Equation 17.3/Equation 17.4 in the unsigned version
EAC_RI11. Apart from the +4, the clamping and the extension to bit sizes other than 11, the same decoding hardware can
be shared between the two codecs.

17.8 Format Signed RG11 EAC

The number of bits to represent a 4 x4 texel block is 128 bits if the format is signed RG11 EAC. In that case the data for a
block is stored as a number of bytes, {qo, 91, 42, 43, 44, 45, 96> 47> P0> P1> P2> P3> P4 Ps» P6, P7} Where byte g is located at
the lowest memory address and p7 at the highest. The 128 bits specifying the block are then represented by the following
two 64 bit integers:

int64bity = 256 x (256 x (256 x (256 X (256 x (256 x (256 X qo+q1) +q2) + q3) +q4) +qs) +qs) + q7
int64bit; = 256 x (256 x (256 x (256 x (256 x (256 x (256 X po+ p1) + p2) + p3) + pa) + ps) + ps) + p7
The 64-bit word int64bity contains information about the red component of a two-channel 4x4 pixel block as shown in

Figure 17.2, and the word int64bit; contains information about the green component. Both 64-bit integers are decoded in
the same way as signed R11 EAC described in Section 17.8.
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17.9 Format RGB ETC2 with punchthrough alpha

For RGB ETC2 with punchthrough alpha, each 64-bit word contains information about a four-channel 4 x4 pixel block
as shown in Figure 17.2.

The blocks are compressed using one of four different ‘modes’. Table 17.7 part (a) shows the bits used for determining
the mode used in a given block.

a) Location of bits for mode selection

63‘62‘61 ‘60‘59 58‘57‘56 55‘54‘53‘52‘51 50‘49‘48 47‘46‘45‘44‘43 42‘41 ‘40 39‘38‘37‘36‘35‘34 33|32

R R4 G Gy B Bg | ... Op
b) Bit layout for bits 63 through 32 for ‘differential’ mode
63‘62‘61 ‘60‘59 58‘57‘56 55‘54‘53‘52‘51 50‘49‘48 47‘46‘45‘44‘43 42‘41 ‘40 39‘38‘37 36‘35‘34 33|32

R R4 G Gy B By tableq table; |Op|Fp
¢) Bit layout for bits 63 through 32 for ‘T’ mode
63‘62‘61 60‘59 58 57‘56 55‘54‘53‘52 51 ‘50‘49‘48 47‘46‘45‘44 43‘42‘41 ‘40 39‘38‘37‘36 35‘34 33|32
R332 | .| RO G B R, Gy B, d, |Op|dp
d) Bit layout for bits 63 through 32 for ‘H’ mode
63 62‘61 ‘60‘59 58‘57‘56 55‘54‘53 52|51 |50 49‘48‘47 46‘45‘44‘43 42‘41 ‘40‘39 38‘37‘36‘35 34 (33|32
R G ... |G°B} .| B*Y R» G, B, d, |Op|d,
e) Bit layout for bits 31 through 0 for ‘differential’, ‘T’ and ‘H’ modes

31130 (29 (28|27 (2625 |24(23(22|21 (20|19 |18 17|16 |15|14 |13 |12[11[10|9 |8 |7 |6 |5 |4 |3 |2]1
ponmllkljih]glfleldlclblalp()OOnOmOlOkOjOiOhOOfOOdOObOaO

f) Bit layout for bits 63 through 0 for ‘planar’ mode

63 62‘61‘60‘59‘58‘57 56 | 55 54‘53‘52‘51‘50‘49 48 47‘46‘45 44‘43 42 41‘40‘39 38‘37‘36‘35‘34 33|32

R G| . G>0 B .. B3| .| B0 Ry>-! 1Ry
31 30‘29‘28‘27‘26‘25 24 |23 22‘21‘20‘19 18‘]7 16 15‘14‘13 12‘11 10 9‘8‘7 6 5‘4‘3‘2 110
Gh Bh Rv Gv BV

Table 17.7: Texel Data format for punchthrough alpha ETC2 compressed texture formats

To determine the mode, the three 5-bit values R, G and B, and the three 3-bit values R4, G4 and By are examined. R, G
and B are treated as integers between 0 and 31 and R4, G4 and By as two’s-complement integers between -4 and +3. First,
R and Ry are added, and if the sum is not within the interval [0..31], the ‘T” mode is selected. Otherwise, if the sum of G
and Gy is outside the interval [0..31], the ‘H’ mode is selected. Otherwise, if the sum of B and By is outside of the interval
[0..31], the ‘planar’ mode is selected. Finally, if all of the aforementioned sums lie between O and 31, the ‘differential’
mode is selected.

The layout of the bits used to decode the ‘differential’ mode is shown in Table 17.7 part (b). In this mode, the 4 x4 block is
split into two subblocks of either size 2x4 or 4x2. This is controlled by bit 32, which we dub the flip bit (Fp in Table 17.7
(b) and (c)). If the flip bit is 0, the block is divided into two 2 x4 subblocks side-by-side, as shown in Figure 17.3. If the
flip bit is 1, the block is divided into two 4 x2 subblocks on top of each other, as shown in Figure 17.4. For each subblock,
a base color is stored.

In the ‘differential’ mode, following the layout shown in Table 17.7 part (b), the base color for subblock 1 is derived
from the five-bit codewords R, G and B. These five-bit codewords are extended to eight bits by replicating the top three
highest-order bits to the three lowest-order bits. For instance, if R = 28 = 11100 binary (11100b for short), the resulting
eight-bit red color component becomes 11100111b =231. Likewise, if G =4 =00100b and B = 3 = 0001 1b, the green and
blue components become 00100001b = 33 and 00011000b = 24 respectively. Thus, in this example, the base color for
subblock 1 is (231, 33, 24). The five bit representation for the base color of subblock 2 is obtained by modifying the 5-bit
codewords R, G and B by the codewords R4, G4 and By. Each of Ry, G4 and By is a 3-bit two’s-complement number that
can hold values between -4 and +3. For instance, if R = 28 as above, and Ry = 100b = -4, then the five bit representation
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for the red color component is 28+(-4)=24 = 11000b, which is then extended to eight bits to 11000110b = 198. Likewise,
if G=4, Gqg =2, B=3 and By =0, the base color of subblock 2 will be RGB = (198, 49, 24). In summary, the base colors
for the subblocks in the differential mode are:

base colorgppiock = extend5to8bits(R, G, B)
base colorsppiockz = extend5to8bits(R+ Rq, G+ G4,B+ By)

Note that these additions will not under- or overflow, or one of the alternative decompression modes would have been
chosen instead of the ‘differential’ mode.

Table codeword Modifier table
0 -8 -2 2 8
1 -17 -5 5 17
2 -29 -9 9 29
3 421 -13 13 42
4 -60| -18 18 60
5 -80| -24 24 80
6 -106| -33 33| 106
7 -183| -47 47| 183

Table 17.8: ETC2 intensity modifier sets for the ‘differential’ if ‘opaque’ (Op) is set

Table codeword Modifier table
0 -8 0 0 8
1 -17 0 0 17
2 -29 0 0 29
3 -42 0 0 42
4 -60 0 0 60
5 -80 0 0 80
6 -106 0 0| 106
7 -183 0 0| 183

Table 17.9: ETC2 intensity modifier sets for the ‘differential’ if ‘opaque’ (Op) is unset

After obtaining the base color, a table is chosen using the rable codewords: For subblock 1, table codeword 1 is used (bits
39..37), and for subblock 2, table codeword 2 is used (bits 36..34), see Table 17.7 part (b). The table codeword is used to
select one of eight modifier tables. If the ‘opaque’-bit (bit 33) is set, Table 17.8 is used. If it is unset, Table 17.9 is used.
For instance, if the ‘opaque’-bit is 1 and the table codeword is 010 binary = 2, then the modifier table [-29, -9, 9, 29] is
selected for the corresponding sub-block. Note that the values in Table 17.8 and Table 17.9 are valid for all textures and
can therefore be hardcoded into the decompression unit.

Next, we identify which modifier value to use from the modifier table using the two pixel index bits. The pixel index
bits are unique for each pixel. For instance, the pixel index for pixel d (see Figure 17.2) can be found in bits 19 (most
significant bit, MSB), and 3 (least significant bit, LSB), see Table 17.7 part (e). Note that the pixel index for a particular
texel is always stored in the same bit position, irrespectively of the flip bit.
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If the ‘opaque’-bit (bit 33) is set, the pixel index bits are decoded using Table 17.10. If the ‘opaque’-bit is unset, Table 17.11
will be used instead. If, for instance, the ‘opaque’-bit is 1, and the pixel index bits are 01 binary = 1, and the modifier table
[-29, -9, 9, 29] is used, then the modifier value selected for that pixel is 29 (see Table 17.10). This modifier value is now
used to additively modify the base color. For example, if we have the base color (231, 8, 16), we should add the modifier
value 29 to all three components: (231429, 8+29, 16+29) resulting in (260, 37, 45). These values are then clamped to
[0..255], resulting in the color (255, 37, 45).

Pixel index value . .
Resulting modifier value
msb Isb
1 1 -b (large negative value)
1 0 -a (small negative value)
0 0 +a (small positive value)
0 1 +b (large positive value)

Table 17.10: ETC2 mapping from pixel index values to modifier values when ‘opaque’ bit is set

Pixel index value X .
Resulting modifier value
msb Isb
1 1 -b (large negative value)
1 0 0 (zero)
0 0 0 (zero)
0 1 +b (large positive value)

Table 17.11: ETC2 mapping from pixel index values to modifier values when ‘opaque’ bit is unset

The alpha component is decoded using the ‘opaque’-bit, which is positioned in bit 33 (see Table 17.7 part (b)). If the
‘opaque’-bit is set, alpha is always 255. However, if the ‘opaque’-bit is zero, the alpha-value depends on the pixel indices;
if MSB==1 and LSB==0, the alpha value will be zero, otherwise it will be 255. Finally, if the alpha value equals 0O, the
red, green and blue components will also be zero.

if (opaque == 0 && MSB == 1 && LSB == 0) {
red = 0;
green = 0;
blue = 0;
alpha = 0;
} else {

alpha = 255;
}
Hence paint color 2 will equal RGBA = (0, 0, 0, 0) if opaque = 0.

In the example above, assume that the ‘opaque’-bit was instead 0. Then, since the MSB = 0 and LSB 1, alpha will be 255,
and the final decoded RGBA-tuple will be (255, 37, 45, 255).

The ‘T’ and ‘H’ compression modes share some characteristics: both use two base colors stored using 4 bits per channel.
These bits are not stored sequentially, but in the layout shown in Table 17.7 part (c) and Table 17.7 part (d). To clarify, in
the ‘T’ mode, the two colors are constructed as follows:

base color 1 = extend4to8bits( (R** < 2)|R""°, G, B)
base color 2 = extend4to8bits(R,, G2, By)

In the ‘H’ mode, the two colors are constructed as follows:

base color 1 = extend4toSbits(R, (G**! < 1)|G°, (B* < 3)|B*?)
base color 2 = extend4t08bits(Ry, G2, B)
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The function extend4to8bits(-) just replicates the four bits twice. This is equivalent to multiplying by 17. As an example,
extend4to8bits(1101b) equals 11011101b = 221.

Both the ‘T’ and ‘H’ modes have four paint colors which are the colors that will be used in the decompressed block, but
they are assigned in a different manner. In the ‘T mode, paint color 0 is simply the first base color, and paint color 2 is
the second base color. To obtain the other paint colors, a ‘distance’ is first determined, which will be used to modify the
luminance of one of the base colors. This is done by combining the values d, and dj, shown in Table 17.7 part (c) by (d,
< 1) I dp, and then using this value as an index into the small look-up table shown in Table 17.4. For example, if d,, is
10 binary and d, is 1 binary, the index is 101 binary and the selected distance d will be 32. Paint color 1 is then equal
to the second base color with the ‘distance’ d added to each channel, and paint color 3 is the second base color with the
‘distance’ d subtracted. In summary, to determine the four paint colors for a ‘T’ block:

paint color 0 = base color 1
paint color 1 = base color 2+ (d,d,d)
paint color 2 = base color 2

paint color 3 = base color 2 — (d,d,d)

In both cases, the value of each channel is clamped to within [0..255].

Just as for the differential mode, the RGB channels are set to zero if alpha is zero, and the alpha component is calculated
the same way:

if (opaque == 0 && MSB == 1 && LSB == 0) {
red = 0;
green = 0;
blue = 0;
alpha = 0;
} else {

alpha = 255;

A ‘distance’ value is computed for the ‘H’ mode as well, but doing so is slightly more complex. In order to construct the
three-bit index into the distance table shown in Table 17.4, d, and dj, shown in Table 17.7 part (d) are used as the most
significant bit and middle bit, respectively, but the least significant bit is computed as (base color 1 value > base color 2
value), the ‘value’ of a color for the comparison being equal to (R < 16) + (G < 8) + B. Once the ‘distance’ d has been
determined for an ‘H’ block, the four paint colors will be:

paint color 0 = base color 1+ (d,d,d)
paint color 1 = base color 1 — (d,d,d)
paint color 2 = base color 2+ (d,d,d)
paint color 3 = base color 2 — (d,d,d)

Yet again, RGB is zeroed if alpha is 0 and the alpha component is determined the same way:

if (opaque == 0 && MSB == 1 && LSB == 0) {
red = 0;
green = 0;
blue = 0;
alpha = 0;
} else {

alpha = 255;

Hence paint color 2 will have R = G = B = alpha = 0 if opaque = 0.

Again, all color components are clamped to within [0..255]. Finally, in both the ‘T’ and ‘H’ modes, every pixel is assigned
one of the four paint colors in the same way the four modifier values are distributed in ‘individual” or ‘differential’ blocks.
For example, to choose a paint color for pixel d, an index is constructed using bit 19 as most significant bit and bit 3 as
least significant bit. Then, if a pixel has index 2, for example, it will be assigned paint color 2.
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The final mode possible in an RGB ETC2 with punchthrough alpha — compressed block is the ‘planar’ mode. In this
mode, the ‘opaque’-bit must be 1 (a valid encoder should not produce an ‘opaque’-bit equal to 0 in the planar mode), but
should the ‘opaque’-bit anyway be 0 the decoder should treat it as if it were 1. In the ‘planar’ mode, three base colors are
supplied and used to form a color plane used to determine the color of the individual pixels in the block.

All three base colors are stored in RGB:676 format, and stored in the manner shown in Table 17.7 part (f). The two
secondary colors are given the suffix ‘h’ and ‘v’, so that the red component of the three colors are R, Ry and Ry, for
example. Some color channels are split into non-consecutive bit-ranges; for example B is reconstructed using B> as the
most-significant bit, B*-3 as the two following bits, and B> as the three least-significant bits.

Once the bits for the base colors have been extracted, they must be extended to 8 bits per channel in a manner analogous
to the method used for the base colors in other modes. For example, the 6-bit blue and red channels are extended by
replicating the two most significant of the six bits to the two least significant of the final 8 bits.

With three base colors in RGB:888 format, the color of each pixel can then be determined as:

xX(Rh—R) yx(Ry—R)

Rxy)=—7% 20 R
xX(Gh—G) yx(Gy—G
Gxy) = LB =D 2X(G 26 g
xX(Bnhn—B) yx(By—B
By = BB BB

A(x,y) =255

where x and y are values from O to 3 corresponding to the pixels coordinates within the block, x being in the u direction
and y in the v direction. For example, the pixel g in Figure 17.2 would have x =1 and y = 2.

These values are then rounded to the nearest integer (to the larger integer if there is a tie) and then clamped to a value
between 0 and 255. Note that this is equivalent to

R(x,y) = clamp255((x x (Rh —R) +y X (Ry—R) +4 X R+2) > 2)
G(x,y) = clamp255((x X (Gh — G) +yx (Gy —G)+4 x G+2) > 2)
B(x,y) = clamp255((x x (By —B) +y X (By —B) +4 x B+2) > 2)
A(x,y) =255

where clamp255(-) clamps the value to a number in the range [0..255].
Note that the alpha component is always 255 in the planar mode.

This specification gives the output for each compression mode in 8-bit integer colors between 0 and 255, and these values
all need to be divided by 255 for the final floating point representation.

17.10 Format RGB ETC2 with punchthrough alpha and sRGB encoding

Decompression of floating point SRGB values in RGB ETC2 with sSRGB encoding and punchthrough alpha follows that
of floating point RGB values of RGB ETC2 with punchthrough alpha. The result is SRGB values between 0.0 and 1.0.
The further conversion from an sRGB encoded component, cs, to a linear component, cl, is according to the formula
in Section 7.8.3. Assume cs is the SRGB component in the range [0, 1]. Note that the alpha component is not gamma
corrected, and hence does not use this formula.
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Chapter 18

ASTC Compressed Texture Image Formats

This description is derived from the Khronos OES _texture_compression_astc OpenGL extension.

18.1 What is ASTC?

ASTC stands for Adaptive Scalable Texture Compression. The ASTC formats form a family of related compressed texture
image formats. They are all derived from a common set of definitions.

ASTC textures may be either 2D or 3D.

ASTC textures may be encoded using either high or low dynamic range. Low dynamic range images may optionally be
specified using the SRGB transfer function for the RGB channels.

Two sub-profiles (“LDR Profile” and “HDR Profile”’) may be implemented, which support only 2D images at low or high
dynamic range respectively.

ASTC textures may be encoded as 1, 2, 3 or 4 components, but they are all decoded into RGBA. ASTC has a variable
block size.


https://www.khronos.org/registry/gles/extensions/OES/OES_texture_compression_astc.txt
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18.2 Design Goals

The design goals for the format are as follows:

* Random access. This is a must for any texture compression format.
* Bit exact decode. This is a must for conformance testing and reproducibility.

* Suitable for mobile use. The format should be suitable for both desktop and mobile GPU environments. It should be
low bandwidth and low in area.

* Flexible choice of bit rate. Current formats only offer a few bit rates, leaving content developers with only coarse
control over the size/quality tradeoff.

* Scalable and long-lived. The format should support existing R, RG, RGB and RGBA image types, and also have high
“headroom”, allowing continuing use for several years and the ability to innovate in encoders. Part of this is the choice
to include HDR and 3D.

* Feature orthogonality. The choices for the various features of the format are all orthogonal to each other. This has three
effects: first, it allows a large, flexible configuration space; second, it makes that space easier to understand; and third,
it makes verification easier.

* Best in class at given bit rate. It should beat or match the current best in class for peak signal-to-noise ratio (PSNR) at
all bit rates.

* Fast decode. Texel throughput for a cached texture should be one texel decode per clock cycle per decoder. Parallel
decoding of several texels from the same block should be possible at incremental cost.

* Low bandwidth. The encoding scheme should ensure that memory access is kept to a minimum, cache reuse is high
and memory bandwidth for the format is low.

* Low area. It must occupy comparable die size to competing formats.

18.3 Basic Concepts

ASTC is a block-based lossy compression format. The compressed image is divided into a number of blocks of uniform
size, which makes it possible to quickly determine which block a given texel resides in.

Each block has a fixed memory footprint of 128 bits, but these bits can represent varying numbers of texels (the block
“footprint”).

Note
The term “block footprint” in ASTC refers to the same concept as “compressed texel block dimensions” elsewhere in the
Data Format Specification.

Block footprint sizes are not confined to powers-of-two, and are also not confined to be square. They may be 2D, in which
case the block dimensions range from 4 to 12 texels, or 3D, in which case the block dimensions range from 3 to 6 texels.

Decoding one texel requires only the data from a single block. This simplifies cache design, reduces bandwidth and
improves encoder throughput.
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18.4 Block Encoding

To understand how the blocks are stored and decoded, it is useful to start with a simple example, and then introduce
additional features.

The simplest block encoding starts by defining two color “endpoints”. The endpoints define two colors, and a number of
additional colors are generated by interpolating between them. We can define these colors using 1, 2, 3, or 4 components
(usually corresponding to R, RG, RGB and RGBA textures), and using low or high dynamic range.

We then store a color interpolant weight for each texel in the image, which specifies how to calculate the color to use.
From this, a weighted average of the two endpoint colors is used to generate the intermediate color, which is the returned
color for this texel.

There are several different ways of specifying the endpoint colors, and the weights, but once they have been defined,
calculation of the texel colors proceeds identically for all of them. Each block is free to choose whichever encoding
scheme best represents its color endpoints, within the constraint that all the data fits within the 128 bit block.

For blocks which have a large number of texels (e.g. a 12x12 block), there is not enough space to explicitly store a weight
for every texel. In this case, a sparser grid with fewer weights is stored, and interpolation is used to determine the effective
weight to be used for each texel position. This allows very low bit rates to be used with acceptable quality. This can also
be used to more efficiently encode blocks with low detail, or with strong vertical or horizontal features.

For blocks which have a mixture of disparate colors, a single line in the color space is not a good fit to the colors of
the pixels in the original image. It is therefore possible to partition the texels into multiple sets, the pixels within each
set having similar colors. For each of these “partitions”, we specify separate endpoint pairs, and choose which pair of
endpoints to use for a particular texel by looking up the partition index from a partitioning pattern table. In ASTC, this
partition table is actually implemented as a function.

The endpoint encoding for each partition is independent.

For blocks which have uncorrelated channels — for example an image with a transparency mask, or an image used as a
normal map — it may be necessary to specify two weights for each texel. Interpolation between the components of the
endpoint colors can then proceed independently for each “plane” of the image. The assignment of channels to planes is
selectable.

Since each of the above options is independent, it is possible to specify any combination of channels, endpoint color
encoding, weight encoding, interpolation, multiple partitions and single or dual planes.

Since these values are specified per block, it is important that they are represented with the minimum possible number of
bits. As aresult, these values are packed together in ways which can be difficult to read, but which are nevertheless highly
amenable to hardware decode.

All of the values used as weights and color endpoint values can be specified with a variable number of bits. The encoding
scheme used allows a fine-grained tradeoff between weight bits and color endpoint bits using “integer sequence encoding”.
This can pack adjacent values together, allowing us to use fractional numbers of bits per value.

Finally, a block may be just a single color. This is a so-called “void extent block” and has a special coding which also
allows it to identify nearby regions of single color. This may be used to short-circuit fetching of what would be identical
blocks, and further reduce memory bandwidth.
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18.5 LDR and HDR Modes

The decoding process for LDR content can be simplified if it is known in advance that SRGB output is required. This
selection is therefore included as part of the global configuration.

The two modes differ in various ways, as shown in Table 18.1.

Operation LDR mode HDR mode
Returned Value Determined by decoding mode
sRGB compatible Yes No
LDR endpoint decoding precision 16 bits, or 8 bits for sSRGB 16 bits
HDR endpoint mode results Error color As decoded
Error results Error color Vector of NaNs (OxFFFF)

Table 18.1: ASTC differences between LDR and HDR modes

The type of the values returned by the decoding process is determined by the decoding mode as shown in Table 18.2.

Decode mode LDR mode HDR mode
decode_floatl6 Vector of FP16 values
decode_unorms Vector of 8-bit unsigned normalized invalid

values

decode_rgb9e5 Vector using a shared exponent format

Table 18.2: ASTC decoding modes

Using the decode_unorm8 decoding mode in HDR mode gives undefined results.
For sRGB, the decoding mode is ignored, ad the decoding always returns a vector of 8-bit unsigned normalized values.

The error color is opaque fully-saturated magenta (R,G,B,A) = (OxFF, 0x00, OxFF, 0xFF). This has been chosen as it is
much more noticeable than black or white, and occurs far less often in valid images.

For linear RGB decode, the error color may be either opaque fully-saturated magenta (R,G,B,A) = (1.0, 0.0, 1.0, 1.0) or
a vector of four NaNs (R,G,B,A) = (NaN, NaN, NaN, NaN). In the latter case, the recommended NaN value returned is
OxFFFF.

When using the decode_rgb9e5 decoding mode in HDR mode, error results will return the error color because NaN cannot
be represented.

The error color is returned as an informative response to invalid conditions, including invalid block encodings or use of
reserved endpoint modes.

Future, forward-compatible extensions to ASTC may define valid interpretations of these conditions, which will decode
to some other color. Therefore, encoders and applications must not rely on invalid encodings as a way of generating the
error color.
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18.6 Configuration Summary

The global configuration data for the format are as follows:

¢ Block dimension (2D or 3D)
* Block footprint size

* sRGB output enabled or not
The data specified per block are as follows:

» Texel weight grid size

» Texel weight range

» Texel weight values

* Number of partitions

* Partition pattern index

* Color endpoint modes (includes LDR or HDR selection)
* Color endpoint data

e Number of planes

* Plane-to-channel assignment

18.7 Decode Procedure

To decode one texel:

(Optimization: If within known void-extent, immediately return single color)

Find block containing texel
Read block mode
If void-extent block, store void extent and immediately return single color

For each plane in image
If block mode requires infill
Find and decode stored weights adjacent to texel, unquantize and interpolate
Else
Find and decode weight for texel, and unquantize

Read number of partitions

If number of partitions > 1
Read partition table pattern index
Look up partition number from pattern

Read color endpoint mode and endpoint data for selected partition
Unquantize color endpoints

Interpolate color endpoints using weight (or weights in dual-plane mode)
Return interpolated color
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18.8 Block Determination and Bit Rates

The block footprint is a global setting for any given texture, and is therefore not encoded in the individual blocks.

For 2D textures, the block footprint’s width and height are selectable from a number of predefined sizes, namely 4, 5, 6,
8, 10 and 12 pixels.

For square and nearly-square blocks, this gives the bit rates in Table 18.3.

Footprint .
Bit Rate Increment
Width Height

4 4 8.00 125%
5 4 6.40 125%
5 5 5.12 120%
6 5 4.27 120%
6 6 3.56 114%
8 5 3.20 120%
8 6 2.67 105%
10 5 2.56 120%
10 6 2.13 107%
8 8 2.00 125%
10 8 1.60 125%
10 10 1.28 120%
12 10 1.07 120%
12 12 0.89

Table 18.3: ASTC 2D footprint and bit rates

The “Increment” column indicates the ratio of bit rate against the next lower available rate. A consistent value in this
column indicates an even spread of bit rates.

For 3D textures, the block footprint’s width, height and depth are selectable from a number of predefined sizes, namely 3,
4,5, and 6 pixels.

For cubic and near-cubic blocks, this gives the bit rates in Table 18.4.

Block Footprint )
Bit Rate Increment
Width Height Depth

3 3 4.74 133%
4 3 3 3.56 133%
4 4 3 2.67 133%
4 4 4 2.00 125%
5 4 4 1.60 125%
5 5 4 1.28 125%
5 5 5 1.02 120%
6 5 5 0.85 120%
6 6 5 0.71 120%
6 6 6 0.59

Table 18.4: ASTC 3D footprint and bit rates
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The full profile supports only those block footprints listed in Table 18.3 and Table 18.4. Other block sizes are not
supported.

For images which are not an integer multiple of the block size, additional texels are added to the edges with maximum X
and Y (and Z for 3D textures). These texels may be any color, as they will not be accessed.

Although these are not all powers of two, it is possible to calculate block addresses and pixel addresses within the block,
for legal image sizes, without undue complexity.

Given an image which is W x H x D pixels in size, with block size w x h X d, the size of the image in blocks is:

(W
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w
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Bh =5 h—‘
(D
Bd — d—‘

For a 3D image built from 2D slices, each 2D slice is a single texel thick, so that for an image which is W x H x D pixels
in size, with block size w x h, the size of the image in blocks is:
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18.9 Block Layout

Each block in the image is stored as a single 128-bit block in memory. These blocks are laid out in raster order, starting
with the block at (0, 0, 0), then ordered sequentially by X, Y and finally Z (if present). They are aligned to 128-bit
boundaries in memory.

The bits in the block are labeled in little-endian order — the byte at the lowest address contains bits 0..7. Bit O is the least
significant bit in the byte.

Each block has the same basic layout, shown in Table 18.5.

Since the size of the “texel weight data” field is variable, the positions shown for the “more config data” field and “color
endpoint data” field are only representative and not fixed.

The “Block mode” field specifies how the Texel Weight Data is encoded.

The “Part” field specifies the number of partitions, minus one. If dual plane mode is enabled, the number of partitions
must be 3 or fewer. If 4 partitions are specified, the error value is returned for all texels in the block.

The size and layout of the extra configuration data depends on the number of partitions, and the number of planes in the
image, as shown in Table 18.6 (only the bottom 32 bits are shown).

CEM is the color endpoint mode field, which determines how the Color Endpoint Data is encoded.

If dual-plane mode is active, the color component selector bits appear directly below the weight bits, as shown in Ta-
ble 18.7.

The Partition Index field specifies which partition layout to use. CEM is the first 6 bits of color endpoint mode information
for the various partitions. For modes which require more than 6 bits of CEM data, the additional bits appear at a variable
position directly beneath the texel weight data.

If dual-plane mode is active, the color component selector bits then appear directly below the additional CEM bits.

The final special case is that if bits [8..0] of the block are “111111100”, then the block is a void-extent block, which has a
separate encoding described in Section 18.23.
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127 ‘ 126 ‘ 125 ‘ 124 ‘ 123 ‘ 122 ‘ 121 ‘ 120 ‘ 119 ‘ 118 ‘ 117 ‘ 116 115 ‘ 114 ‘ 113 ‘ 112
Texel weight data (variable width) Fill direction —
111 ‘ 110 ‘ 109 ‘ 108 ‘ 107 ‘ 106 ‘ 105 ‘ 104 ‘ 103 ‘ 102 ‘ 101 ‘ 100 99 ‘ 98 ‘ 97 ‘ 96
Texel weight data
95 ‘ 94 ‘ 93 ‘ 92 ‘ 91 ‘ 90 ‘ 89 ‘ 88 ‘ 87 ‘ 86 ‘ 85 ‘ 84 ‘ 83 ‘ 82 ‘ 81 ‘ 80
Texel weight data
79 ‘ 78 ‘ 77 ‘ 76 ‘ 75 ‘ 74 ‘ 73 ‘ 7 ‘ 71 ‘ 70 ‘ 69 ‘ 68 ‘ 67 ‘ 66 ‘ 65 ‘ 64
Texel weight data
63 ‘ 62 ‘ 61 ‘ 60 ‘ 59 58 ‘ 57 ‘ 56 ‘ 55 ‘ 54 ‘ 53 52 ‘ 51 ‘ 50 ‘ 49 ‘ 48
More config data
47 ‘ 46 ‘ 45 ‘ 44 ‘ 43 42 ‘ 41 ‘ 40 39 ‘ 38 ‘ 37 36 ‘ 35 ‘ 34 ‘ 33 ‘ 32
< Fill direction Color endpoint data
31 ‘ 30 ‘ 29 ‘ 28 27 ‘ 26 ‘ 25 ‘ 24 23 ‘ 22 ‘ 21 ‘ 20 ‘ 19 ‘ 18 ‘ 17 ‘ 16
Extra configuration data
15 ‘ 14 ‘ 13 12 11 10 ‘ 9 ‘ 8 ‘ 7 ‘ 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
Extra Part Block mode
Table 18.5: ASTC block layout
31 ‘ 30 ‘ 29 ‘ 28 ‘ 27 ‘ 26 ‘ 25 ‘ 24 ‘ 23 ‘ 22 ‘ 21 ‘ 20 ‘ 19 ‘ 18 ‘ 17 16
Color endpoint data CEM
15 ‘ 14 ‘ 13 12 11 10 ‘ 9 ‘ 8 ‘ 7 ‘ 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 0
CEM 0 0 Block mode
Table 18.6: ASTC single-partition block layout
31 ‘ 30 ‘ 29 28 ‘ 27 ‘ 26 ‘ 25 ‘ 24 ‘ 23 22 ‘ 21 ‘ 20 ‘ 19 ‘ 18 ‘ 17 ‘ 16
CEM Partition index
15 ‘ 14 ‘ 13 12 ‘ 11 10 ‘ 9 ‘ 8 ‘ 7 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
Partition index Part Block mode

Table 18.7: ASTC multi-partition block layout
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18.10 Block mode

The block mode field specifies the width, height and depth of the grid of weights, what range of values they use, and
whether dual weight planes are present. Since some these are not represented using powers of two (there are 12 possible
weight widths, for example), and not all combinations are allowed, this is not a simple bit packing. However, it can be
unpacked quickly in hardware.

The weight ranges are encoded using a 3-bit range value p, which is interpreted together with a low/high-precision bit P,
as shown in Table 18.8. Each weight value is encoded using the specified number of Trits, Quints and Bits. The details of
this encoding can be found in Section 18.12.

2.0 Low-precision range (P=0) High-precision range (P=1)
p Weight range ‘ Trits ‘ Quints ‘ Bits Weight range ‘ Trits ‘ Quints ‘ Bits
000 Invalid Invalid
001 Invalid Invalid
010 0..1 1 0.9 1 1
011 0.2 1 0..11 1 2
100 0.3 2 0..15 4
101 0.4 1 0..19 1 2
110 0.5 1 1 0..23 1 3
111 0.7 3 0..31 5
Table 18.8: ASTC weight range encodings
For 2D blocks, the Block Mode field is laid out as shown in Table 18.9.
10 9 8 7 6 5 4 3 2 1 0 Wyidth Wheight Notes
Dp | P w H p® | 0 0 | p2 | p! W+4 H+2
Dp | P w H p? | 0 1 | p2 | p! W+8 H+2
Dp | P H w P |1 0 | p2 | p! W+2 H+8
Dp| P | O | H w p? | 1 1 | p2 | p! W+2 H+6
Dp | P 1| W H P |1 1 | p2 | p! W+2 H+2
Dp| P | O 0 H P’ | p2 | p' | O 0 12 H+2
Dp | P | O 1 w p® | p2 | pt | O 0 W+2 12
Dp | P 1 1 0 0 [ p® | p>| pt | O 0 6 10
Dp | P 1 1 0 1 [ p® | p> | pt | O 0 10 6
H 1 0 w p® | p2 | pt | O 0 W+6 H+6 Dp=0, P=0
X X 1 1 1 1 1 1 1 0 0 - - Void-extent
X X 1 1 1 X X X X 0 0 - - Reserved*
X X X X X X X 0 0 0 0 - - Reserved

Table 18.9: ASTC 2D block mode layout, weight grid width and height

Note that, due to the encoding of the p field, as described in the previous page, bits p2 and p! cannot both be zero, which
disambiguates the first five rows from the rest of the table.

Bit positions with a value of x are ignored for purposes of determining if a block is a void-extent block or reserved, but
may have defined encodings for specific void-extent blocks.

The penultimate row of Table 18.9 is reserved only if bits [5..2] are not all 1, in which case it encodes a void-extent block
(as shown in the previous row).
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For 3D blocks, the Block Mode field is laid out as shown in Table 18.10.

10| 9 8 7 6 5 4 3 2 1 0 Wyidth | Wheight | Wadepth Notes
Dp H w p? D p? | p! W+2 H+2 D+2
H 0] 0 D P’ [ p2lpt] 0] O 6 H+2 D+2 Dp=0, P=0
D 0| 1 w P’ 1 p>lpt] 0] O W+2 6 D+2 Dp=0, P=0
H 1|0 w P’ | p2 | pt] 0| O W42 H+2 6 Dp=0, P=0
Dp| P | 1 [ 1 [O0]O0|p°|p2|lp'l0O]|O 6 2 2
Dp| P | 1 | 1|01 [p|p2|pt]oO]| O 2 6 2
Dp| P | 1 [ 1 [ 1[0 |p"|p2>|p'l0O]|O 2 2 6
X 1 1 1 1 1 1 1 0 0 - - - Void-extent
X 1 1 1 1 X X X 0 0 - - - Reserved*
X X X X X X 0 0 0 0 - - - Reserved

Table 18.10: ASTC 3D block mode layout, weight grid width, height and depth

The Dp bit is set to indicate dual-plane mode. In this mode, the maximum allowed number of partitions is 3.

The penultimate row of Table 18.10 is reserved only if bits [4..2] are not all 1, in which case it encodes a void-extent block
(as shown in the previous row).

The size of the weight grid in each dimension must be less than or equal to the corresponding dimension of the block
footprint. If the grid size is greater than the footprint dimension in any axis, then this is an illegal block encoding and all
texels will decode to the error color.
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18.11 Color Endpoint Mode

In single-partition mode, the Color Endpoint Mode (CEM) field stores one of 16 possible values. Each of these specifies
how many raw data values are encoded, and how to convert these raw values into two RGBA color endpoints. They can

be summarized as shown in Table 18.11.

CEM Description Class
0 LDR Luminance, direct 0
1 LDR Luminance, base+offset 0
2 HDR Luminance, large range 0
3 HDR Luminance, small range 0
4 LDR Luminance+Alpha, direct 1
5 LDR Luminance+Alpha, base+offset 1
6 LDR RGB, base+scale 1
7 HDR RGB, base+scale 1
8 LDR RGB, direct 2
9 LDR RGB, base+offset 2

10 LDR RGB, base+scale plus two A 2
11 HDR RGB, direct 2
12 LDR RGBA, direct 3
13 LDR RGBA, base+offset 3
14 HDR RGB, direct + LDR Alpha 3
15 HDR RGB, direct + HDR Alpha 3

Table 18.11: ASTC color endpoint modes

In multi-partition mode, the CEM field is of variable width, from 6 to 14 bits. The lowest 2 bits of the CEM field specify
how the endpoint mode for each partition is calculated as shown in Table 18.12.

Value Meaning

All color endpoint pairs are of the same

00 type; a full 4-bit CEM is stored in block
bits [28..25] and is used for all partitions

01 All endpoint pairs are of class O or 1

10 All endpoint pairs are of class 1 or 2

11 All endpoint pairs are of class 2 or 3

Table 18.12: ASTC Multi-Partition Color Endpoint Modes
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If the CEM selector value in bits [24..23] is not 00, then data layout is as shown in Table 18.13 and Table 18.14.

Part n lom oo L [ [ [ [
2 Weight M;

3 Weight M, M, My |

4 . Weight M; M, M, \ M,

Table 18.13: ASTC multi-partition color endpoint mode layout

Part 28 27 26 25 24 23
2 Mo Ci Co CEM
3 My C, C Co CEM
4 Cs G, C Co CEM

Table 18.14: ASTC multi-partition color endpoint mode layout (2)

In this view, each partition i has two fields. C; is the class selector bit, choosing between the two possible CEM classes (0
indicates the lower of the two classes), and M; is a two-bit field specifying the low bits of the color endpoint mode within
that class. The additional bits appear at a variable bit position, immediately below the texel weight data.

The ranges used for the data values are not explicitly specified. Instead, they are derived from the number of available bits
remaining after the configuration data and weight data have been specified.

Details of the decoding procedure for Color Endpoints can be found in Section 18.13.

18.12 Integer Sequence Encoding

Both the weight data and the endpoint color data are variable width, and are specified using a sequence of integer values.
The range of each value in a sequence (e.g. a color weight) is constrained.

Since it is often the case that the most efficient range for these values is not a power of two, each value sequence is
encoded using a technique known as “integer sequence encoding”. This allows efficient, hardware-friendly packing and
unpacking of values with non-power-of-two ranges.

In a sequence, each value has an identical range. The range is specified in one of the forms shown in Table 18.15 and
Table 18.16.

Value range MSB encoding LSB encoding
0...2"—1 - n-bit value m (n < 8)
0...(3x2")—1 Base-3 “trit” value ¢ n-bit value m (n < 6)
0...(5x2") -1 Base-5 “quint” value ¢ n-bit value m (n < 5)

Table 18.15: ASTC range forms

Since 37 is 243, it is possible to pack five trits into 8 bits (which has 256 possible values), so a trit can effectively be
encoded as 1.6 bits. Similarly, since 5° is 125, it is possible to pack three quints into 7 bits (which has 128 possible
values), so a quint can be encoded as 2.33 bits.

The encoding scheme packs the trits or quints, and then interleaves the n additional bits in positions that satisfy the
requirements of an arbitrary-length stream. This makes it possible to correctly specify lists of values whose length is not
an integer multiple of 3 or 5 values. It also makes it possible to easily select a value at random within the stream.
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Value range Value Block Packed block size
0...2"—1 m 1 n

0...3x2")—1 tx2"+m 5 8+5xn

0...(5x2") -1 gx2"+m 3 7+3xn

Table 18.16: ASTC encoding for different ranges

If there are insufficient bits in the stream to fill the final block, then unused (higher-order) bits are assumed to be 0 when

decoding.

To decode the bits for value number i in a sequence of bits b, both indexed from 0, perform the following:

If the range is encoded as n bits per value, then the value is bits b~ 1" _a simple multiplexing operation.

If the range is encoded using a trit, then each block contains 5 values (v to v4), each of which contains a trit (to to t4) and
a corresponding LSB value (mg to my4). The first bit of the packed block is bit L%J x (845 x n). The bits in the block are

packed as shown in Table 18.17 (in this example, n is 4).

27 | 26 ‘ 25 ‘ 24 ‘ 23 | 22 | 21 | 20 ‘ 19 ‘ 18 ‘ 17 | 16

T’ ma T | T m; T

15 ‘ 14 ‘ 13 ‘ 12 | 11 10 9 ‘ 8 ‘ 7 6 5 4 3 ‘ 2 ‘ 1 0
my T | T2 m; T | T° mo

Table 18.17: ASTC trit-based packing

The five trits ty to t4 are obtained by bit manipulations of the 8 bits T7-0 as follows:

111

if T[4:2] =
{ T[7:5],

C =
else
C = T[4:0]
if T[6:5] = 11
td = 2; t3 = T[7]
else
td = T[7]; t3 = T[6:5]

T[1:0] }; t4 = t3 = 2

if C[1:0] = 11

t2 = 2; tl = C[4]; t0 =
else 1if C[3:2] = 11

t2 = 2; t1l = 2; t0 = C[1:0]
else

t2 = C[4]; tl = C[3:2]; t0 = {

{ C[31, Cc[2]&~C[3] }

C[1], C[0]&~C[1]
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If the range is encoded using a quint, then each block contains 3 values (v to v2), each of which contains a quint (qo to
q2) and a corresponding LSB value (mg to my). The first bit of the packed block is bit H X (743 xn).

The bits in the block are packed as described in Table 18.18 and Table 18.19 (in this example, n is 4).

18 17 16

Q° Q my

Table 18.18: ASTC quint-based packing

15‘14‘13 12 | 11 10‘9‘8‘7 6 | 5 4 3‘2‘1‘0

my Q* | Q° my Q Q| mg

Table 18.19: ASTC quint-based packing (2)

The three quints qg to gy are obtained by bit manipulations of the 7 bits Q% as follows:

if Q[2:1] = 11 and Q[6:5] = 00
gz = { Q[0], Q[4]&~Q[0], Q[3]&~Q[0] }; gl = g0 = 4
else
if Q[2:1] = 11
g2 = 4; C = { Q[4:3], ~Q[6:5], Q[O0] }
else

g2 = Q[6:5]; C = Q[4:0]

if C[2:0] = 101
gl = 4; g0 = C[4:3]
else
gl = C[4:3]; g0 = C[2:0]

Both these procedures ensure a valid decoding for all 128 possible values (even though a few are duplicates). They can
also be implemented efficiently in software using small tables.

Encoding methods are not specified here, although table-based mechanisms work well.

18.13 Endpoint Unquantization

Each color endpoint is specified as a sequence of integers in a given range. These values are packed using integer sequence
encoding, as a stream of bits stored from just above the configuration data, and growing upwards.

Once unpacked, the values must be unquantized from their storage range, returning them to a standard range of 0..255.
For bit-only representations, this is simple bit replication from the most significant bit of the value.

For trit or quint-based representations, this involves a set of bit manipulations and adjustments to avoid the expense of
full-width multipliers. This procedure ensures correct scaling, but scrambles the order of the decoded values relative to
the encoded values. This must be compensated for using a table in the encoder.

The initial inputs to the procedure are denoted A (9 bits), B (9 bits), C (9 bits) and D (3 bits), and are decoded using the
range as described in Table 18.20.

These are then processed as follows:

ung = D x C + B;
ung = ung ~ A;
ung = (A & 0x80) | (ung >> 2);

Note that the multiply in the first line is nearly trivial as it only needs to multiply by O, 1, 2, 3 or 4.
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Range | #Trits | #Quints | #Bits | Bit layout A B c D
0..5 1 1 a aaaaaaaaa 000000000 204 Trit value
0..9 1 1 a aaaaaaaaa 000000000 113 Quint value
0..11 1 2 ba aaaaaaaaa b000bObbO 93 Trit value
0..19 1 2 ba aaaaaaaaa b0000bb00 54 Quint value
0..23 1 3 cba aaaaaaaaa cb000cbcb 44 Trit value
0..39 1 3 cba aaaaaaaaa ¢b0000cbc 26 Quint value
0..47 1 4 dcba aaaaaaaaa dcb000dcb 22 Trit value
0..79 1 4 dcba aaaaaaaaa dcb0000dc 13 Quint value
0..95 1 5 edcba aaaaaaaaa edcb000ed 11 Trit value

0..159 1 5 edcba aaaaaaaaa edcb0000e 6 Quint value

0..191 1 6 fedcba aaaaaaaaa fedcb000f 5 Trit value

Table 18.20: ASTC color unquantization parameters

18.14 LDR Endpoint Decoding

The decoding method used depends on the Color Endpoint Mode (CEM) field, which specifies how many values are used

to represent the endpoint.

The CEM field also specifies how to take the n unquantized color endpoint values v( to v,.; and convert them into two

RGBA color endpoints e and e;.

The HDR Modes are more complex and do not fit neatly into this section. They are documented in following section.

The methods can be summarized as shown in Table 18.21.

CEM | Range Description n
0 LDR Luminance, direct 2
1 LDR Luminance, base+offset 2
2| HDR Luminance, large range 2
3 HDR Luminance, small range 2
4| LDR Luminance+Alpha, direct 4
5 LDR Luminance+Alpha, base+offset 4
6 LDR RGB, base+scale 4
7 HDR RGB, base+scale 4
8 LDR RGB, direct 6
9 LDR RGB, base+offset 6

10 LDR RGB, base+scale plus two A 6

11| HDR RGB 6

12| LDR RGBA, direct 8

13 LDR RGBA, base+offset 8

14| HDR RGB + LDR Alpha 8

15| HDR RGB + HDR Alpha 8
Table 18.21: ASTC LDR color endpoint modes
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Mode 14 is special in that the alpha values are interpolated linearly, but the color components are interpolated logarithmi-
cally. This is the only endpoint format with mixed-mode operation, and will return the error value if encountered in LDR
mode.

Decode the different LDR endpoint modes as follows:

18.14.1 Mode 0 LDR Luminance, direct

e0=(v0,v0,v0,0xFF); el=(vl,vl,vl,OxFF);

18.14.2 Mode 1 LDR Luminance, base+offset

LO = (v0>>2) | (v1&0xCO0); L1=LO+ (v1&0x3F);
if (L1>0xFF) { L1=0xFF; }
e0=(L0O,L0,L0,0xFF); el=(L1l,L1,L1,0xFF);

18.14.3 Mode 4 LDR Luminance+Alpha,direct

e0=(v0,v0,v0,v2);
el=(vl,vl,vl,v3);

18.14.4 Mode 5 LDR Luminance+Alpha, base+offset

bit_transfer_signed(vl,v0); bit_transfer_signed(v3,v2);
e0=(v0,v0,v0,v2); el=(v0+vl,v0+vl,v0+vl,v2+v3);
clamp_unorm8 (e0); clamp_unorm8(el);

18.14.5 Mode 6 LDR RGB, base+scale

e0=(v0*v3>>8,vlxv3>>8,v2+xv3>>8, OxFF);
el=(v0,vl,v2, 0xFF) ;

18.14.6 Mode 8 LDR RGB, Direct

s0= v0+v2+v4; sl= v1+v3+v5;
if (s1>=s0) {e0=(v0,v2,v4, 0xFF) ;
el=(vl,v3,v5,0xFF); }
else { eO=blue_contract (vl,v3,v5, 0xFF) ;
el=blue_contract (v0,v2,v4, 0xFF); }

18.14.7 Mode 9 LDR RGB, base+offset

bit_transfer_signed(vl,vO0);

bit_transfer_signed(v3,v2);

bit_transfer_signed(v5,v4);

if (vli+v3+v5 >= 0)

{ e0=(v0,v2,v4,0xFF); el=(v0+vl,v2+v3,v4+v5, 0xFF); }

else

{ e0=blue_contract (v0+vl,v2+v3,vi4+v5, 0xFF) ;
el=blue_contract (v0,v2,v4, 0xFF); }

clamp_unorm8 (e0); clamp_unorm8 (el);
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18.14.8 Mode 10 LDR RGB, base+scale plus two A

e0=(vO0xv3>>8,vl*xv3>>8,v2+«v3>>8, vi4);
el=(v0,vl,v2, v5);

18.14.9 Mode 12 LDR RGBA, direct

s0= v0+v2+v4; sl= v1+v3+v5;
if (sl1>=s0) {e0=(v0,v2,v4,v6);
el=(vl,v3,v5,v7); }
else { eO=blue_contract(vl,v3,v5,v7);
el=blue_contract (v0,v2,v4,vo6); }

18.14.10 Mode 13 LDR RGBA, base+offset

bit_transfer_signed(vl,vO0);

bit_transfer_signed(v3,v2);

bit_transfer_signed(v5,v4)

bit_transfer_signed(v7,v6);

if (vli+v3+v5>=0) { eO0=(v0,v2,v4,vo6);
el=(v0+vl,v2+v3,v4+v5,ve+v7); }

else { eO=blue_contract (v0+vl,v2+v3,v4d+v5,voe+v7);
el=blue_contract (v0,v2,v4,v6); }

clamp_unorm8 (e0); clamp_unorm8 (el);

’

The bit_transfer_signed () procedure transfers a bit from one value (a) to another (). Initially, both a and b are
in the range 0..255. After calling this procedure, a’s range becomes -32..31, and b remains in the range 0..255. Note that,
as is often the case, this is easier to express in hardware than in C:

bit_transfer_signed(inté& a, inté& b)
{

b >>= 1;

b |= a & 0x80;

a >>= 1;

a &= 0x3F;
if( (a&0x20)!'=0 ) a-=0x40;

The blue_contract () procedure is used to give additional precision to RGB colors near gray:

color blue_contract( int r, int g, int b, int a )

{

color c;
c.r = (r+b) >> 1;
c.g = (gtb) >> 1;
c.b = b;
c.a = a;

return c;

The clamp_unorm8 () procedure is used to clamp a color into 8-bit unsigned normalized fixed-point range:

void clamp_unorm8 (color c)

{

if(c.r < 0) {c.r=0;} else if(c.r > 255) {c.r=255;}
if(c.g < 0) {c.g=0;} else if(c.g > 255) {c.g=255;}
if(c.b < 0) {c.b=0;} else if(c.b > 255) {c.b=255;}
if(c.a < 0) {c.a=0;} else if(c.a > 255) {c.a=255;}
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18.15 HDR Endpoint Decoding

For HDR endpoint modes, color values are represented in a 12-bit pseudo-logarithmic representation.

18.15.1 HDR Endpoint Mode 2

Mode 2 represents luminance-only data with a large range. It encodes using two values (vg, vi). The complete decoding
procedure is as follows:

if (vl >= v0)

{

y0 = (v0 << 4);
yl = (vl << 4);
}
else
{
y0 = (vl << 4) + 8;
vyl = (v0 << 4) - 8;

// Construct RGBA result (0x780 is 1.0f)
e0 = (y0, yO0, y0, 0x780);
el = (yl, v1, yl, 0x780);

18.15.2 HDR Endpoint Mode 3

Mode 3 represents luminance-only data with a small range. It packs the bits for a base luminance value, together with an
offset, into two values (v, v), according to Table 18.22.

Value 7 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
Vo M L6-0
Vi x3-0 ‘ 43-0

Table 18.22: ASTC HDR mode 3 value layout

The bit field marked as X allocates different bits to L or d depending on the value of the mode bit M.
The complete decoding procedure is as follows:

// Check mode bit and extract.

if ((v0&0x80) !=0)

{
y0 = ((vl & OxXEQ) << 4) | ((v0 & O0x7F) << 2);
d = (vl & O0x1F) << 2;

}

else

{
yO0 = ((vl & OxFO0) << 4) | ((v0 & Ox7F) << 1);
d = (vl & O0xO0F) << 1;

// Add delta and clamp
vyl = y0 + d;
if (yl > OxFFF) { yl = OxFFF; }

// Construct RGBA result (0x780 is 1.0f)
e0 = (y0, vy0, y0, 0x780);
el (yl, yv1, yl, 0x780);
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18.15.3 HDR Endpoint Mode 7

Mode 7 packs the bits for a base RGB value, a scale factor, and some mode bits into the four values (vg, vi, V2, v3), as
shown in Table 18.23.

Value 7 ‘ 6 | s ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
vo M3-2 R5-0

Vi Ml XO Xl G4“0

Vo MO X2 X3 B4..0

V3 X4 XS X6 S4..0

Table 18.23: ASTC HDR mode 7 value layout

The mode bits M? to M? are a packed representation of an endpoint bit mode, together with the major component index.
For modes 0 to 4, the component (red, green, or blue) with the largest magnitude is identified, and the values swizzled to
ensure that it is decoded from the red channel.

The endpoint bit mode is used to determine the number of bits assigned to each component of the endpoint, and the
destination of each of the extra bits X° to X°, as shown in Table 18.24.

Number of bits Destination of extra bits
Mode | R |G | B | S b.& X! X2 X3 x4 X5 ).
0 1|55 |7 R’ R® R’ R0 RS sé S3
1 11/ 6]61|5 R8 G’ R’ B RO R'0 R’
2 10/5]5]8 R® R8 R’ RO s’ sé S3
3 916 | 6|7 R8 G’ R’ B RS sé S’
4 8171716 G° G’ B B R® R’ S3
5 717177 G G’ B® B’ R® sé S5

Table 18.24: ASTC HDR mode 7 endpoint bit mode

As noted before, this appears complex when expressed in C, but much easier to achieve in hardware: bit masking,
extraction, shifting and assignment usually ends up as a single wire or multiplexer.

The complete decoding procedure is as follows:
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// Extract mode bits and unpack to major component and mode.

int majcomp; int mode; int modeval = ((v0&0xCO0)>>6) | ((v1&0x80)>>5) |
1if( (modeval & 0xC ) != 0xC ) {
majcomp = modeval >> 2; mode = modeval & 3;
} else if( modeval != 0OxF ) {
majcomp = modeval & 3; mode = 4;
} else {
majcomp = 0; mode = 5;

// Extract low-order bits of r, g, b, and s.
int red = v0 & 0x3f; int green = vl & 0x1f;
int blue = v2 & 0x1f; int scale = v3 & 0x1f;

// Extract high-order bits, which may be assigned depending on mode

int x0 = (vl >> 6) & 1; int x1 = (vl >> 5) & 1; int x2 = (v2 >> 6) & 1;
int x3 = (v2 >> 5) & 1; int x4 = (v3 >> 7) & 1; int x5 = (v3 >> 6) & 1;
int x6 = (v3 >> 5) & 1;

// Now move the high-order xs into the right place.
int ohm = 1 << mode;

if( ohm & 0x30 ) green |= x0 << 6;
if( ohm & Ox3A ) green |= x1 << 5;
if( ohm & 0x30 ) blue |= x2 << 6;
if( ohm & Ox3A ) blue |= x3 << 5;
if( ohm & 0x3D ) scale |= x6 << 5;
if( ohm & 0x2D ) scale |= x5 << 6;
if( ohm & 0x04 ) scale |= x4 << 7;
if( ohm & 0x3B ) red |= x4 << 6;
if( ohm & 0x04 ) red |= x3 << 6;
if( ohm & 0x10 ) red |= x5 << 7;
if( ohm & OxOF ) red |= x2 << 7;
if( ohm & 0x05 ) red |= x1 << 8;
if( ohm & Ox0A ) red |= x0 << 8;
if( ohm & 0x05 ) red |= x0 << 9;
if( ohm & 0x02 ) red |= x6 << 9;
if( ohm & 0x01 ) red |= x3 << 10;
if( ohm & 0x02 ) red |= x5 << 10;

// Shift the bits to the top of the 12-bit result.

static const int shamts[o6] = { 1,1,2,3,4,5 };

int shamt = shamts[mode];

red <<= shamt; green <<= shamt; blue <<= shamt; scale <<= shamt;

// Minor components are stored as differences
if( mode !'= 5 ) { green = red - green; blue = red - blue; }

// Swizzle major component into place
if ( majcomp == ) swap( red, green );
if( majcomp == 2 ) swap( red, blue );

// Clamp output values, set alpha to 1.0
el.r = clamp( red, 0, OxFFF );

el.g clamp ( green, 0, OxFFF );

el.b clamp ( blue, 0, OXFFF );

el.alpha = 0x780;

e0.r = clamp( red - scale, 0, OxFFF );
e0.g = clamp( green - scale, 0, OxFFF );
e0.b clamp ( blue - scale, 0, OxFFF );
e0.alpha = 0x780;

((v2&0x80)>>4) ;
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18.15.4 HDR Endpoint Mode 11

Mode 11 specifies two RGB values, which it calculates from a number of bitfields (a, by, by, ¢, dy and d;) which are
packed together with some mode bits into the six values (vq, vi, V2, V3, V4, V5) as shown in Table 18.25.

Value 7 ‘ 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
Yo al-0

\41 mg a8 CS"O

\2) m; | X° by

V3 m; | X! b0

Ve mjo | X2 | X4 dg*-0

V5 mj; X3 | x5 d,+0

Table 18.25: ASTC HDR mode 11 value layout

If the major component bits mj!- are both 1, then the RGB values are specified directly by Table 18.26.

Value 7‘6‘5‘4‘3‘2‘1‘0
vo Rol1-#

i R 1A

V2 Gyl

Vs G114

va 1 Byl

Vs 1 B!

Table 18.26: ASTC HDR mode 11 direct value layout

The mode bits m> specify the bit allocation for the different values, and the destinations of the extra bits X° to X> as
shown in Table 18.27.

Number of bits Destination of extra bits
Mode | a | b | c | d X0 X! X2 X3 x4 X5
0 9 (7|6 | 7 bo® b;© do® d,® do? d;?
1 9| 8|66 bo® b;® bo’ by’ do’ d?
2 10 6 7 7 39 06 d()6 dl6 d()5 d]s
3 071716 bo® b;© a’ b do? d;?
4 11,8 |61|5 bo® b;® by’ by’ a’ all
5 1|6 1716 a’ ald ¢’ b dg? d;?
6 12171715 bo® b;© all b a’ ald
7 12,6716 a’ all 1 b do’ d’

Table 18.27: ASTC HDR mode 11 endpoint bit mode

The complete decoding procedure is as follows:
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// Find major component

int majcomp = ((v4 & Ox
// Deal with simple cas
if ( majcomp == ) |
el = (v0 << 4, v2 <
el = (vl << 4, v3 <
return;

// Decode mode, paramet
int mode = ((v1&0x80)>>
int va = v0 | ((vl & O
int vb0 = v2 &
int ve = vl & 0x3f;
int vd0 = v4 &

// Assign top bits of v
static const int dbitst
vd0 = signextend( vdo,
vdl = signextend( vdl,

// Extract and place ex

int x0 = (v2 >> 6) & 1;
int x1 = (v3 >> 6) & 1;
int x2 = (v4d >> 6) & 1;
int x3 = (v5 >> 6) & 1;
int x4 = (v4 >> 5) & 1;
int x5 = (v5 >> 5) & 1;
int ohm = 1 << mode;
if( ohm & OxA4 ) va |
if( ohm & 0x08 ) wva |=
if( ohm & 0x50 ) va |=
if( ohm & 0x50 ) wva |=
if( ohm & O0xA0 ) va |=
if( ohm & 0xCO ) wva |=
if( ohm & 0x04 ) vc |=
if( ohm & O0xE8 ) wvc |=
if( ohm & 0x20 ) vc |=
if( ohm & 0x5B ) vb0 |=
if( ohm & 0x5B ) vbl |=
if( ohm & 0x12 ) vb0 |=
if( ohm & 0x12 ) vbl |=

// Now shift up so that
int shamt = (modeval >>
va <<= shamt; vb0 <<= s
vc <<= shamt; vd0 <<= s

el.r = clamp( va, 0, O0Ox
el.g = clamp( va - vbO,
el.b clamp ( va - vbl,
el.alpha = 0x780;

el.r = clamp( va - vgc,
e0.g = clamp( va - vbO0
e0.b = clamp( va - vbl
el0.alpha = 0x780;

if( majcomp == 1 )
else if( majcomp == 2 )

= x0 <<

80) >> 7) | ((v5 & 0x80) >> 0);

e first

< 4, (v4 & O0x7f) << 5, 0x780);
< 4, (v5 & 0x7f) << 5, 0x780);

ers.
7) | ((v2&0x80)>>6) | ((v3&0x80)>>5);
x40) << 2);

0x3f; int vbl = v3 & 0x3f;

O0x7f; int vdl = v5 & 0x7f;

do, wvdl.

ab(8] = {(7,6,7,6,5,6,5,6};
dbitstab[mode] );
dbitstab[mode] );

tra bits

9
X2 << 9;
x4 << 9
x5 << 10;
x1l << 10;
x2 << 11;
x1l << 6;
x3 << 6;
X2 << 7

x0 <<

x1 <<
x2 <<
x3 <<

.~

~

~ ~J o O >
~

~

major component is at top of 12-bit value
1) »~ 3;
hamt; vbl <<= shamt;
hamt; vdl <<= shamt;

FFF );
0, OxFFF );
0, OxFFF );

0, OxXFFF );
- vc - vd0, 0, OxFFF );
- vec - vdl, 0, OxFFF );

{ swap( €0.r, e0.g ); swap( el.r, el.g );
{ swap( e0.r, e0.b ); swap( el.r, el.b );

}
}
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18.15.5 HDR Endpoint Mode 14

Mode 14 specifies two RGBA values, using the eight values (v, Vi, V2, V3, V4, Vs, Vg, V7). First, the RGB values are
decoded from (vg..vs) using the method from Mode 11, then the alpha values are filled in from vg and v7:

// Decode RGB as for mode 11
(e0,el) = decode_mode_11(v0,vl,v2,v3,v4,v5)

// Now fill in the alphas
el0.alpha = v6;
el.alpha = v7;

Note that in this mode, the alpha values are interpreted (and interpolated) as 8-bit unsigned normalized values, as in the
LDR modes. This is the only mode that exhibits this behavior.

18.15.6 HDR Endpoint Mode 15

Mode 15 specifies two RGBA values, using the eight values (vg, vy, V2, V3, V4, Vs, Vg, V7). First, the RGB values are
decoded from (vy..vs) using the method from Mode 11. The alpha values are stored in values vg and v7 as a mode and
two values which are interpreted according to the mode M, as shown in Table 18.28.

Value 7 6 ‘ 5 ‘ 4 ‘ 3 ‘ 2 ‘ 1 ‘ 0
Vo MO A6“0
V7 1YL B6-0

Table 18.28: ASTC HDR mode 15 alpha value layout

The alpha values are decoded from v¢ and v as follows:

// Decode RGB as for mode 11
(e0,el) = decode_mode_11(v0,vl,v2,v3,v4,v5)

// Extract mode bits

mode = ((v6e >> 7) & 1) | ((v7 >> 6) & 2);
v6e &= 0x7F;

v7 &= 0x7F;

if (mode==3)
{
// Directly specify alphas
e0.alpha = v6 << 5; el.alpha = v7 << 5;
}
else

{

// Transfer bits from v7 to v6 and sign extend v7.

ve |= (v7 << (mode+1l))) & 0x780;
v7 &= (0x3F >> mode) ;

v7 ~= 0x20 >> mode;

v7 —= 0x20 >> mode;

v6 <<= (4-mode); v7 <<= (4-mode) ;

// Add delta and clamp
v7 += v6;
v7 = clamp (v7, 0, OxFFF);

e0.alpha = v6; el.alpha v7;

Note that in this mode, the alpha values are interpreted (and interpolated) as 12-bit HDR values, and are interpolated as
for any other HDR component.
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18.16 Weight Decoding

The weight information is stored as a stream of bits, growing downwards from the most significant bit in the block. Bit n
in the stream is thus bit 127-n in the block.

For each location in the weight grid, a value (in the specified range) is packed into the stream. These are ordered in a raster
pattern starting from location (0,0,0), with the X dimension increasing fastest, and the Z dimension increasing slowest. If
dual-plane mode is selected, both weights are emitted together for each location, plane O first, then plane 1.

18.17 Weight Unquantization

Each weight plane is specified as a sequence of integers in a given range. These values are packed using integer sequence
encoding.

Once unpacked, the values must be unquantized from their storage range, returning them to a standard range of 0..64. The
procedure for doing so is similar to the color endpoint unquantization.

First, we unquantize the actual stored weight values to the range 0..63.
For bit-only representations, this is simple bit replication from the most significant bit of the value.

For trit or quint-based representations, this involves a set of bit manipulations and adjustments to avoid the expense of
full-width multipliers.

For representations with no additional bits, the results are as shown in Table 18.29.

Range 0 1 2 3 4
0.2 0 | 32|63 - -
0.4 0 | 16 | 32 | 47 | 63

Table 18.29: ASTC weight unquantization values

For other values, we calculate the initial inputs to a bit manipulation procedure. These are denoted A (7 bits), B (7 bits), C
(7 bits), and D (3 bits) and are decoded using the range as shown in Table 18.30.

Range | #Trits | #Quints | #Bits | Bit layout A B Cc D
0..5 1 1 a aaaaaaa 0000000 50 Trit value
0.9 1 1 a aaaaaaa 0000000 28 Quint value
0.11 1 2 ba aaaaaaa b000bOb 23 Trit value
0..19 1 2 ba aaaaaaa b0000bO 13 Quint value
0..23 1 3 cba aaaaaaa ¢b000cb 11 Trit value

Table 18.30: ASTC weight unquantization parameters

These are then processed as follows:

ung = D « C + B;

ung = unqg ~ A;

ung = (A & 0x20) | (ung >> 2);

Note that the multiply in the first line is nearly trivial as it only needs to multiply by O, 1, 2, 3 or 4.
As a final step, for all types of value, the range is expanded from 0..63 up to 0..64 as follows:

if (ung > 32) { ung += 1; }

This allows the implementation to use 64 as a divisor during interpolation, which is much easier than using 63.
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18.18 Weight Infill

After unquantization, the weights are subject to weight selection and infill. The infill method is used to calculate the
weight for a texel position, based on the weights in the stored weight grid array (which may be a different size). The
procedure below must be followed exactly, to ensure bit exact results.

The block size is specified as three dimensions along the s, t and r axes (Bg, B¢, B;). Texel coordinates within the block
(bs, by, by) can have values from 0 to one less than the block dimension in that axis. For each block dimension, we compute
scale factors (Dy, Dy, D,):

p.— | 1024+ [%])
Tl B
Dy — (1024 + | 5 ])
- Be=1) ]
(1024 + 5 ))
D=

Since the block dimensions are constrained, these are easily looked up in a table. These scale factors are then used to
scale the (bg, by, by) coordinates to a homogeneous coordinate (cg, ¢, C;):

cs = Ds * bs;
ct Dt *x bt;
cr Dr x Dbr;

This homogeneous coordinate (cs, ¢, ;) is then scaled again to give a coordinate (g, g, g;) in the weight-grid space. The
weight-grid is of size (Wwidth,» Wheight> Wdepth), as specified in the block mode field (Table 18.9 and Table 18.10):

gs = (cs* (Wwidth-1)+32) >> 6;
gt = (ct* (Wheight-1)+32) >> 6;
gr = (cr* (Wdepth-1)+32) >> 6;

The resulting coordinates may be in the range 0..176. These are interpreted as 4:4 unsigned fixed point numbers in the
range 0.0 .. 11.0.

If we label the integral parts of these (s, ji, jr) and the fractional parts (fs, fi, f;), then:

Jjs = gs >> 4; fs = gs & O0xO0F;

Jjt = gt >> 4; ft = gt & O0xO0F;

jr = gr >> 4; fr = gr & O0xO0F;

These values are then used to interpolate between the stored weights. This process differs for 2D and 3D.
For 2D, bilinear interpolation is used:

v0 = Js + Jjt«N;

p00 = decode_weight (vO0) ;

p0l = decode_weight (v0 + 1);

pl0 = decode_weight (v0 + N);

pll = decode_weight (v0 + N + 1);

The function decode_weight (n) decodes the nth weight in the stored weight stream. The values pgg to p;; are the
weights at the corner of the square in which the texel position resides. These are then weighted using the fractional
position to produce the effective weight i as follows:

wll (fs*xft+8) >> 4;

wl0 = ft - wll;

w0l = fs - wll;

w00 = 16 - fs - ft + wll;

i = (p00*w00 + pO0lxw0l + plOxwl0 + pllxwll + 8) >> 4;
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fs>h | fi>fe | fs> 0 S1 $2 Wo w1 w2 w3
True True True 1 N 16 - f; fs-f fi-fr Jr
False True True N 1 16 - f; fi-fs fs-fr fr
True False True 1 NxM | 16-f fs-f fr-fi fi
True False False | NxM 1 16 - f, fr-f fi-f fi
False True False N NxM | 16-f | fi-fr Jr-Js fs
False False False | NxM N 16 - f; fr-f fi-fs fs

Table 18.31: ASTC simplex interpolation parameters

For 3D, simplex interpolation is used as it is cheaper than a naive trilinear interpolation. First, we pick some parameters

for the interpolation based on comparisons of the fractional parts of the texel position as shown in Table 18.31.

Italicized test results are implied by the others. The effective weight i is then calculated as:

v0 = Js + JtxN + Jr*xN=xM;

p0 = decode_index (v0) ;
pl = decode_index(v0 + sl);

p2 = decode_index(v0 + sl + s2);

p3 = decode_index(v0 + NxM + N + 1);
i = (pO0*w0 + plxwl + p2xw2 + p3*w3 + 8)

>> 4;
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18.19 Weight Application

Once the effective weight i for the texel has been calculated, the color endpoints are interpolated and expanded.

For LDR endpoint modes, each color component C is calculated from the corresponding 8-bit endpoint components Cy
and C; as follows:

If SRGB conversion is not enabled, or for the alpha channel in any case, Cy and C; are first expanded to 16 bits by bit
replication:

CO = (CO << 8) | CO; Cl = (Cl1l << 8) | C1;

If sSRGB conversion is enabled, Cy and C; for the R, G, and B channels are expanded to 16 bits differently, as follows:

CO = (CO << 8) | 0x80; Cl1 = (Cl << 8) | 0x80;

Cp and C; are then interpolated to produce a UNORM16 result C:

C = floor( (COx(64-1) + Clxi + 32)/64 )

If sSRGB conversion is not enabled and the decoding mode is decode_float16, then if C = 65535 the final result is 1.0
(0x3C00); otherwise C is divided by 65536 and the infinite-precision result of the division is converted to FP16 with
round-to-zero semantics.

If SRGB conversion is not enabled and the decoding mode is decode_unormS8, then the top 8 bits of the interpolation result
for the R, G, B and A channels are used as the final result.

If sSRGB conversion is not enabled and the decoding mode is decode_rgb9e5, then the final result is a combination of the
(UNORML16) values of C for the three color components (C;, Cg and Cp) computed as follows:

int 1z = clz17(Cr | Cg | Cb | 1);

if (Cr == 65535) { Cr 65536; 1z = 0; }
if (Cg == 65535) { Cg = 65536; 1z = 0; }
if (Cb == 65535) { Cb = 65536; 1z = 0; }
Cr <<= 1lz; Cg <<= 1lz; Cb <<= 1lz;

Cr = (Cr >> 8) & Ox1FF;

Cg = (Cg >> 8) & Ox1FF;

Cb = (Cb >> 8) & Ox1FF;

uint32_t exponent = 16 - 1lz;

uint32_t texel = (exponent << 27) | (Cb << 18) | Cg << 9) | Cr;

The c1z17 () function counts leading zeroes in a 17-bit value.

if SRGB conversion is enabled, then the decoding mode is ignored and the top 8 bits of the interpolation result for the R,
G and B channels are passed to the external SRGB conversion block and used as the final result. The A channel uses the
decode_float16 decoding mode.

For HDR endpoint modes, color values are represented in a 12-bit pseudo-logarithmic representation, and interpolation
occurs in a piecewise-approximate logarithmic manner as follows:

In LDR mode, the error result is returned.

In HDR mode, the color components from each endpoint, Cy and Cj, are initially shifted left 4 bits to become 16-bit
integer values and these are interpolated in the same way as LDR. The 16-bit value C is then decomposed into the top five
bits, E, and the bottom 11 bits M, which are then processed and recombined with E to form the final value Cy:

C = floor( (COx(64-i) + Cl*i + 32)/64 )
E = (C & 0xF800) >> 11; M = C & Ox7FF;
if (M < 512) { Mt = 3%M; }

else if (M >= 1536) { Mt = 5xM - 2048; }
else { Mt = 4«M - 512; }

Cf = (E<<10) + (Mt>>3);

This interpolation is a considerably closer approximation to a logarithmic space than simple 16-bit interpolation.
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This final value Cy is interpreted as an IEEE FP16 value. If the result is +Inf or NaN, it is converted to the bit pattern
0x7BFF, which is the largest representable finite value.

If the decoding mode is decode_rgb9e5, then the final result is a combination fo the (IEEE FP16) values of Cs for the
three color components (C;, Cy and Cp) computed as follows:

if( Cr > 0x7c00 ) Cr = 0; else if( Cr == 0x7c00 ) Cr
if( Cg > 0x7c00 ) Cg = 0; else if( Cg == 0x7c00 ) Cg
if( Cb > 0x7c00 ) Cb = 0; else if( Cb == 0x7c00 ) Cb
int Re = (Cr >> 10) & Ox1F;
int Ge = (Cg >> 10) & Ox1F;
int Be = (Cb >> 10) & O0Ox1F;
int Rex = Re == 0 2 1 Re;
int Gex = Ge == 0 ? 1 Ge;
int Bex = Be == 0 2?2 1 Be;
int Xm = ((Cxr | Cg | Cb) & 0x200) >> 9;
int Xe = Re | Ge | Bej;
uint32_t rshift, gshift, bshift, expo;
if (Xe == 0)
{
expo = rshift = gshift = bshift = Xm;
}
else if (Re >= Ge && Re >= Be)
{
expo = Rex + 1;
rshift = 2;
gshift = Rex - Gex + 2;
bshift = Rex - Bex + 2;
}
else if (Ge >= Be)
{
expo = Gex + 1;
rshift = Gex - Rex + 2;
gshift = 2;
bshift = Gex - Bex + 2;
}
else
{
expo = Bex + 1;
rshift = Bex - Rex + 2;
gshift = Bex - Gex + 2;
bshift = 2;
}
int Rm = (Cr & Ox3FF) | (Re == 0 2 0 0x400) ;
int Gm = (Cg & Ox3FF) | (Ge == 0 2 0 0x400) ;
int Bm = (Cb & Ox3FF) | (Be == 0 2?2 0 0x400) ;
Rm = (Rm >> rshift) & Ox1FF;
Gm = (Gm >> gshift) & Ox1FF;
Bm = (Bm >> bshift) & Ox1FF;
uint32_t texel = (expo << 27) | (Bm << 18) | (Gm << 9)

O0x7bff;
0x7bff;
0x7bff;

[ (Rm << 0Q);
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18.20 Dual-Plane Decoding

If dual-plane mode is disabled, all of the endpoint components are interpolated using the same weight value.

If dual-plane mode is enabled, two weights are stored with each texel. One component is then selected to use the second
weight for interpolation, instead of the first weight. The first weight is then used for all other components.

The component to treat specially is indicated using the 2-bit Color Component Selector (CCS) field as shown in Ta-
ble 18.32.

Value Weight 0 Weight 1
0 GBA R
1 RBA G
2 RGA B
3 RGB A

Table 18.32: ASTC dual plane color component selector values

The CCS bits are stored at a variable position directly below the weight bits and any additional CEM bits.

18.21 Partition Pattern Generation

When multiple partitions are active, each texel position is assigned a partition index. This partition index is calculated
using a seed (the partition pattern index), the texel’s x, y, z position within the block, and the number of partitions. An
additional argument, small_block, is set to 1 if the number of texels in the block is less than 31, otherwise it is set to
0.

This function is specified in terms of x, y and z in order to support 3D textures. For 2D textures and texture slices, z will
always be 0.
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The full partition selection algorithm is as follows:

int select_partition (int seed,
int partit

if( small_block ){ x <<= 1;
seed += (partitioncount-1)

int x, int y, int z,
ioncount, int small_block)

y <<= 1; z <<= 1; }

uint32_t rnum = hashb52 (seed);

uint8_t seedl = rnum
uint8_t seed2 = (rnum >>
uint8_t seed3 = (rnum >>

(
(
uint8_t seed4 = (rnum >> 1
uint8_t seed5 = (rnum >> 1
uint8_t seed6 = (rnum >> 2
uint8_t seed7 = (rnum >> 2
(
(
(
(
(

uint8_t seed8 = (rnum >> 2

uint8_t seed9 = (rnum >> 1
uint8_t seedl0 = (rnum >> 2
uint8_t seedll = (rnum >> 2
uint8_t seedl2 = (rnum >>
seedl *= seedl; seed?2
seed3 *= seed3; seed4
seed5 *= seed5; seedb
seed’7 x= seed’; seed8
seed9 *= seed9; seedl0

seedll x= seedll; seedl2

int shl, sh2, sh3;
if( seed & 1 )

{ shl = (seed&2 ? 4:5);
else

{ shl = (partitioncount
sh3 = (seed & 0x10) ? shl :

seedl >>= shl; seed2 >>= s
seed5 >>= shl; seed6 >>= s
seed9 >>= sh3; seedl0 >>= s

int a = seedlxx + seed2xy +
int b = seed3*x + seeddxy +
int ¢ = seedb5xx + seedbxy +
int d = seed7%x + seed8xy +

a &= 0x3F; b &= 0x3F; c &=

if ( partitioncount < 4 ) d
if( partitioncount < 3 ) c
if( a > b && a >= c && a >
else 1f( b >= ¢ && b >=d )
else if( ¢ >= d ) return 2;
else return 3;

As has been observed before, the bit selections are much easier to express in hardware than in C.

* 1024;

& OxF;
4) & OxF;
8) & OxF;
2) & OxF;
6) & OxF;
0) & OxF;
4) & OxF;
8) & OxF;
8) & OxF;
2) & OxF;
6) & OxF;
30) | (rnum << 2)) & OxF;

*= seed2;
*= seed4;
*= seedb6;
*= seed8§;
*= seedl0;
*= seedl2;

sh2 = (partitioncount==3 ? 6:5);

==3 ? 6:5); sh2 = (seed&2 ? 4:5);
sh2:

h2; seed3 >>= shl; seed4 >>= sh2;
h2; seed7 >>= shl; seed8 >>= sh2;
h3; seedll >>= sh3; seedl2 >>= sh3;

seedll*xz + (rnum >> 14);
seedl2xz + (rnum >> 10);
seed9 xz + (rnum >> 6);
seedlO0*xz + (rnum >> 2);

0x3F; d &= 0x3F;

= 0;
= 0;

= d ) return 0;
return 1;
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The seed is expanded using a hash function hash52 (), which is defined as follows:

uint32_t hash52( uint32_t p )
{

p "=p >> 15, p —=p << 17; p +=p << 7; p +t=p << 4;
p "=p>> 5 p+=p << 16; p "=p >>7; p =p >> 3;
p "=p << 6; p "=p > 17;

return p;

This assumes that all operations act on 32-bit values

18.22 Data Size Determination

The size of the data used to represent color endpoints is not explicitly specified. Instead, it is determined from the block
mode and number of partitions as follows:

config_bits = 17;
if (num_partitions>1)
if (single_CEM)
config _bits = 29;
else
config_bits

25 + 3%num_partitions;
num_weights = Wwidth * Wheight % Wdepth; // size of weight grid

if (dual_plane)
config bits += 2;
num_weights x= 2;

weight_bits = ceil (num_weights*8xtrits_in_weight_range/5) +
ceil (num_weights*7+quints_in_weight_range/3) +
num_weights+bits_in_weight_range;

remaining_bits = 128 - config bits - weight_bits;

num_CEM_pairs = base_CEM_class+l + count_bits (extra_CEM_bits);

The CEM value range is then looked up from a table indexed by remaining bits and num_CEM_pairs. This table is
initialized such that the range is as large as possible, consistent with the constraint that the number of bits required to
encode num_CEM_pairs pairs of values is not more than the number of remaining bits.

An equivalent iterative algorithm would be:

num_CEM_values = num_CEM_pairs=*2;

for (range = each possible CEM range in descending order of size)

{
CEM_bits = ceil (num_CEM_values*8xtrits_in_CEM_range/5) +
ceil (num_CEM_valuesx*7+xquints_in_CEM_range/3) +
num_CEM_values*bits_in_CEM_range;

if (CEM_bits <= remaining_ bits)
break;

}

return range;

In cases where this procedure results in unallocated bits, these bits are not read by the decoding process and can have any
value.
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18.23 Void-Extent Blocks

A void-extent block is a block encoded with a single color. It also specifies some additional information about the extent
of the single-color area beyond this block, which can optionally be used by a decoder to reduce or prevent redundant block
fetches.

In the HDR case, if the decoding mode is decode_rgb9e5, then any negative color component values are set to O before
conversion to the shared exponent format (as described in Section 18.19).

The layout of a 2D Void-Extent block is as shown in Table 18.33.

127 ‘ 126 ‘ 125 ‘ 124 ‘ 123 ‘ 122 ‘ 121 ‘ 120 ‘ 119 ‘ 118 ‘ 17 ‘ 116 ‘ 115 ‘ 114 ‘ 13 ‘ 12
Block color A component!>-?

111‘110‘109‘108‘107‘106‘105‘104‘103‘102‘101‘IOO‘99‘98‘97‘96
Block color B component'>-©

95‘94‘93‘92‘91‘90‘89‘88‘87‘86‘85‘84‘83‘82‘81‘80

Block color G component!>-?
79 ‘ 78 ‘ 77 ‘ 76 ‘ 75 ‘ 74 ‘ 73 ‘ 72 ‘ 71 ‘ 70 ‘ 69 ‘ 68 ‘ 67 ‘ 66 ‘ 65 ‘ 64
Block color R component!3-0
63 ‘ 62 ‘ 61 ‘ 60 ‘ 59 ‘ 58 ‘ 57 ‘ 56 ‘ 55 ‘ 54 ‘ 53 ‘ 52 ‘ 51 50 ‘ 49 ‘ 48
Void-extent maximum # coordinate'>° Min ¢ coord!?10
47 ‘ 46 ‘ 45 ‘ 44 ‘ 43 ‘ 42 ‘ 41 ‘ 40 ‘ 39 ‘ 38 37 ‘ 36 ‘ 35 34 ‘ 33 ‘ 32
Void-extent minimum ¢ coordinate”-* Void-extent maximum s coordinate!>”
31 ‘ 30 ‘ 29 ‘ 28 ‘ 27 ‘ 26 ‘ 25 24 ‘ 23 ‘ 22 21 ‘ 20 ‘ 19 ‘ 18 ‘ 17 ‘ 16
Void-extent maximum s coordinate’-° Void-extent minimum s coordinate'?-*
15 ‘ 14 ‘ 13 ‘ 12 11 10 9 8 7 6 5 4 3 2 1 0
Minimum s coordinate®* | 1 1 D 1 1 1 1 1 1 1 0 0

Table 18.33: ASTC 2D void-extent block layout overview

The layout of a 3D Void-Extent block is as shown in Table 18.34.

Bit 9 is the Dynamic Range flag, which indicates the format in which colors are stored. A 0 value indicates LDR, in which
case the color components are stored as UNORM16 values. A 1 indicates HDR, in which case the color components are
stored as FP16 values.

The reason for the storage of UNORMI16 values in the LDR case is due to the possibility that the value will need to be
passed on to SRGB conversion. By storing the color value in the format which comes out of the interpolator, before the
conversion to FP16, we avoid having to have separate versions for SRGB and linear modes.

If a void-extent block with HDR values is decoded in LDR mode, then the result will be the error color, opaque magenta,
for all texels within the block.

In the HDR case, if the color component values are infinity or NaN, this will result in undefined behavior. As usual, this
must not lead to an API’s interruption or termination.

Bits 10 and 11 are reserved and must be 1.

The minimum and maximum coordinate values are treated as unsigned integers and then normalized into the range 0..1
(by dividing by 2'3-1 or 2°-1, for 2D and 3D respectively). The maximum values for each dimension must be greater than
the corresponding minimum values, unless they are all all-1s.

If all the coordinates are all-1s, then the void extent is ignored, and the block is simply a constant-color block.

The existence of single-color blocks with void extents must not produce results different from those obtained if these
single-color blocks are defined without void-extents. Any situation in which the results would differ is invalid. Results
from invalid void extents are undefined.
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127 ‘ 126 ‘ 125 ‘ 124 ‘ 123 ‘ 122 ‘ 121 ‘ 120 ‘ 119 ‘ 118 ‘ 117 ‘ 116 ‘ 115 ‘ 114 ‘ 13 ‘ 12
Block color A component!3-9
111 ‘ 110 ‘ 109 ‘ 108 ‘ 107 ‘ 106 ‘ 105 ‘ 104 ‘ 103 ‘ 102 ‘ 101 ‘ 100 ‘ 99 ‘ 98 ‘ 97 ‘ 9
Block color B component!'>+0
95 ‘ 94 ‘ 93 ‘ 92 ‘ 91 ‘ 90 ‘ 89 ‘ 88 ‘ 87 ‘ 86 ‘ 85 ‘ 84 ‘ 83 ‘ 82 ‘ 81 ‘ 80
Block color G component'>-©
79 ‘ 78 ‘ 77 ‘ 76 ‘ 75 ‘ 74 ‘ 73 ‘ 7 ‘ 71 ‘ 70 ‘ 69 ‘ 68 ‘ 67 ‘ 66 ‘ 65 ‘ 64
Block color R component !0
63 ‘ 62 ‘ 61 ‘ 60 ‘ 59 ‘ 58 ‘ 57 ‘ 56 ‘ 55 54 ‘ 53 ‘ 52 ‘ 51 ‘ 50 ‘ 49 ‘ 48
Void-extent maximum 7 coordinate®-° Void-extent minimum r coordinate®?
4 ‘ 46 45 ‘ 44 ‘ 43 ‘ o) ‘ 41 ‘ 40 ‘ 39 38 ‘ 37 36 ‘ 35 ‘ 34 ‘ 33 ‘ 32
C(l,\girgKO Void-extent maximum ¢ coordinate®* Void-extent min ¢ coordinate®#
31 ‘ 30 29 ‘ 28 27 ‘ 26 ‘ 25 ‘ 24 ‘ 23 ‘ 2 ‘ 21 20 ‘ 19 18 ‘ 17 ‘ 16
Minimum ¢ coordinate° Void-extent minimum s coordinate®-* Min s coord®-¢
15 ‘ 14 ‘ 13 ‘ 12 1 ‘ 10 9 8 7 6 5 4 3 2 1 0
Void-extent minimum s coordinate®? D 1 1 1 0

Table 18.34: ASTC 3D void-extent block layout overview

If a void-extent appears in a MIPmap level other than the most detailed one, then the extent will apply to all of the more

detailed levels too. This allows decoders to avoid sampling more detailed MIPmaps.

If the more detailed MIPmap level is not a constant color in this region, then the block may be marked as constant color,

but without a void extent, as detailed above.

If a void-extent extends to the edge of a texture, then filtered texture colors may not be the same color as that specified in

the block, due to texture border colors, wrapping, or cube face wrapping.

Care must be taken when updating or extracting partial image data that void-extents in the image do not become invalid.
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18.24 lllegal Encodings

In ASTC, there is a variety of ways to encode an illegal block. Decoders are required to recognize all illegal blocks and
emit the standard error color value upon encountering an illegal block.

Here is a comprehensive list of situations that represent illegal block encodings:

* The block mode specified is one of the modes explicitly listed as Reserved.

* A 2D void-extent block that has any of the reserved bits not set to 1.

* A block mode has been specified that would require more than 64 weights total.

* A block mode has been specified that would require more than 96 bits for integer sequence encoding of the weight grid.
* A block mode has been specified that would require fewer than 24 bits for integer sequence encoding of the weight grid.
* The size of the weight grid exceeds the size of the block footprint in any dimension.

* Color endpoint modes have been specified such that the color integer sequence encoding would require more than 18
integers.

* The number of bits available for color endpoint encoding after all the other fields have been counted is less than [%]

where C is the number of color endpoint integers (this would restrict color integers to a range smaller than 0..5, which
is not supported).

* Dual weight mode is enabled for a block with 4 partitions.

* Void-Extent blocks where the low coordinate for some texture axis is greater than or equal to the high coordinate.

Note also that, in LDR mode, a block which has both HDR and LDR endpoint modes assigned to different partitions is
not an error block. Only those texels which belong to the HDR partition will result in the error color. Texels belonging to
a LDR partition will be decoded as normal.

18.25 LDR PROFILE SUPPORT

In order to ease verification and accelerate adoption, an LDR-only subset of the full ASTC specification has been made
available.

Implementations of this LDR Profile must satisfy the following requirements:

* All textures with valid encodings for LDR Profile must decode identically using either a LDR Profile, HDR Profile, or
Full Profile decoder.

 All features included only in the HDR Profile or Full Profile must be treated as reserved in the LDR Profile, and return
the error color on decoding.

* Any sequence of API calls valid for the LDR Profile must also be valid for the HDR Profile or Full Profile and return
identical results when given a texture encoded for the LDR Profile.

The feature subset for the LDR profile is:

* 2D textures only.

* Only those block sizes listed in Table 18.3 are supported.

* LDR operation mode only.

* Only LDR endpoint formats must be supported, namely formats 0, 1, 4, 5, 6, 8,9, 10, 12, 13.
* Decoding from a HDR endpoint results in the error color.

* Interpolation returns UNORMS results when used in conjunction with sSRGB.

* LDR void extent blocks must be supported, but void extents may not be checked.
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18.26 HDR PROFILE SUPPORT

In order to ease verification and accelerate adoption, a second subset of the full ASTC specification has been made
available, known as the HDR profile.

Implementations of the HDR Profile must satisfy the following requirements:

* The HDR profile is a superset of the LDR profile and therefore all valid LDR encodings must decode identically using
a HDR profile decoder.

* All textures with valid encodings for HDR Profile must decode identically using either a HDR Profile or Full Profile
decoder.

* All features included only in the Full Profile must be treated as reserved in the HDR Profile, and return the error color
on decoding.

* Any sequence of API calls valid for the HDR Profile must also be valid for the Full Profile and return identical results
when given a texture encoded for the HDR Profile.

The feature subset for the HDR profile is:

* 2D textures only.

Only those block sizes listed in Table 18.3 are supported.
* All endpoint formats must be supported.

* 2D void extent blocks must be supported, but void extents may not be checked.
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External references

IEEE754-2008 - IEEE standard for floating-point arithmetic
IEEE Std 754-2008 http://dx.doi.org/10.1109/IEEESTD.2008.4610935, August, 2008.

ITU-R BT.601 Studio encoding parameters of digital television for standard 4:3 and wide-screen 16:9 aspect ratios

http://www.itu.int/rec/R-REC-BT.601/en
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https://www.itu.int/rec/R-REC-BT.709/en
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gramme exchange
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http://www.oscars.org/science-technology/sci-tech-projects/aces/aces-documentation

The international standard for ACES, SMPTE ST 2065-1:2012 - Academy Color Encoding Specification (ACES), is
available from the SMPTE, and also from the IEEE.

TB-2014-004: Informative Notes on SMPTE ST 2065-1 — Academy Color Encoding Specification (ACES) is freely
available and contains a draft of the international standard.

ACEScc — A Logarithmic Encoding of ACES Data for use within Color Grading Systems
ACEScct — A Quasi-Logarithmic Encoding of ACES Data for use within Color Grading Systems

IEC/4WD 61966-2-1: Colour measurement and management in multimedia systems and equipment - part 2-1:
default RGB colour space - SRGB

https://webstore.iec.ch/publication/6169 (specification)

http://www.w3.org/Graphics/Color/srgb
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